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ABSTRACT
This paper is intended to introduce the actuarial or mathematically-inclined student to the
concepts and questions involved when studying the mortality of joint lives. How to represent
these events in a continuous way has been a rising question in recent years and has become a very
important topic to understand. A brief overview of insurance calculations, followed by
explanations of why joint mortality is different is included. After which, data obtained on joint
annuitants is used to explain the many different ways in which dependence can be modeled, and
finally multiple methods are compared for accuracy, robustness, and ease of use to determine the
best available method of modeling dependent and semi-dependent data.
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Chapter 1
Background on Insurance and Joint Life Calculations
This paper is intended for a technical audience, but not one that is already familiar with
the concepts involved in joint life and mortality calculations. Introductory knowledge of single
life calculations is assumed, but not necessarily required. As such, this chapter will serve as a
general review of all the concepts required to model life contingent present values of annuities
and insurances.

I. General Introduction to Insurance
In its most basic form, insurance is a way for a group of people to spread amongst
themselves the risk associated with particular events. For example, everyone is required to pay for
car insurance, but not everyone will get into an accident. In this way, everyone pays a small
amount into a fund that can be used by any individual to defray the cost of an accident. This same
concept can be easily applied to many areas, including property insurance, crop insurance,
liability insurance, and other areas susceptible to loss. The common theme is that the losses borne
by the individual are diversified throughout the group. Life insurance, however, is an exception,
as it does not work in exactly this manner.
Life insurance is unique in that not only do we know that the loss, in this case death, will
definitely happen to everyone involved in the policy, but we also know that it will happen exactly
once. In this way, it is not possible for a group of members to pay any less than the expected loss,
as everyone will experience the loss. This fact allows us to do some very interesting things
regarding life insurance, and in particular it allows us to more easily model the situations that can
arise from different types of life insurance. All have one thing in common, however. They all
require an estimate of when the average person will die, which as the next section will illustrate
can be hard to model accurately, as there are a multitude of unpredictable factors that contribute.
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II. Models of Life Insurance
Life insurance can be modeled in several ways, both discretely and continuously.
Discrete models for life insurance are generally based on real data collected by census or survey.
This data would state the number of people in the population at discrete times, and from that point
one could construct a mortality model to show the number of people alive at given times. Take
the following made up example of a population of monkeys that live at most 3 years:

Age

# of Monkeys # That Die
10
2
8
4
3
5
0

0
1
2
3

Figure 1-1: Sample Mortality Table

Number of Monkeys

Monkey Mortality
10
9
8
7
6
5
4
3
2
1
0
0
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Age

Figure 1-2: Sample Mortality Graph

2.5

3

3

As we can see from the table and chart above, the problem with this approach is that there
are many gaps in our chart. The data is collected at the beginning of each year, but logic tells us
that all the monkeys cannot all be dying right at the end of each year, so what happens between
the data points? The problem is that we can never really know the answer to that for sure. The
best we can do is come up with an appropriate model that fits the data points we do know. This is
the point where we try to model the data continuously.
We have choices when trying to fit this data to a curve. We can try to simply connect the
dots with straight or curved lines. The problem with this approach is that the curve will be made
of a piecewise function that, even if they represent the data, will be unwieldy, hard to interpret,
and non-differentiable at the connecting points. Another option is to come up with an assumption
that allows us to determine a function that hopefully represents the data. One common
assumption was made by DeMoivre, and it states that mortality is uniformly distributed, meaning
that a given percentage of the original population dies every year. Another plausible method is to
assume that the probability of survival at any given time is independent of how long one has
already survived. From there it follows an exponential distribution. The issue here is, as we will
see, they are extremely easy to calculate but are very unrepresentative of the actual data in most
cases. As you can see from the graphs below, even with only 4 data points it can be difficult or
impossible to intersect them all using such assumptions. Our final option is to find a curve of
“best fit,” or at least a curve that fits the data well. Unfortunately, these are often extremely
difficult to find. Below we can see the graphical representations of the 4 presented methods,
which shows that the first three, even on this small scale, do not work well.
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Figure 1-3: Modeling Options
This relatively simple example shows the pros and cons of the different modeling
techniques, and why some, regardless of their ease of use, should be discarded. One of the most
commonly taught for simplicity and introduction to mortality is the exponential distribution. As
you can see it generates a nice graph and equation, but it is as inaccurate in the long run as it is
convenient. It can be used in the short run between ages, but it creates a scalloped graph with
non-differentiable corners. All these factors will have to be taken into consideration when we
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expand our model to include two people, which will require us to use a 3 dimensional probability
model, compounding all the excess error from a 2 dimensional model. Clearly a fitted curve is the
most robust model, but in multiple dimensions they are very hard to calculate.
An additional way worth mentioning is to model the process as a stochastic process, such
as a Poisson, Markovian, or Brownian process. A process modeled in this way can be graphed,
and such a graph would show the expected value of the trend in the model, but the number of
parameters involved makes the calculations difficult, and often so many assumptions must be
made that the model may not even be legitimate anymore.

III. Related Insurance Calculations
When calculating the value of insurance, it will be sufficient for our purposes to calculate
the actuarial present value of benefits. In other words, it is sufficient to know the single payment
value that would be sufficient to pay for a life insurance or life annuity contract. We will require
the following variables.

̅ ∶

$1

Ÿ ∶

$1

≔
≔

,
≔

∶

1
1

∗
,

These variables are important. However, perhaps more important are their expected values. We
can use the law of total probability, which states that probability spaces can be broken into pieces,
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and we can take the sums of the expectations of each piece multiplied by the probability the
variable takes on a value within that piece. Doing so, we can find these expected values by
summing via integration over all possible values of the variable multiplied by that outcome’s
probability.
̅

∗

∗

In this case the Random Variable equals
$1 worth of life insurance at time t. And the pdf

, which is the value required now to pay out
∗

is the probability of a person age x

dying exactly t years from now. This expected value is actually the amount you should be
charged for $1 of life insurance.

Ÿ

∗

In this case we do not need integration unless the insured has found a very creative way
to pay for life insurance continuously. This is simply the sum of all payments made for t years
valued today multiplied by the probability the person lives t years. This amount is the value
today of a life annuity, and is usually used to discern how much each of your payments for life
insurance should be.
However, as we saw from the previous example, it is often very difficult to find the
integral if you use a piecewise function, a problem that is compounded when we move into 3
dimensions.
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Chapter 2
The Problem with Non-Independence
The issues with calculating the present value integrals were discussed above, so the big
question is, how do we deal with that? In general we have enough data for a given individual to
generate a mortality table, for which we can either come up with a continuous function or we can
integrate numerically. However, in order to generate a joint life mortality table, you have to wait
for both people to die, so as of yet, one comprehensive table does not exist. Thus, we are left to
create one for ourselves. The easiest way to do this is to just merge two existing tables and
assume the people will die in the same manner they always have. This is the assumption of
independence. But how can we just assume that the lives of two people who would enter into
joint annuity contracts, and therefore most likely spend a lot of time together, be completely
independent of one another? And if they are dependent, to what degree do they depend on each
other?

I. The assumption of independence
Let’s assume we want to calculate the actuarial present value of $1 paid at the moment of
the first death of two people ages x and y respectively. Actuaries do this using two new symbols
defined below:

≔
:

≔

Then:
̅

∗

∗

:
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Let’s assume now that these people have nothing to do with each other, and maybe they never
even met. Then they would obviously be independent, which leads to:

̅

:

So, if we can assume independence, we can compute this value relatively easily, as it is simply
the multiplication of both individual’s probability density functions. Normally this is enough, but
how good is this assumption really? How likely is it that two random strangers take out insurance
to be paid after one or both of them dies?

II. Validation of Non-Independence
Almost all of the joint life insurance purchased is bought by couples, such as a husband
and wife. If both people’s incomes are depended upon by the household to function, then the
couple can take out insurance to be paid at the time of the first death to help the other person
continue to live. If the couple has kids, but the household can survive with just one income, then
it makes sense for them to take out insurance to be paid to the kids at the time of the second
death. In both of these situations, though, the two purchasing the insurance are clearly not random
strangers, but two people whose lives are very much intertwined. So, the question is: Are the
times until death for each person really independent?
The data set used for the majority of this paper has come from a study which started in
1985 by the Great West Life Insurance Company. They followed 12,183 heterosexual married
couples involved in joint annuity contracts and recorded the time until death of each person. Only
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5 years worth of data was made available to me, but it was still more than enough to see some
very interesting trends emerge.
If the lives of each couple were completely independent from one another, laws of
probability state that the probability for the death of the joint status, or in non-actuarial terms the
time when the last person dies, should be simply the product of the probabilities of death of both
people. So, under independence:

∗

This implies that the joint mortality probability distribution is made up of the product of
the marginal probability distribution from each person. Unfortunately, in the 5 years of data that
we have, only 189 data points exist where both members of the couple have died, but there are a
significant number of data points in which one person has died but the other is still alive, and
since we are assuming independence in this case, we will use those individual data points to
create the probability distributions.
Below are the empirical marginal probability mass functions (PMF’s) for persons X and Y
(male and female) generated from the data. These will be used to calculate the implied joint PMF
for the couple if we were to assume that their lives are independent.
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Figure 2-1: Empirical Marginal PMFs

They do have slightly different PMF’s. We can see that in the case of the males the
deaths tend to be very uniformly distributed. However the female PMF shows a some a slight
increase in mortality at the higher ages, so we cannot assume that X and Y both die according to
the same pattern, but if they are independent we could still use them to generate a joint PMF by
simply multiplying them together as previously shown.

11

Below are 3D graphical representations of the empirical PDF’s implied by the data both
with and without the independence assumption.
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Figure 2-2: Independence-Implied Joint PDF

Figure 2-3: Independence-Implied Joint PMF
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Clearly these two PMF’s are not the same. By visual inspection, the empirical PMF
shows a relatively strong trend along the line Tx=Ty, which is a good indication that there is at
least a moderate amount of dependence. The large number of zeroes can be attributed to the
relative lack of data points for a set this size, however even the overall shape of the PMF’s do not
seem to match.
A statistical test for the fit of the empirical PMF to the assumed independent joint PMF
yielded a Chi Square statistic of 90.11553 with 24 degrees of freedom, which means that the
probability that these two distributions are the same is less than .005, more than ten times more
significant than the generally accepted significance level of .05. The statistical test therefore more
than backs up the visual inspection that the two PMF’s are not the same, and that these two lives
are in no way independent.

III. Types of Non-Independence
Clearly two people whose lives are very much intertwined may not have deaths that are
independent, but theoretically this could manifest in a number of different ways. Various studies
have shown evidence to support this logical conclusion, but the ways in which this dependence
can manifest itself can be different from what we may initially assume. In probability,
dependence means that knowing something about one object gives you information, even if only
a small amount, about the other, a vague definition to be sure. Consider, for example, three
imaginary pairs of dice. Each pair is special and has a unique property. You roll one die at a time
for each pair. In the first pair, the second die will come up with whatever number the first die
rolled every time. If the first die rolls a 6, we know the second die will also roll a 6. In the second
pair, the second die will be slightly more likely to roll whatever number the first die rolled. In the
third pair, the second die will roll either a 1 or a 6, whichever is farthest from the first roll. All
three are actually dependent by definition, but they are clearly not all the same. So, in the case of
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dependence in mortality calculations, we must define a few more meaningful types of
dependence.

1) Direct Dependence
It only makes sense that two people who spend a lot of time together, and in the case of
married couples live together for many years, have deaths that are in some way dependent. In the
cases of common accidents or disasters, commonly referred to as common shock, or “broken
heart syndrome”, it can be easily seen from several sets of data that in many cases the second
death in a couple almost immediately follows the first.
A study done by Danish scientists Hougaard, Hardvald, and Holm followed sets of samesex twins born in the 50 years between 1880 and 1930, and continued to observe them until their
death of 1980, whichever occurred first. Although this study considers twins rather than married
couples, the proposed causes of dependence are present, so this could be a valid model for the
dependence of couples as well. In their study, it was found that a very strong dependent trend
existed between the deaths of the two twins, and in the months following the death of the first
twin, the force of mortality of the second twin could increase by up to 56%. However, as time
went on, the force of mortality returned to normal. (Haugaard)
In summary, this study shows that there should indeed be at least some direct dependence
between the deaths of two close people. It also confirms that, as logic would suggest, the effects
of grief and loss diminish over time until they become all but nonexistent. This leads into what is
commonly known as “Broken Heart Syndrome.”
It is logical to assume and believe that two people, perhaps a married couple, that spend
much of their entire lives together can be very heavily dependent on each other, whether that
dependence is emotional, physical, or monetary. So, it makes perfect sense to believe that some
happily married couples will have very dependent lifetimes, at least for some time after the first
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person dies. Also a logic conclusion is that not every couple will experience Broke Heart
Syndrome, but rather some unknown fraction of the population. But discovering how long that
effect lasts, and exactly what proportion of joint lives experience this Broken Heart Syndrome is
harder to determine.
A study was done by Parkes, Benjamin, and Fitzgerald to determine the effect of broken
heart syndrome on couples in 1969. The study followed almost 4,500 widowers ages 55 and older
after the deaths of their respective wives. They were followed for 9 years or until death, and the
causes and dates of death were recorded. They found a significant increase in the mortality rate in
the short period of time after the wife’s death, and in fact the mortality rate during the first six
months was nearly 40% greater than the expected mortality rate of still-married men during that
time. The graph below depicts their findings for the difference between actual and expected
mortality rates. (Parkes)

Figure 2-3: Mortality Increases due to Bereavement
(Taken from Parkes, Benjamin, and Fitzgerald Study)
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This rather interesting chart shows that there is indeed a large dependent trend very close
to the death of the first person, and possibly more interesting is that it trails off relatively quickly
over time. Eventually the difference in mortality is actually negative, which can either imply that
the people who would have died in those years died sooner from common shock or bereavement,
or maybe even that some widowers actually live longer than expected after the death of their
spouse. We will revisit this interesting phenomenon in the next section. The same analysis was
done on the data set of joint annuitants to see if the same trend applies to them. The results show

Percentage of Deaths

a similar trend, but there is no negative trend as the data we have only spans 5 years.
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More
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Figure 2-3: Mortality Increases after the Death of a Spouse
(Taken From Joint Annuitant Data)

Conditioning on death of both people within 5 years, this graph clearly shows that over
50% of the deaths of the second person occurred less than 6 months after the death of their
spouse. Moreover, there are also highly elevated rates of mortality in the 2-3 years after the death
of the partner, further proof that the lives of two people are at least partially directly dependent.
2) Indirect, or Anti-Dependence
Another kind of dependence is not so obvious to think about, and it is similar to the third
special set of dice. When rolled one at a time, the second die would roll the number furthest from
the number of the value of the first die. This is by definition a kind of dependence because we can
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determine something about the second by knowing about the first, but it is not a type of
dependence we are used to dealing with, but it may have a basis in reality. There is a theory that
some people, for example a wife that is abused by or is unhappy with her husband, may live
longer as a result of the death of their spouse.
Famous feminist Gloria Steinem suggests that, in certain cases, women can become
empowered by the death of their husband, which can ultimately cause them to live longer. She
believes that this newfound freedom can motivate them and actually increase their health. In this
case, the future lifetimes of the second to die is actually inversely related to the lifetime of the
first. In short, the faster your spouse dies, the longer you live. She also claims that it is possible
that if you expect your spouse to live forever, you will just give up and die quickly, which is the
much more morbid contrapositive to her previous statement. If this were true, the trend we would
expect to see in the data would actually be opposite of what we do see when the data is graphed.
However, because we only have data points for couples that have both died within 5 years, it is
possible that the study has simply not gone on long enough to see this latent trend emerge in the
data. (Kwon)
To illustrate this, below are very basic graphs of the theoretical dependencies that can
exist between the two people.

Figure 2-4: Example Differences in Perfect Dependencies

17

However, we can’t really expect any one of these trends to be the actual mortality table,
since people don’t really die according to any one real plan. And especially in the case of 100%
indirect dependence, the mortality table actually states that the dates of death of you and your
spouse are predetermined, and once your spouse dies, you can calculate very precisely how many
days you have left. If this distribution is not mixed with others, it is a ridiculous mortality
assumption to consider. What is far more likely is some combination of these two dependence
models, along with some independence. So, the aggregate mortality PMF would be closer to the
one below.

Figure 2-4: Combination of Dependent and Independent Data Points

Even more likely than this table, though, is a table with the same design, but with some
variability in the trends. We could never expect a perfectly straight line, as doing so would
actually imply that future lifetimes were predetermined. Instead we need our model to show that
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there is a higher mortality rate in certain areas due to the aforementioned causes. Using the
sample variance from the same data set, we can perturb these lines to show the proper amount of
noise in the data that we would expect if these trends are indeed present. Note that this graph
contains no real data, but is simply an excel model of the aforementioned assumptions that we
will be looking for knowing the variance of the data. The final Joint PMF would look like this:

Figure 2-5: Combination of Dependent and Independent Data
Points with Empirical Variability
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Figure 2-6: Three Dimensional Representation of Figure 2-5
However, as previously stated we are only able to look at real data over 5 years, so in
effect the PMF of this model that we would use to compare to our data would be the same, except
zoomed in so the only visible region is the square in the lower right hand corner where
0

5,

0

5. Visual inspection of the model shows that it does have the same

shape as the empirical PMF from the joint annuitant data, but without knowing the proper
proportions of dependence to independence to inverse dependence, we can’t actually come up
with a model from simulation methods. However, knowing these dependencies exist and the few
ways in which they can manifest themselves allows us to create a mathematical model for
dependent future lifetimes, which can be adjusted for stronger and weaker dependences in each
data set.
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Chapter 3
New Options for Modeling Non-Independent Lives
As mentioned in chapter 1, there are 4 basic ways to model a mortality table and
population PDF. These models hold true regardless of the dimension of the distribution, so clearly
a model of each type can be constructed. However, as illustrated previously, these models may
each be a legitimate representation of the data, but they are by no means equal. To try and
compare them, we will be modeling the CDF’s, since the empirical CDF is less sparse than the
PMF. This is legitimate, as the PDF is the derivative of the CDF, and is thus unique to that CDF.
The first two of the following methods have been used in the past, and are generalizations of the
previously illustrated piecewise-linear interpolation and assumption methods to three dimensions.

I. Interpolation
Using the interpolation model, we simply construct a histogram of the empirical CDF. As
mentioned before, this model technically has zero measurable error, since the surface will
intersect every point in the empirical CDF because it is literally generated by each and every
point in the data set, meaning there is a piecewise plane between every single point. However,
since the data is not incredibly dense, we can’t really assume that it is the actual CDF, so
intersecting every single point is not as important. Additionally, the user has to decide how wide
to make each interval of the bins for the histogram. If the intervals are too wide, the entire trend
will be lost, and although the histogram will still be technically correct, it will essentially be
useless. However, smaller bins contain fewer data points, and as a result will inherently have
more error per bin and will be less reliable as the potential population CDF.
With data for joint annuitants spanning 5 years, bins were chosen of length .05 years, .1
years, and .5 years to illustrate the difference in the CDF’s obtained through binning.
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Figure 3‐1, 3‐2, and 3‐3: Interpolated Empirical CDF with different bin sizes
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Clearly the first surface shows trends that would most likely not be present in the real
CDF, as it is too sharp and jagged, and people don’t generally start dying at a much faster rate all
of a sudden. Those jagged trends are somewhat mitigated in the second surface plot, but the third
one essentially just shows a flat surface, and no other trends have been left in the plot. Clearly the
bin size makes a huge difference, and there is no mathematical way to determine the appropriate
bin size before examining the data. The other huge disadvantage of this technique is the fact that
this is a curve of simply connected planes, so it is not differentiable, which makes it extremely
inconvenient to analyze. In non-topological lingo, this means that all adjacent planes will share a
side with one another, but will not necessarily be tangent, so the entire edge between two planes
will most likely be non-differentiable.

II. Mortality Assumptions
The second way to model the deaths of the joint annuitants is to assume something about
their mortality. The assumption of exponentially distributed deaths has already been discussed
and shown to be a ridiculous assumption that only serves to simplify calculations. The other
assumption mentioned is the assumption made by DeMoivre. He assumed, (in a 1 person
mortality table) that if the maximum future lifetime of a person was W, then a fraction of the
original population equal to 1/W would die every year. Essentially this is a uniform distribution of
deaths. We can generalize this to a joint mortality table simply by assuming a uniform
distribution of joint deaths, by assuming that a fraction of the original population equal to 1/W^2
die each year. The problem with that is that it generates a mortality table that is inherently
independent.
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Figure 3‐4: Joint CDF under Distribution Uniform of Death

This plot looks similar to the empirical CDF, however, the most important trends are
missing. Note that this plot was created in excel using it’s Surface Charting Function and the
formula for the DeMoivre CDF at all ages x and y, so it is a perfect representation of the
uniformly distributed deaths assumption. However, the empirical CDF’s, regardless of bin size,
all showed a very strong trend along the line Tx=Ty, to the point where the surface is essentially a
single plane folded along that axis. It is hard to wrap your mind around, but try to imagine the
shape we need at the corner of the roof of a house: two planes intersect each other at an angle and
form a ridge. However, in this case the contour plots of this surface, the same function as above
but represented by the ContourPlot function in Mathematica, looks like this:

24

Figure 3‐5: Contour Plot of Figure 3‐4

Although nicely integrable, this function clearly ignores the most important trend in the
data set, so it could never be a good model of semi-dependence in joint mortality.

III. Stochastic Process
In order to model this mortality table as a stochastic process, we have to choose a process
to model it as. A Markovian process is one in which you can be in one of any number of states,
and there is a fixed probability of moving between respective states in regular intervals. This
process is often represented as a map or matrix such as the one below.

State 1
Both Alive

X Dies

State 2
Y Alive

Both Die

Y Dies

Y Dies

State 3
X Alive

State 4
Both Dead
X Dies
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Figure 3‐6: Stochastic Model Transition Diagram

This table makes sense to model our process; however, using a Markovian approach does
not. A discrete Markov chain by definition will experience transitions at regular time intervals,
which doesn’t agree with reality. People do not die at perfectly regular intervals, so that model
will never be accurate. A continuous Markov Chain by definition must still have the property of
stationarity – which means that the expected time from now until the next transition doesn’t
change, regardless of how long it has been since the last transition. This is another difficult
property to grasp, but it turns out that in order for a Markov Chain to be valid, the transition times
must have this property, which simply means that the transition times are exponentially
distributed. As already discussed, this will also not work since the exponential distribution is a
bad model of mortality even if only used to model times within fractional ages, as it heavily
weights the smallest times without reason to do so. It is simply convenient.
A semi-Markov chain is defined as a stochastic process in the Markovian form that will
experience transitions at randomly distributed intervals that are not necessarily exponential. This
process will not have the Markovian, or “memoryless” property, so it is not technically a Markov
chain, but it does define a much less rigorous stochastic process that may change over time to
reflect changes in mortality. (Semi-Markov Process) It also allows for an easy way to increase the
dependence in the model, simply by changing the probability of the diagonal arrow in Figure 3-6,
otherwise known as common shock.
Recently a paper by Ji, Hardy, and Li was written and published in the North American
Actuarial Journal describing the steps they took to create such a semi-Markov model for joint
mortality, and overall they found a model consistent with their data set. They created their model
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by estimating the effect of bereavement as a parametric function declining over time. This was in
opposition to the previously accepted step function, similar to the linear interpolation method
discussed in I of this chapter. This effect was added to the underlying independent force of
mortality, which was assumed to follow Gompertz law, namely:
∗
where

is the force of mortality at age x, and B and C are simply parameters. The difficulty with

this model is that B, C, and the effect of bereavement, as parameters must be estimated, and as
such must introduce error into the model. Furthermore, the method required to estimate these
parameters is quite difficult, and using them requires the assumption that the probability function
involved is differentiable, a fact which may or may not be true. Additionally, Ji, Hardy, and Li
point out that because of the way these parameters are estimated (partial log-likelihood
functions), regular likelihood and goodness of fit estimators do not apply to them, such as the
Akaike, or Schwartz’s Bayes Information. (Ji, Hardy, and Li)
While the model may in fact be a good fit, the overabundance of estimation, paired with
the obviously dangerous fact that we cannot measure the adequacy of the estimates, makes this an
unwieldy and unreliable model to use at best.
IV. Copulas
The final way to try to model these mortality tables is to find a continuous, threedimensional function to represent the underlying distribution. The function would have to be
generated from the known marginal distributions, since we don’t want to require a full mortality
study, and would obviously need to integrate to a volume of 1. These types of functions are called
copulas.
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Wolfram MathWorld defines a copula as “A function that joins univariate distribution
functions to form multivariate distribution functions with certain properties.” A function is a 2dimensional copula if and only if:
1
2
3
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0
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,

,

,

,

0

This is actually a fairly simple definition, and in simpler terms it means a function is twodimensional copula if and only if:
1) If x or y is zero, the function is 0. In our terms that means that if the test started right
now, the probability that someone alive when the test started is already dead is
zero, a reasonable assumption.
2) The terminal distributions are uniform (e.g., the distribution of Y’s deaths are uniform
if X is at age omega – the last age in the mortality table).
3) The function is non-decreasing, which is already required of any CDF.
So a copula can be any of a large group of functions used to model the CDF of a given
distribution. (Weisstein)
The last thing about Copulas is that they are defined on the unit cube. So, to compare
them to our empirical distribution we will have to scale each of the x and y coordinates by a
factor of five. This does not however change the fundamental properties of the distribution.
So let’s take a look at some standard and well known copulas. Since a copula is by
definition a bivariate distribution created from two marginals, they often have an additional
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parameter

which takes on different values to showcase direct or indirect dependence. A final

point is that the broad definition of a copula allows for many possible distributions, some of
which cannot be written in closed form, while others must be written as a system of matrices or
linear programs.
:
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As you can clearly see the copulas become very difficult to work with very quickly, and
using them in the wrong situation can be very detrimental. Several copula formulas were used to
measure probabilities of risk and price derivatives before 2007, and they were used assuming that
the underlying distributions fit the assumptions of the copula models. However, the most recent
stock collapse has shown us that they most certainly do not, and certain events like stock price
changes cannot be modeled in this way. It turns out that it is simply not possible to model using
these functions just how correlated defaults actually are, nor can they model a chain reaction
caused by many simultaneous defaults. Since the stock collapse, many probability models have
been changed to model distributions with much heavier tails. The current misconception with
many of these models is the belief that they are accurate, but in reality, they simply give much
more conservative estimates in preparation for possible future stock losses.
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A method was put forth by Genest and Rivest in 1993 to determine the correct copula for
use with the data you have, and in addition they determined a way to estimate the dependency
parameter. (Frees and Valdez) As we can see from Figure 3-6, there are a large number of
parameters that need be individually estimated, (at least 5 separate probabilities of transition as
well as some parameter or distribution that models how fast those transitions occur), which is one
of the reasons the Semi-Markov Chain method was dismissed in this paper. In the case of
copulas, we still need to estimate parameters, however the number of them is significantly
reduced. With each of the above copulas, only 1 parameter is estimated as opposed to at least 6
or, more than likely, more with the semi-Markovian approach.
In this case the given method was not used, as the data for the empirical distribution is
sparse. Instead, I used a linear programming approach to minimize the sum of percent squared
error, or the

statistic, by varying the dependency parameter via simplex method, which is a

linear programming term for an algorithm used to maximize or minimize a function subject to
several non-negative linear constraints. In this case we do not want to reject the Chi-Square null
hypothesis that the distributions are different, and as such the higher the p-value the better.
Frank’s Copula as well as Hougaard’s Copulas were selected to test whether or not these
functions could accurately represent the dependent life table. With Hougaard’s copula, the
optimal value of alpha was around 500, which indicates strong dependence. With Frank’s copula,
rounding and underflow errors became a problem with any value of alpha less than -37, but this
value in and of itself represents very strong dependence as well. Unfortunately, even the optimal
solutions above only returned a Chi Square p-value of about 7%. With a 5% significance level,
we cannot say that these functions are significantly different from the empirical CDF, but by no
means are they a good match.
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However, these functions are modeling strong dependence. As stated previously, strong
dependence clearly exists, but not necessarily in all cases. We expect, at least within this 5 year
data that there should be some unknown mix of dependence and independence. So, in the next
part, the distribution was mixed with an independent distribution, with the mixing weights and the
parameter

controlled by linear program. In this way we were minimizing the Chi-Square

statistic subject to two parameters, but the number of estimations is still far less than the
Markovian Approach.
First, the copulas were mixed with a DeMoivre CDF to try to improve the fit. The final
function was:
:
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Note that these functions still fit the characteristics of a copula, and are thus new copulas in and
of themselves. However the optimal solution for these copulas yielded only a p value of 16% and
17% respectively.
Clearly this fit is not good enough, and although we will lose the aspect of
differentiability, we should mix these copulas with the independence CDF implied from the
marginal distributions calculated in Chapter 2 (Figure 2-2). The resulting functions, although not
technically copulas, had p-values of 78.82% and 69.47% respectively. The best functional fit to
the data presented came about from a 31% percent mix of heavily dependent joint lives modeled
by Frank’s Copula with parameter

36.9 and a 69% mix of independent lives, both the 31%

mix ratio and the value for alpha were given as the best possible values for each parameter by the
aforementioned linear program to minimize the Chi-Square value.
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Although modeling it like this removes the differentiability that we were hoping to have,
the result is a remarkably good fit to the original data. The empirical CDF, the CDF and contour
plot of this new mixed distribution are shown below.

Figure 3‐3: Empirical CDF shown again for comparison

The above copula and graph shows a very clear dependency trend, which we were
looking for. If we had more data, we might also see a trend of inverse dependence as discussed in
a previous chapter. Luckily, copulas can be used to model those as well, and in fact we could
even use Frank’s Copula to do it. Using an alpha with a value greater than zero in Frank’s Copula
creates a CDF that is inversely dependent, and to add it to the model we would simply add it into
the linear program and solve again for the minimum Chi Square.
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Mixed Distribution CDF

Figure 3‐7: Copula and Independence Mixed CDF

Figure 3‐8: Contour Plot of Figure 3‐7

The contour plot clearly shows a much harsher bend along the Tx=Ty line as required
from the heavy dependence in the data, and the major trends from the empirical CDF have been
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preserved by the 69% mix of marginals in the final CDF, so we can safely say that this is a good
distribution to use to model the joint annuitant data.
To Illustrate how close these models actually are in terms of actuarial calculations, the
actuarial present value of a 5 year temporary annuity payable until the second death was
calculated using both the empirical data and the newly calculated mixed distribution. The APV of
these annuities was $3.30 and $3.42 using an interest rate of 5% for the empirical data and mixed
distributions respectively which is only an error of 3%. However, these calculations were done
contingent on the deaths of both people within 5 years, as both distributions model the APV’s for
every couple who live longer than 5 years the same, so when the other 12,000 couples from this
data set are taken into account, this difference is less than one tenth of 1 percent.
Another interesting consequence of mixing the distributions using linear programming is
that since the copula portion, with an alpha of almost -37, is extremely dependent, and the
independent data is obviously independent, we have now actually identified the estimated
percentage of the population of joint annuitants that experience dependence in future lifetimes,
contingent on death within 5 years. And, perhaps more importantly, we have identified a method
of not only creating a distribution to model data beyond 5 years, but also a method of determining
the fraction of the population with dependent lives. This is a marginal leap forward for mortality,
insurance, and annuity calculations.
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Chapter 4
Conclusion
Clearly it has been shown that two people who know each other well enough to enter into
a joint annuity contract do not as a rule have independent lives. And furthermore, when modeling
two such people, it is not sufficient to simply assume that they have independent lives. Whether it
be common shock, or broken heart syndrome, a large enough percentage of the population
experiences dependency to significantly change the distribution of death. Although we do not
have the data to prove or disprove the notion of indirect dependence, the concept of direct
dependence was obvious in this data set. Of the 4 methods widely accepted to model data, we
explored each and showed that the best way to model this particular data was to mix a dependent
copula distribution with an implied independent distribution using linear programming, and that
furthermore this allows us to not only estimate the distribution of joint mortality, but also allows
us to estimate the fractional population with dependent lives. Furthermore, the methods set forth
in this paper show that with a correctly estimated parameter of the percentage of the population
which experiences dependence, relatively accurate joint mortality functions and tables can be
generated using single mortality tables without having to do a full joint mortality study.
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