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ABSTRACT
Object detection and classification is a hard problem that has been a focus of both visual
neuroscience and computer vision research for decades. Amazingly, humans are able to complete these
tasks to rapidly and accurately locate object instances of a superordinate category. In this paper, I lay the
theoretical framework for a task-contingent visual attention system in the context of the strict time and
energy constraints of an autonomous robot. I introduce a two-pass model in which a modification of the
neuromorphic HMAX (Riesenhuber & Poggio, 1999) conducts a computationally feasible coarse-grained
preliminary search of a large scene before localizing task-relevant images to be robustly processed by
standard HMAX. I also implement a system called SIEVE to pair the elements of this model with large
natural images from the SUN2012 Database (Xiao et al., 2010) to create a testbed superior to canonical
computer vision datasets that also allows for easy model-testing and visualization functionality.
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Figure 3. Two example images of cars from the Caltech 256 database. Instances of cars are only
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Figure 6. Results for a representative scene from the car subset of the SUN2012 Database. (a) The groundtruth map composed of a bounding box around every car in the scene. Red indicates a value of 1, blue
indicates a value of 0. (b) The original image in which we wish to localize cars. Notice the large size,
clutter, and high number of cars from an atypical perspective. (c) The task-contingent heatmap derived
from Local HMAX. As in canonical heatmaps, red indicates a value of 1 and blue indicates a value of 0
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Figure 7. Results for another representative scene from the car subset of the SUN2012 Database. (a) The ground-truth map
composed of a bounding box around every car in the scene. Red indicates a value of 1, blue indicates a value of 0. (b) The
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Table 2. This table displays the four possible response types of a binary classifier: true positive (tp), false
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Chapter 1
Introduction
The human brain has a remarkable capacity to quickly and accurately use the visual
information it receives from the eyes to form decisions and plan behaviors. Everyday we depend
on this capacity to detect possible objects of interest, to localize these objects (often overtly in the
form of a saccadic eye-movement), and finally to identify or categorize these objects in natural
scenes. Importantly, this series of difficult computational tasks occurs quickly enough to allow us
to respond to this information in real time. In an ultra-rapid categorization task in which two
natural scenes were simultaneously presented, human subjects were found to reliably detect and
saccade in the direction of the scene containing an animal in as little as 120 ms (Kirchner &
Thorpe, 2006). Rapid detection and localization of this kind was further shown to be possible in
more natural viewing conditions involving single large contiguous scenes with up to eight
possible target locations (Drewes, Trommershäuser, & Gegenfurtner, 2011).
This capacity is what underlies humans' critical ability to fluidly negotiate and glean
relevant information from their visual environments. It is for this reason that rapid object
recognition has not only been a central focus of neuroscientific investigation, but also of
computer vision systems for, e.g., navigating autonomous vehicles or detecting abnormalities in
medical imaging (Hadsell et al., 2009). Biologically inspired, or neuromorphic, models of object
recognition therefore serve two purposes: (1) to concretely illustrate, elaborate, and predict the
functional principles of visual processing in the human brain, and (2) to efficiently complete
object recognition tasks for use in a wide range of important industrial applications. Nonetheless,
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existing computer vision systems– especially those which aspire to move beyond specific tasks
such as facial detection to create more general and flexible models – are oftentimes limited in
their ability to perform well outside of artificial testing conditions. While many object recognition
systems are capable of reliably doing so when the target object appears in a closely cropped
image, no model to date possesses the capability to robustly detect and classify target objects in
large natural images. One of our primary goals is to address both the lack of neuromorphic
models with this capability as well as the lack of a canonical dataset and testbed for validating
and comparing such models. In this case, I hope to develop a visual attention system that is a
computer vision system for object localization and subsequent classification under energy and
time constraints, for use in guiding the eye movements and other search capacities of an
autonomous robot. Furthermore, I plan to use inspiration from real neural systems in order to
capture mechanisms underlying these human-like behaviors, not only because human vision acts
as a gold standard in its outperformance of any computer vision system to date, but also to
improve the natural character of interaction this robot will eventually have with the human endusers. An influential model of object recognition in the cortex, of particular interest to this thesis,
is that of HMAX. Introduced by Riesenhuber & Poggio (1999), this model has been significantly
elaborated over the last decade (Serre, 2006; Serre, Oliva, & Poggio, 2007a; also Mutch & Lowe,
2008). Below we provide a brief introduction to the architecture, inspiration, and performance of
this model.
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In this paper the specific objectives are the following:
1. Develop a usable testbed that offers a more realistic set of images with a wide variety
of object and scene types
2. Validate HMAX equipped with a linear classifier on this testbed
3. Develop a task-contingent attentional algorithm using a modified version of HMAX
4. Preliminary validation of the efficiency and potential of this attention system on the
testbed

As an introduction, and to define the scope of the project, I will describe the HMAX
algorithm and the concept of contingent attention that is the goal of the proposed architecture.

HMAX: A Neuromorphic Model of Object Recognition
HMAX is both a computational model of the primate visual cortex and a state of the art
computer vision system for invariant object recognition. The model is based on the alternating
hierarchy of simple and complex cells famously observed by Hubel and Wiesel (1968) in the
macaque striate cortex. At the most basic level, all information processing in the model takes
place in a hierarchy of two
alternating neuron types: (1)
simple (S) cells with a
corresponding tuning function
for calculating activation levels

Figure 2. Examples of C cells that pool over (a) position or (b) size to
create a representation invariant to these features. Circles represent
the spatial RF of S cells. Adapted from Serre (2006)
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and (2) complex (C) cells with a corresponding max function.
S cells enhance the specificity of object identification by using tuning functions to
maximize their activation for a very specific stimulus in the receptive field (RF) (e.g., horizontal
bars of a certain length at a specific location), with the level of activation falling off according to
a Gaussian distribution as the stimuli at that location become more distinct from the optimal
stimulus. In contrast, C cells enhance the invariance of object recognition to changes in the
object's size, orientation, position, and other such transformations through the use of its max
function: C cells receive input from various S cells tuned to the same preferred stimulus but at
slightly different sizes, locations, or orientations (see figure 1), firing in response to only the cell
with the greatest degree of activation. In this way, while only one or a few of the S cells that are
tuned to, e.g., short horizontal bars at various locations in a small neighborhood of the visual field
may fire in response to a stimulus of this type, only the response from the cell most closely
matched to the stimulus type and location will be reported by the C cell to the next cortical region
as input to the next layer of S cells. Thus this C cell would respond to a horizontal bar anywhere
in this neighborhood encompassing a number of smaller RFs, yielding some degree of position
invariance.
While any number of S and C layers is possible, this model, following Serre (2006) as
well as Mutch & Lowe (2008) utilizes four (S1, C1, S2, C2) followed by a linear classifier. Here
we explain each of these layers in more detail.
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Simple Cell Layer 1 (S1): Gabor Filters
The gray scale image is first passed to S1, where the activation of each S1 cell is
represented by the response of a 2D Gabor filter (Gabor, 1946) of one of four orientations (θ = 0º,
45º, 90º, 135º) and 16 scales (7x7 to 37x37 in steps of 2x2 pixels) at every possible location in the
image. The response for a given orientation θ, and range of pixels (i.e., a box of a given scale
centered at a given position represented by a range of pixels in the x and y position centered at 0)
is given by the equation as defined in Mutch & Lowe (2008):
! !, ! = exp  (−

! ! + ! !!!
2!
) cos
!
!
2!
!

Where X = xcosθ - ysinθ and Y = xsinθ + ycosθ. Note that here the position vectors x and
y are the length of the scale but centered at 0, i.e., if scale = 7x7, x and y range from -3 to 3. The
remaining parameters ! (aspect ratio), ! (effective width), and ! (wavelength) are taken from
Serre (2006) and were set to appropriately simulate general cortical cell properties. Finally, all
responses are normalized so that they have a mean of 0 and a sum of squares equal to 1.

Complex Cell Layer 1 (C1): Local Pooling for Invariance
The responses of the S1 layer are then sent to a layer of C1 cells which pool locally over
both scale and position. That is, for every pixel in the image and for each orientation, we have 16
S1 responses corresponding to each scale. A single C1 cell will then take the maximum activation
of the S1 responses for a pair of adjacent scales in a local neighborhood of a given pixel (the size
of which depends on the scales being considered). These pairs of scales are referred to as bands.
For example, for a given pixel a C1 cell may take as input the activations of all 7x7 and 9x9 S1
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cells in a 15x15 box around that pixel or the activations of all 11x11 and 13x13 S1 cells in a
19x19 pixel neighborhood, and so on. C1 cells are also placed at a distance from each other
depending on the spatial extent of their pooling instead of retaining a C1 cell for each image
pixel, effectively subsampling the image. Thus, we have C1 cells representing the same number
of orientations but fewer scales and spatial positions. In this way, the cells retain some degree of
specificity while also gaining some invariance to both scale and position.

Simple Cell Layer 2 (S2): Feature Tuning
S2 cells again perform a tuning operation, this type on the input from the C1 layer.
During an earlier phase of the process (the “feature learning” phase), prototypes referred to as
patches are taken randomly from all scales of the C1 layers of images in the training set. These
patches are taken by randomly choosing squares of edge length 4, 8, 12, or 16 and recording the
values of all C1 units inside that square. Some number n of these patches is recorded for each of
the four orientations. Patches can be considered as possible prototypical examples of small spatial
patterns that one might expect to find or not find in an image containing the target object. The
activation of a given S2 cell is thus the Euclidean distance between such a patch and a same-sized
neighborhood of C1 cells within the same band (i.e., the sum of the square differences of the
activation of each C1 cell and the corresponding patch cell). More formally, the response R of an
m x m neighborhood N of S2 cells to a patch P of size m x m is:
!!!

(!!! − !!! )

! !, ! =   
!!!
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where ni represents the activation of the nth C1 cell in N and pi represents the value of the pth patch
in P. For each patch, an S2 cell exists for each orientation, each band, and each possible
neighborhood of C1 cells of that size. The S2 cells therefore represent specificity through tuning
to randomly-selected abstracted object primitives from appropriate training images.

Complex Cell Layer 2 (C2): Global Pooling
Finally, for each orientation-dependent patch or prototype, C2 cells take the maximum
activation over all S2 cells corresponding to that patch. C2 cells thus pool over all bands/scales
and all S2 locations (and therefore all locations in the
original image). We are thus left with n C2 cells for
each of the 4 orientations, each of which is highly
invariant to scale and position. As a trade-off for this
critical invariance, C2 cells retain no information about
the scale or location of the elements in the original
image that are causing their activation.

Support Vector Machine (SVM): Classification
A Support Vector Machine is a supervised
learning algorithm designed to find a maximal
separation (e.g., a hyperplane) between points of
different classes lying in a high-dimensional feature

Figure 3. A summary of the four layers of
HMAX. The image is first analyzed by S1
cells of four orientations and 16 scales at all
locations. For each orientation, C1 cells then
pool over adjacent scales (bands) and spatial
neighborhoods. S2 cells then calculate the
distance between these C1 responses and the
patches from training images (represented as
abstract shapes next to the S2 layer). Finally
C2 cells take the max across bands and
positions to create a final vector of responses
to pass to a classifier. From Serre (2006).
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space (Cortes & Vapnik, 1995). SVMs are now a commonly used method used for classification
problems in the machine learning literature.
The 4n C2 activations are in the end passed as a feature vector to an SVM classifier (in
our case a binary support vector machine with linear kernel, though others such as a nearest
neighbor classifier may be used) that has been trained on the same sorts of features from some
number of positive and negative training examples with the object of interest present or absent,
respectively. Note that the four previous stages are all task-independent: the same computations
must be carried out regardless of what object we wish to detect in the image. Task-dependence is
thus only imposed by the choice of SVM that the C2 feature vector is fed into. Figure 2
summarizes the various levels of the hierarchy described above.

Contingent Attention
While HMAX provides us with a rapid and robust system for object classification, any
information concerning the location of an object is extinguished by the time the SVM is reached
due to the global pooling of information at the C2 level. For example, HMAX can reliably
determine whether or not a car is present in a given image. But if the car is present, HMAX
provides no information as to where. For our purposes, it is not feasible to run HMAX on every
possible spatial location and scale in order to determine where the object is – an embodied agent
has limited time and computational resources. The robot must therefore quickly determine what
the likely locations of an object might be in a large natural scene, and then devote its visual
computational resources to those spatial locations for further processing and object classification.

9

Furthermore, this form of attention must take place in a task-contingent manner: the potential
importance of a location in a natural scene depends on what object the robot is searching for.
There is abundant evidence that humans use a form of rapid task-contingent attention in
exactly this manner. Potter (1975) showed that, given only a high-level verbal description prior to
search, human subjects are capable of identifying one of a series of rapidly serially presented
photographs just as reliably as when presented with the photograph itself prior to search. In a
similar experimental set-up, Wyble, Folk, and Potter (2013) further showed that the detection of a
target object decreased dramatically if a same-category object was flashed outside of the fixation
zone prior to target presentation. This phenomenon, referred to as contingent capture, strongly
suggests that during task-contingent search the subject is able to configure their visual attention
system based only on a high-level conceptual description. This configuration is so strong that the
subject's attentional-control system automatically shifts to any object falling within that category,
even if it is presented in a task-irrelevant location. Importantly, this spatial form of visual
attention is present and available for use for search in natural scenes. While problematic in certain
experimental settings, contingent capture is useful in the rapid localization of task relevant
objects, as shown by the ability of subjects to saccade to an animal present in a natural scene in
under 120 ms (Kirchner & Thorpe, 2006; Drewes, Trommershäuser, & Gegenfurtner, 2011).
At the moment, a number of computer vision models exist that guide eye movements on
the basis of featural salience: the degree to which some part of an image stands out from its
surroundings due to contrast in some feature such as brightness, color, or sudden motion (Itti,
Koch, & Niebur, 1998; Hou & Zhang, 2007). While there is some evidence that the lateral
interparietal area (LIP) of the parietal cortex in some way represents a salience map (Kusunoki,
Gottlieb, & Goldberg, 2000), for example in responding to suddenly appearing stimuli, attentional
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capture of this kind cannot explain the contingent capture we are interested in here. Intuitively
this should be clear. If, as in some of the experiments outlined above, one were asked to find an
animal in a scene, there is no single feature (such as a color or orientation) that could tune a
featural salience map to provide a reasonable level of success. As an illustration, consider these
questions. What color are most animals? From what size and orientation does one typically see
animals? How much do animals typically contrast from their environments? Answers to these
questions, if they even exist, are not helpful in finding animals because of the immense degree of
variability in the appearance of animals and the circumstances under which we view them.
Instead, it is more appropriate to think of instances of a superordinate category as a constellation
of visual features which we might imagine would fall closer to other instances of the same versus
a different category in a high-dimensional feature space.
While salience might partially explain eye movement behavior during free viewing, there
is no room in explanations of this kind for the top-down control required in task-contingent
search. Given the same scene, we should expect a computer vision system to attend to different
locations depending upon the target object being searched for; a saliency-based model simply
could not produce behavior of this kind. On the other hand, the aforementioned study by
Kusunoki, Gottlieb, and Goldberg (2000) found that attentional responses could be evoked in LIP
based solely on task relevance: a stable object being fixated will produce no response in LIP until
the subject is given an indication that this same object has become relevant to the task. LIP will
subsequently produce attention-related activity in response to the now behaviorally relevant
object. We use task-based “saliency” of this kind as an inspiration for the attentional-control
system underlying object localization and classification in our model.
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Chapter 2 The SUN2012 Database
Figure 4. Two example images of
cars from the Caltech 256 database.
Instances of cars are only available
system capable of contingent attention, we first require a
from side-view, and all images are
closely cropped around the centered
database of large natural scenes containing a variety of
object. Note that there are minimal
amounts of clutter in the remainder of
labeled objects in a number of scales, positions, and rotations. the image.

In order to design, build, and test a computer vision

Unfortunately, to date, many of the datasets used as
benchmarks for computer visions systems such as Caltech101 (Fei-Fei, Fergus, & Perona, 2004) and Caltech-256
(Griffin, Holub, & Perona, 2006) are problematic for a
number of reasons (see figure 3). Many, if not all, of the
images in these datasets are far from naturalistic: they contain
a small range of perspectives of target objects (in terms of
both scale and rotation) and are typically closely cropped around the centered target object.
Furthermore, many of these images contain very little background clutter and none contain salient
non-target objects. Lastly, the datasets are limited in the number of object categories and
instances available, and they do not have the potential for growth. For more discussion on the
difficulty of comparing models on whole image classification and object localization due to data
set deficiencies, refer to Mutch and Lowe (2008).
One solution that provides for the needs of this project is the SUN2012 Database (Xiao,
Hays, Ehinger, Oliva, & Torralba, 2010). This database provides a less limited set of annotated
images containing objects in a wide variety of sizes, viewed from a wide variety of angles, and
embedded in a wide variety of positions in the realistic context of natural scenes much larger than
the object of interest (see figure 4). SUN currently contains 16,873 images with multiple objects
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per image, each of which is labeled
and annotated (i.e., the coordinates
of the outline of each object in the
image are manually specified by
Figure 5. Two example cars from the SUN2012 database. Note that humans). These images are typically
the cars depicted are available in various sizes, rotations, positions,
large (i.e., larger than 500 x 500
and contexts.

pixels) and naturalistic, providing an ideal dataset for training and testing a model for object
localization and object classification that is invariant to position, scale, and rotation. Furthermore,
this database is continually growing and will therefore become only more useful in the future for
the entire community of computer vision, psychology, neuroscience, and machine learning
researchers. The LabelMe toolbox that accompanies SUN also provides ample functionality for
querying, visualizing, and manipulating images in the database – it is therefore our hope that
SUN2012 will in the future be used as the canonical benchmark testbed for computer vision
researchers. To this end, we have built a system to further enable querying and visualization of
SUN2012 as well as to integrate this database with HMAX (or any other object recognition
model).

SIEVE: SUN Database Image Extraction and Visualization Engine
In order to use the SUN database alongside HMAX in a fluid and natural manner, I
designed and implemented the SUN Database Image Extraction and Visualization Engine
(SIEVE) written in MATLAB. Based on a small number of natural language inputs such as the
names of the target objects and/or the gist of the desired target scenes (i.e., indoor, outdoor
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manmade, outdoor natural), SIEVE retrieves a specified number of positive image instances
which contain the given object or gist and a specified number of negative image instances which
do not. Before being returned, the images are screened according to the following criteria: upper
and lower bounds on the image size, the horizontal and vertical edge lengths of the crop around
the target object, and the proportion of the total image that the crop encompasses, as well as the
percentile of the crop and image in their respective aspect ratio distributions. A subset of those
images (and crops) that remain after this battery of exclusion criteria are then automatically
loaded into training and test sets before being passed into HMAX for processing and
classification.
SIEVE also allows one to easily define the parameters of the test conditions we are
interested in. For example, one can dictate what type of classifier ought to be used by HMAX
(e.g., support vector machine vs. nearest neighbor), whether the classifier should be trained (or
tested) on the whole image or only the crop, the sizes of the positive and negative training and
test sets, the number of times to run a test, what version of HMAX should be used (this will be
discussed further below), as well as a number of other options. Finally, the SIEVE suite includes
a number of visualization tools for reviewing the quantitative and qualitative classification and
localization performance of a given model for any image in the test set.
SIEVE is accessed through the MATLAB command-line interface with simple
commands. For example to create an attention system that can detect cars, one would type

>> Test.postest_names = {‘car’};

To set the size of each training and testing set one types
>>

Test.postest_num = 26;

>> Test.negtest_num = 26;
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>> Test.postrain_num = 50;
>> Test.negtrain_num = 50;

One can easily choose to switch between standard HMAX or the locally pooling version, Local
HMAX, described in chapter 4, by choosing to pool globally or locally:
>> Test.pool = ‘local’;

Finally we choose a classifier:
>> Model.svm_or_nn = ‘svm’;

We now make a call to SIEVE:
>> HMAX_wrapper(Test, Model);

This causes SIEVE to sift through the entire SUN database for images containing humanlabeled cars fulfilling the (also modifiable) criteria. A subset of these images are then randomly
placed in the positive and negative training and testing sets (as dictated by the user input), and
these images are finally loaded into (Local) HMAX for processing and final classification by an
SVM. One of the critical advantages of this system is the general ability to train a visual attention
system for any object type for which sufficient labeled instances exist in SUN2012. In order to do
the same training and testing to create and validate a system capable of locating people instead of
cars, we simply change one line before again making a call to SIEVE:
>> Test.posnames = {‘person’};

This level of flexibility allows one to effortlessly run large numbers of tests in a wide
variety of configurations, permitting a comparison of the performance of HMAX under various
conditions without any need to delve into the code “under the hood”. In this way, even nonprogrammers can easily interact with HMAX and use SIEVE to train and test object recognition
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models. In the future the intention is to continue developing the various tools SIEVE has to offer
as well as to add the possibility of using SIEVE to train and test other comparison object
recognition models aside from HMAX. Finally, SIEVE is intended to offer more graphical user
interface features to increase the accessibility of these models to those unfamiliar with this field
or programming in general. The full list of features currently available through SIEVE as well as
a technical report outlining how these features function and the ways in which they can be used
can be found in Appendix A of this report.
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Chapter 3 Validation of HMAX with SIEVE
Before developing the architecture and algorithms of our visual attention system, it must
be determined that HMAX is capable of robust object recognition on small crops of objects from
the SUN2012 Database. While previous reports suggest excellent performance of HMAX (Serre,
2006; Serre et al. 2007a,b; Mutch & Lowe 2008), these reports are typically from tests on image
sets of low to intermediate complexity and oftentimes with additional features added to the model
(e.g., large patch sets, extra layers beyond C2, selection of informative patches, etc.). Here I test
the standard model of HMAX outlined above with a varying number of patches on recognition of
crops from the more complex and realistic SUN2012 Database.

Experiment 1
For convenience of analysis and exposition, all tests of the model reported in this paper
are car recognition tasks. These same methods can be replicated to train an object recognition
model for any object in the SUN2012 Database for which there exist sufficient labeled examples
(e.g., person, truck, chair, window, etc.). In the first experiment, I assess the impact of the number
of patches (i.e., the feature set size) on the classification performance of HMAX. In the visual
attention model (outlined in chapter 4) I make the assumption that a modified version of HMAX,
Local HMAX, should be capable of coarsely recognizing the presence of a target object given a
dramatically reduced patch set. While Serre (2006) provides evidence that reasonably high
performance can be attained by using only 50-100 features, this measure differs from ours in two
key ways. Performance of a classifier using so few features was reported only for images from
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the Caltech database (which are not representative of realistic scenes for a number of reasons
discussed above) and only for the gentleBoost classifier which was shown to outperform the
linear SVM used here. We therefore evaluate the comparative impact of feature set sizes on the
performance of HMAX equipped with a linear SVM on images from the SUN2012 database.

Methods
An early demo release of the HMAX standard model from Serre and colleagues (dated
2005) was used as the basis for our version of the standard model. The SVMs used here were
implemented through the use of the LIBSVM library (Ching & Lin, 2011). In order to create a
dataset of images containing cars, the SUN2012 Database was queried by SIEVE which returned
the subset of those images which fit all of a predefined set of criteria (table 1). Due to a number
of strict restrictions, especially a lower bound on the height of crops and a computationallyrequired upper bound on the total image size, SIEVE returned a total of 78 images out of a
candidate set of 913 images containing cars. A crop of a single car from each image was then
included in the set of positive instances. For each trial, this set was randomly partitioned into a
training set of size 50 and a test set of size 28. Corresponding negative training and test sets of the
same sizes were similarly derived by randomly choosing and partitioning crops of objects from
images that fit the same criteria for inclusion but did not contain any instances of the target object
type.
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Exclusion	
  Criteria	
  

Experiment	
  1	
   Experiment	
  2	
  

Maximum	
  Image	
  Area	
  

900x900	
  

-‐	
  

Minimum	
  Image	
  Area	
  

100x100	
  

100x100	
  

Minimum	
  Crop	
  Edge	
  Length	
  

50x50	
  

50x50	
  

Maximum	
  Crop	
  Edge	
  Length	
  

-‐	
  

700x700	
  

Crop	
  to	
  Image	
  Area	
  Ratio	
  
Upper	
  Bound	
  
Crop	
  to	
  Image	
  Area	
  Ratio	
  
Lower	
  Bound	
  

0.25	
  

-‐	
  

0.0001	
  

0.0001	
  

Table 1. This table
displays the various
criteria for exclusion
used by SIEVE to
extract subsets of the
car image dataset.
Only images/crops
matching the given
criteria were used.
Additionally, any
image or crop falling
outside the middle
95% of aspect ratios
of images/crops of
that type (e.g., ‘car’)
was excluded.

To assess classification performance, I compare the average F score on the test data for
the classifiers of each of the feature set sizes. F score is a balance between two quantities:
precision and recall. Precision, P, measures the classifiers ability to avoid false alarms. Recall, R,
measures the classifiers ability to correctly detect all of the positive instances. Formally, in terms
of the number of true/false positives/negatives (denoted tp, fp, tn, fn; see table 2) we have:
! =   

!"
(!" + !")

! =   

!"
(!" + !")

The F score is the harmonic mean of these two values:
!=2

!⋅!
!+!

These quantities are commonly used measures of performance for binary classifiers in
information retrieval and machine learning. The possible values for each of these quantities range
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from 0 up to 1. For equally sized positive and negative test sets (as used in this experiment), a
score of F = 0.5 corresponds to chance level performance (i.e., random guessing).
Actual Class

Predicted
Class

Positive

Negative

Positive

tp

fp

Negative

fn

tn

Table 2. This table displays
the four possible response
types of a binary classifier:
true positive (tp), false
positive (fp), true negative
(tn), false negative (fn).

Results
Table 3 displays HMAX's classification performance with a linear classifier on crops
from the SUN2012 Database given different numbers of patches. The scores shown are the
average F scores of HMAX for tests on five partitions of the car subset (note that the same dataset
partitions were used for each patch set size).
Table 3. This table displays
the classification performance
(in terms of F score) of the
standard model of HMAX
given different numbers of C1
patches. The results displayed
are averaged across a small
number (5) of runs.

Patch	
  Set	
  Size	
   Average	
  
F	
  score	
  
100	
  
0.7893	
  
250	
  

0.7820	
  

500	
  

0.7847	
  

While these results are preliminary, two things are qualitatively clear: 1) HMAX equipped with
an SVM is capable of reasonably robust object identification for images in this database, and
furthermore 2) the performance of HMAX with as few as 100 patches is reasonably comparable
to its performance with larger patch set sizes. Note that although the average F score for 100

20

patches is actually greatest in this case, the small number of runs (5) suggests that this small
difference is not statistically significant, and in fact it is likely that given more runs with more
images one would see performance increase monotonically with patch set size as previously
reported. Nonetheless, these two conclusions fit well with results reported in Serre et al. (2007b)
and support the possibility of building a successful visual attention system with this database.
Specifically, the ability to reliably classify small neighborhoods of the image (in this case actual
crops) with reduced feature set sizes suggests that our system could plausibly conduct a primary
sweep of the image by aggregating these rough responses to report likely task-relevant areas in an
efficient manner.

Experiment 2
For the above comparison, HMAX was trained and tested on relatively small datasets.
This was due in part to a constraint on the maximum image size allowed by SIEVE; this
constraint largely served the purpose of allowing the training of an SVM on only the subset of the
car dataset that will later be used to test our visual attention architecture on full scenes. The
processing required for scenes larger than 900x900 requires more memory than our current
computational resources (a personal laptop) allowed. We thus restricted our tests of Local HMAX
(outlined in chapter 5) to images smaller than this upper bound. In order to train an unbiased
SVM which would also allow us to compare the performance of Local HMAX relative to the
standard HMAX, we used this constrained image set for both cases.
In the case of testing standard HMAX, though, this constraint on image size is not
actually required. Because I only investigate the performance of this model when trained and
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tested on crops (and not full scenes), there is no need to constrain the size of the scene from
which the objects are cropped. I therefore removed this upper bound as well as another limiting
upper bound on the crop to image area ratio, while placing an upper bound (700x700) on the size
of the crop (again for reasons of computational space/time efficiency). Given these new criteria
(table 1) SIEVE returns 139 images. With this new image the results will more accurately and
fully the assess the classification behavior of the SVMs trained above, as well as to give us a
better basis of comparison to the accuracy metrics used by others (Serre 2006; Serre et al.,
2007a,b; Mutch & Lowe 2008). We therefore tested HMAX with the best 100-patch SVM from
the first experiment on the 89 of 139 images in this new dataset that had not been originally used
to train the SVM. To allow for consistency across results, this SVM (the classifier with the best F
score given the smallest patch set size of 100 in experiment 1) is used in all further experiments in
this paper.
After the SVM returned a level of confidence (ranging from 0 to 1) that each image
contained an object, we created a classical ROC curve by sliding the SVM's threshold for
detection from 1 to 0 and plotting the true positive rate (TPR) vs. false positive rate (FPR) at each
threshold. At a threshold of 1, the SVM will classify all images (whose scores are by definition
less than 1) as not containing the target (negative), yielding TPR = FPR = 0. Conversely, at a
threshold of 0, the SVM will classify all images (whose scores are by definition greater than 0) as
positively containing the target, yielding TPR = FPR = 1. Such a plot allows us to visualize the
model’s object classification performance as a trade-off between missed hits and false detections,
as well as providing a useful metric for cross-model comparison – the area under the curve
(AUC). For example, a perfect classifier would have TPR = 1 and FPR = 0 and its ROC curve
would therefore immediately jump to the top-left point of the plot and remain at TPR =1 for all
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values of FPR. Such a classifier would have the entire area of the 1x1 plot under its curve, i.e.,
AUC = 1. Classifiers working at chance, on the other hand, would have a constant trade-off
between TPR and FPR and fall along the line y=x, with AUC = 0.5.

Figure 5. An ROC curve for
the performance of standard
HMAX equipped with the
best 100-patch SVM from
experiment 1. This curve was
attained by testing HMAX on
89 crops of cars from
SUN2012 and sliding the
classifier’s threshold for
detection from 1 to 0. This
ROC curve has an area under
the curve (AUC) of 0.8483.
The dashed line represents
chance behavior.

Figure 5 displays the ROC curve derived from testing the best 100-patch SVM from
experiment 1 on 89 car crops. While this curve is far from optimal, the fact remains that HMAX,
even with a severely reduced feature set, performs far better than chance. This ROC curve has an
AUC = 0.8483, which far exceeds a classifier performing at chance levels (AUC = 0.5). Note that
this performance can be further improved in any of the ways outlined by Serre et al. (2007b),
including the use of only those features which are informative to the classifier as well as
significantly increasing the size of the patch set.
By using this curve, one can determine the appropriate threshold for a classifier given a
task-contingent trade-off between missed hits and false detections. For example, when crossing
the road, the wish to spot an oncoming car may more important than the wish to avoid incorrectly
reporting the presence of an oncoming car. That is, in this case the penalty for a missed hit might
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be injury or death whereas the penalty for a false detection is probably negligible (being a few
seconds late for instance). In such an instance, a classifier placed on top of HMAX may use a
significantly lowered threshold to ensure that it has a near-zero probability of missing an
oncoming car – despite having an almost 50% probability of reporting a car when there is none.

Chapter 4 The Task-Contingent Visual Attention Architecture
Our goal throughout this project has been to develop a visual attention system suitable for
an autonomous robot. Any such robot, due to the combined requirements of real-time processing
and limited computational/energy resources, needs to efficiently scan a large natural scene and
determine which locations in that scene are likely to be task-relevant, i.e, likely to contain a given
object. Based on this initial scan, the robot can further deploy computational resources at those
locations for a final location-specific object classification decision. Unfortunately, the naïve
approach of repeatedly taking crops at a large range of scales and locations in a full cluttered
scene and subsequently passing every crop to standard HMAX with a reasonably large patch set
for processing and a potential detection is computationally infeasible. Serre et al. (2007b)
reported that such an approach takes on the order of tens of seconds - far too computationally
inefficient for an embodied agent scanning scenes in real-time. Here we describe the alternative
approach taken by this project in order to build a contingent visual attention system using
HMAX.
While I have not yet completed the implementation of the full system, the architecture
will follow exactly the two-pass approach implied in the problem description above (a coarsegrained initial scan with finer-grained processing only at task-relevant or “attended” areas). A
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modified version of HMAX, Local HMAX (described below), is first run on the entire image
with a reduced feature set size n in order to increase processing speed. Local HMAX provides the
confidence level of a linear classifier that a target object lies in each of a number of overlapping
neighborhoods of the image. This “confidence map” effectively acts as a task-contingent saliency
map that represents the likelihood that any pixel in the image falls within a neighborhood of a
target object.
This saliency map is then used to determine the likely location of targets through a
process typically referred to as blob detection which highlights clusters of highly active locations.
Prior to blob detection, the confidence map is subsequently smoothed with a 2D Gaussian kernel
and thresholded such that any pixel with less than 50% probability of falling on or near an object
is removed. A basic blob detection algorithm then finds the connected components in this map in
order of the maximum confidence level in each component. The bounding boxes for some subset
of these retrieved components (e.g., all components with a maximum confidence level greater
than some θ or the top k components) are then cropped.
Following blob detection, the subsequent stage of focused object recognition would be
applied in which the original HMAX, with a substantially increased feature set size, is then
deployed only on these smaller crops (i.e., the task-specific “hot spots”) of a likely much larger
scene. Note that because the C1 layer has already been computed for the entire image by Local
HMAX, a crop of this layer can actually be passed to standard HMAX to further avoid redundant
computation. In this way, the full computationally-demanding HMAX is only ever deployed at
the efficiently extracted subset of locations in the original image that are very likely to result in a
positive classification of the target image. Note that in this case every positive classification will
always come with location information about where in the image HMAX was deployed (and
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therefore where the object is). When implemented in a robot, these hot spots will be candidate
areas for saccade targets and subsequent foveation.

Implementation of Local HMAX
The first pass of processing, which identifies possible regions of interest in a scene
according to top down task directives such as “look for a car”, is named Local HMAX for the
way that it pools information locally rather than globally. This version of HMAX contains a
single critical modification to the original HMAX architecture as described in chapter 1. This
modification occurs in the C2 layer. Recall that in standard HMAX C2 cells pool over all
positions and scales of S2 cells that respond to a given patch and orientation. This process ensures
that the C2 layer is totally invariant to an object’s position and size at the cost of losing the ability
to localize the object. In our modified model, for each feature and orientation, instead of pooling
globally over all bands and positions of S2 cells as in the original HMAX, C2 cells are made to
pool locally over some predefined spatial neighborhood of S2 cells (though still across all bands)
in a manner reminiscent of C1 pooling over S1 cells. These neighborhoods tile over the entirety
of the image, though their size and degree of overlap are free parameters. Finally, the 4n C2
responses acquired from each neighborhood (instead of each image as in standard HMAX) are
passed to the SVM trained for the target object, from which the model quickly extracts a
confidence level of local object presence to be used in the construction of the task-contingent
saliency map.
These overlapping neighborhoods tile the entire image; areas in the image that fall within
more than one neighborhood are given a confidence equal to the average of the confidence of
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every neighborhood in which it falls. What makes this tiling computationally tractable is that
Local HMAX computes up to the S2 layer only once for each pixel (instead of once for every
crop at each position and scale as Serre (2007b)). The C2 activation over different spatial subsets
of this pre-computed layer can then be quickly calculated (as it is just the maximum over a
number of S2 activations) and passed to a classifier for a local estimate of the probability of
object presence. Note that this classification with a pre-trained SVM is nearly instantaneous and
is not a barrier to our overarching requirement of efficiency.
The degree of neighborhood overlap is determined by the user by a choice of the step size
(in pixels of the original image) for the next neighborhood's spatial placement. The choice of step
size is a balance between the desire to densely cover the image with locally pooled
neighborhoods (by choosing a small step) and the desire to create an attention system that still
runs very quickly and therefore does not have a computationally intractable number of
neighborhoods to contend with (by choosing a large step). For our purposes, we found that a step
size of 16 pixels gave us reasonably good results without too much of a computational cost,
though other values of this parameter are very likely to be better. One of the difficulties in the
implementation of such an approach is that the image is subsampled by a different amount at each
scale. This has the consequence that in the S2 layer, as we increase the scale we get fewer and
fewer S2 cells at that scale. The lack of a one-to-one correspondence between S2 cells across
scales implies that there is therefore not a perfect correspondence between spatial neighborhoods
across scales. To remedy this, the model finds the placement of the top left corner of each
neighborhood in the original image along with the (constant) neighborhood edge lengths. At each
scale, the algorithm resizes the edge lengths by subsampling by the same degree as the overall
image at that scale, and places the same number of neighborhoods at proportionately similar
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positions in the subsampled image. In this way, neighborhoods in each scale roughly cover the
same proportion and location of the image as corresponding neighborhoods in other scales.
The size of these pooling neighborhoods is empirically determined by simulation to
encompass the majority of examples of an object type, such as car. It is almost certainly true that
the optimum sizes of the pooling neighborhood will also be task-contingent, e.g., dependent on
the typical size or distance of the object type to be found. The size of such neighborhoods should
be configured such that neighborhoods are likely to encompass a region large enough to contain a
target object while still taking up a small enough area in the overall image for its position in the
image to be informative. Therefore, in future versions of Local HMAX, multiple sizes of pooling
neighborhoods will be determined automatically by choosing varying percentiles of the size
distribution for all crops of the target object in an image set derived from the SUN2012 database.
Finally, the target likelihoods for each location in the image will be determined as the average of
the overlapping pooling windows of all sizes that overlap that image.
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Chapter 5
Validation of Local HMAX
In this chapter I preliminarily test the success of the first implementation of Local HMAX
at determining which areas in a large scene are likely to be task-relevant (i.e., contain a car).
Presumably, if Local HMAX can do so fairly reliably, a second pass of standard HMAX centered
at locations deemed to be task-relevant will significantly boost our classification ability while
keeping position information as well as intelligently allotting computational resources to
potentially enable classification in real-time.

Methods
For this experiment I used the same set of 78 car images used in experiment 1. I again use
the best 100-patch SVM from experiment 1 and test it on the same subset of 28 images from the
set of 78 (so as not to test the SVM on images it was trained with). As stated in the previous
chapter, the crucial modification made here is that instead of running standard HMAX on crops
from the test images, I run Local HMAX on the full scene. To do so, a neighborhood step size of
16 image pixels and a neighborhood size of 100 by 150 pixels (approximately the 60th percentile
of vertical and horizontal edge lengths of relevant car crops) were chosen. Note that, despite the
significant change in testing style from experiment 1, SIEVE allows us to make these alterations
by changing the values of only a handful of parameters.
After testing, the SVM weights for each image are converted to a heatmap that is
convolved with a Standard Gaussian kernel of 51 by 51 pixels (note that the size of this kernel is
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another free parameter to be optimized). This smoothed heatmap is then appropriately resized to
the original size of the image. This heatmap represents the model’s confidence that a car exists
near each pixel in the image. This heatmap can be compared directly against the “ground-truth”
of the image, which is a classification of the locations of cars in the complete image provided by
human labelers using the LabelMe Toolbox (Xiao et al., 2010). To create the ground-truth
heatmap for each I create a binary matrix the same size as the image. For every instance of a
labeled “car” or “cars” (or any variation, e.g., “occluded car”) in the image, a bounding box
around that object is created and set all values within that box are set to 1. In this way, a matrix is
created with a 1 everywhere that would fall inside a crop of a car from the image and 0s
everywhere else. Given a ground-truth heatmap such as this, the system would trivially be able to
run standard HMAX on each of these bounding boxes to produce a positive classification.
The objective in this experiment is to do a pixelwise correlation of the ground-truth
heatmaps against the heatmaps provided by Local HMAX. Correlations of 1 would indicate
perfect detection of all cars within the larger image. Correlations of -1 would indicate detection
of cars at all locations that did not contain cars. Correlations of 0 would indicate chance-level
performance (i.e. the equivalent of randomly assigning random confidence levels to each pixel).

Results
To compare the quality of our empirically derived heatmaps with the gold-standard
heatmaps derived from the annotations of objects in the labeled images, we take the 2dimensional correlation of the two maps. This gives us a direct measure of similarity between the
two maps, with a maximum score of 1 and a chance performance level of 0. We found that for all
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78 images containing cars the average level of correlation between the task-contingent salience
map and the gold-standard heatmap was 0.0979. While this value may seem low, it is important
to note both the extreme level of difficulty of this task and the early stage of this project. The
performance of any object recognition model, especially one with time and energy constraints, is
almost guaranteed to drop severely given the complex task of finding objects in a large and
heavily cluttered scene. A significant fraction of the ground-truth bounding boxes correspond to
cars that are significantly occluded or to cars that are extremely small and in the distance. The
task itself therefore implies scores coming nowhere near to perfect correlation.
Furthermore, the implementation of this model is still in progress. There are a number of
free parameters in the model (e.g., the pooling neighborhood size, the degree of neighborhood
overlap, the number of patches, the size of the Gaussian kernel, the number of training images,
the choice of classifier, etc.) which have yet to be explored or optimized, and we suspect that a
fuller search of this parameter space will yield quantitatively and qualitatively better results.
There also remain some challenges, such as misleadingly high activations at the edges of the
image (observed here as well as in Serre et al. (2007)), for which it remains unclear whether the
source is technical (i.e., derived from this specific implementation) or theoretical (i.e., derived
from a flaw or assumption in the overall model of HMAX).
Nonetheless, the correlation score reported here is better than chance and would likely
help the localization process of a visual attention system. Figures 6 and 7 display representative
empirical and ground-truth heatmaps for images from this dataset. Figure 6 displays one of the
worst scoring images in the test set along with the ground-truth map derived from its annotations
and the task-contingent salience map derived from Local HMAX. The correlation score for these
maps was found to be -0.2034, likely due to the large size and extreme complexity (in terms of
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number of targets, degree of clutter, and perspective of the targets) of the scene. Note also the
edge effects present in the heatmap that we hope to eliminate in future implementations of the
system.

(a)

(b)

(c)

Figure 6. Results for a representative scene from the car subset of the SUN2012 Database. (a) The ground-truth map
composed of a bounding box around every car in the scene. Red indicates a value of 1, blue indicates a value of 0. (b) The
original image in which we wish to localize cars. Notice the large size, clutter, and high number of cars from an atypical
perspective. (c) The task-contingent heatmap derived from Local HMAX. As in canonical heatmaps, red indicates a value of
1 and blue indicates a value of 0 with other values falling on the continuum in between. Notice the strong edge effects in this
map. The correlation between this heatmap and the ground-truth map was found to be -0.2034.

(a)

(b)

(c)

Figure 7. Results for another representative scene from the car subset of the SUN2012 Database. (a) The ground-truth map
composed of a bounding box around every car in the scene. Red indicates a value of 1, blue indicates a value of 0. (b) The
original image in which we wish to localize cars. This scene is significantly more cluttered and difficult than those tested by
other models. (c) The task-contingent heatmap derived from Local HMAX. As in canonical heatmaps, red indicates a value
of 1 and blue indicates a value of 0 with other values falling on the continuum in between. Notice that the strongest activity
falls in a band directly over the target objects, though strong edge effects remain in the top left corner. The correlation
between this heatmap and the ground-truth map was found to be 0.4399.
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Figure 7, conversely, displays one of the better scoring images in the test set, again next
to the ground-truth map derived from its annotations and the task-contingent salience map
derived from Local HMAX. The correlation score for this scene was found to be 0.4399 (despite
the presence of edge effects). In the future we hope to boost performance for all images to this
level, as such a confidence map would significantly aid in the efficient localization of target
objects.
To determine the statistical significance of the attentional algorithm, a non-parametric
Monte Carlo permutation algorithm was used. The pixels of each car-heatmap from the model
were randomly shuffled and correlated against the ground-truth heatmap 1000 times. This should,
in theory, produce a correlation of 0, since the correspondence between the original image and the
computed confidence measures has been randomly scrambled. Deflections away from 0 provide
an indication of the variability that should be expected. This permutation test yielded a mean
correlation of -1.5572 x 10-5 with a maximum correlation of 0.0144 across all permutations of all
images. Thus we can be confident that the correlation obtained with the model’s confidence maps
are highly significant, and that this algorithm therefore performs significantly better than chance
when approximating the ground-truth locations of targets.
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Chapter 6 Conclusion
The overall results of this study together strongly suggest the validity of our approach to
designing a visual attention system for an autonomous robot. The Sun2012 Database combined
with the filtering, test-building, and visualization functionalities of SIEVE provide a testbed that
is superior by a number of measures to other image datasets commonly used for model
comparisons. This testbed provides access to large, cluttered, natural scenes which contain a large
number of labeled object types in a variety of positions and perspectives. The use of such realistic
and expansive datasets is key to the translational goals of both visual neuroscience and computer
vision. To develop vision systems robust enough to deal with the cluttered and highly variable
nature of real-world scenes, we must develop and test these models with images representative of
those scenes. It is thus our hope that future researchers will move away from clearly
impoverished and insufficient datasets such as Caltech-101 toward databases like SUN2012 and
others like it.
Despite the significant increase in the complexity of images from SUN2012, it was
shown in experiments 1 and 2 that, given crops from these images, standard HMAX is still
capable of the same kind of rapid and robust invariant object recognition reported in previous
studies. Thus, if task-relevant crops can be correctly localized and extracted from a large scene in
an efficient manner, standard HMAX should be capable of determining whether or not a target
object is present in that crop with a high degree of accuracy. Thus the next task was to do just
that: use HMAX to reliably find the usually small subset of a scene containing task-relevant
objects.
In experiment 3 we showed that a modified version of this object classification model,
Local HMAX, has a better than chance ability to efficiently detect the potential presence of
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objects in a scene in a task-contingent manner. The output of this model, a heatmap representing
the classifier’s level of confidence in the presence of a target object, in many ways resembles the
task-contingent salience maps in LIP reported by Kusunoki and colleagues (2000). Thus, we have
shown that using the tools of HMAX alone we can localize task-relevant objects in a manner that
to some degree preserves HMAX’s status as a neuromorphic model. Further investigation into the
correspondence of this computed confidence map to LIP or other task-contingent salience maps,
though, is still needed. It is unclear whether the mechanisms used by Local HMAX are replicable
by neurons in cortex.
The significance of this work is to create a completely generic algorithm for producing
object-specific attention maps that can be configured using natural language (e.g. “car”) based on
human-labeled images. The same algorithm could, in principle, be applied to any other kind of
object that is labeled in the SUN database, provided that there are sufficient examples.
While many of the images in experiment 3 had correlation scores lower than might be
desirable, it is important to note that these tests were only preliminary and that there are multiple
avenues for the improvement of our algorithm as well as a great need for a proper parameter
search and optimization. The fact that Local HMAX was able to perform above chance with such
a greatly reduced patch set and with little to no parameter optimization leaves the future of this
system very hopeful. Thus, parameter optimization is likely the first next step in the continued
development of this system.
The present work is intended to lay the theoretical groundwork for more refined
implementations of contingent attention. Note also that our model has not yet been tested within
the context of the full attentional system, nor have there yet been attempts to actually implement
this model in an autonomous robotic system. The work done here has been a proof of concept that
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is not involved with the actual engineering of a robotic computer vision system. While I have
shown in principle that 1) Local HMAX is capable of finding likely crops of target objects in
large images, and 2) standard HMAX is capable of reliably classifying target objects found in
crops from those images, I have yet to test these stages together. It is unclear how the interaction
of these stages will affect the overall performance of the system. Indeed, it is still unclear exactly
what metrics should be used to test the performance of such an attentional system capable of
simultaneous localization and classification. In the future, we plan to compare the fully
implemented model with both human behavior as well as other attentional systems such as
featural salience models. Furthermore, it remains an open question how much energy efficiency is
gained by this model relative to simpler solutions such as a multi-scale tiling of HMAX (Serre
2007b). This algorithm has only been tested on a personal laptop rather than on a more power
platform, and it is thus not clear whether or not these savings will be enough for a robot with the
proper computational resources to robustly process large scenes in real-time. Hence, while I have
shown the plausibility and potential of our framework as well as the preliminary stages of its
implementation, a large degree of effort – theoretical, implementational, and engineering –
remains before a reliable real-time visual attention system is successfully executed in an
autonomous robot.
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Appendix A
SIEVE Technical Report
1. Introduction
This document is meant to outline the structure and use of SIEVE: the SUN Database Image
Extraction and Visualization Engine. SIEVE is an HMAX model wrapper with accompanying functions
that can be used to generate category-specific image sets from the SUN database to be used by HMAX in
training and testing a support vector machine (SVM) or nearest neighbor (NN) classifier.
2. Software Requirements:
Platform: All software was written for Matlab R2012a for Ubuntu 12.04 with dependencies on the Matlab
Image Processing Toolbox
•

SUN Database
• Installation:
I. Go to http://http://groups.csail.mit.edu/vision/SUN/

•

LibSVM
• Installation:

3. Functions and Data Structures
3.1 HMAX_wrapper.m
3.1.1 Overview
The HMAX wrapper generates a given number of random positive and negative training
and testing images (either crops or whole images) that 1) contain objects from a specified
subset of the SUN2012 object labels or are of a specified gist and 2) pass a number of
“quality-control” criteria for exclusion. The wrapper then trains or loads (and then
optionally saves) an SVM or NN classifier to be tested with the generated testing images
for a given number of runs.
3.1.2 Function Call
[ results, weights, cI, imageIdx, C2res, blockIdx ]
= HMAX_wrapper( Test_struct, Model_struct)
3.1.3 Inputs
Test_struct: struct with up to 11 possible fields.
(1-2). pos_names	
 and neg_names are row cell arrays of the names of categories to
be tested as targets (pos) and backgrounds (neg)
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(3-6). postest_num, postrain_num, negtest_num, negtrain_num
are the number of images to be used for the training and testing sets for the positive and
negative categories. Note that these values are the total for each of these four image
sets, and they are therefore split evenly between the appropriate categories given in
pos_names or neg_names
(7). num_runs is the number of times you want the classifier to be tested against
random instances of the given categories. Note that a new model will be trained only
for the first run. The default for this field is 1.
(8). test_type determines whether crops of the object or the whole image will be
tested by the classifier. test_type can be either 'crop' (the default) or 'whole'.
(9). train_type determines whether crops of the object or the whole image will be
trained by the classifier. train_type can be either 'crop' (the default) or 'whole'.
(10). gistfeature indicates whether or not a feature corresponding to the labeled
gist of each image should be added to the feature vector of each input to the classifier.
The default setting for this parameter is false.
(11). pool determines which version of HMAX should be used for testing: standard
HMAX (pool = ‘global’) or Local HMAX (pool = ‘local’). Local pooling in C2 is
the default.

Model_struct: struct with up to 6 possible fields.
(1). svm_or_nn determines whether a support vector machine (svm) or nearest
neighbor classifier model should be used. This can be set to 'svm', 'nn', or 'both'.
(2). patches is the name of the .mat file of precomputed patches to use for training
and testing. If this field is not included new patches are computed.
(3). load tells the wrapper to load the model included in the .mat file given by
Model_struct.name . Set this field to 'load' to do this; if this field is left blank (or
set to anything other than ‘load’) a new model is trained.
(4). name is either the name of the .mat file containing the model(s) to be loaded if
Model_struct.load == 'load', or is the name to save the newly trained model
under otherwise. If this field is not included (implying load is not set to 'load'), the
newly trained model is not saved.
(5). C2OL applies only to the case of Local HMAX. This parameter determines the
stepsize in pixels of the local pooling neighborhoods in C2. The default value is 16.
(6). Npatch indicates the number of patches per orientation that should be used. The
default value is 100.
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3.1.4 Outputs
results: a num_runs x 1 cell array of classification test results for the svm or nn
classifier. In the case where both are trained, results is a num_runs x 2 cell array where
results(:,1) and results(:,2) correspond to the results for the svm and nn
classification respectively. For each run the results are given as four cells: the classifier's
simple success rate score, and the precision, recall, F score. This output is only relevant
for the case of standard HMAX.
weights: In the case of standard HMAX, this output is the classification confidence for
the target (row 1) and background (row 2) for each image in the positive and then the
negative test sets. In the case of Local HMAX, this output contains a 1x2 cell array
holding the weights of the positive and negative test sets in each cell respectively. The
weights matrix for each image corresponds to the neighborhood layout.
cI: a 1x4 cell array containing all the images (or crops) in the positive training (1),
negative training (2), positive testing (3), and negative testing (4) image sets for the last
run.
imageIdx: cell array of indices in the original database corresponding to each image in
cI.
C2res: cell array of all of the C2 values for every image in each image set.
blockIdx: Relevant only in the case of Local HMAX. This output is a cell array
containing the proportional position (i and j respectively) of the top-left corner of each
pooling neighborhood for every image for each of the test image sets.
3.2 Generate_Dataset.m
3.2.1 Overview
For each name in either the set of positive or negative categories passed to
Generate_Dataset, the function checks first if a dataset for that name has already
been generated, and if not calls grab_near_squares() to first generate the entire
list of images which include the named object and then to eliminate all images beyond
certain size, aspect ratio, and other specifications. Once this final list is generated,
Generate_Dataset places postrain_num/n and posttest_num/n random
images from this list into the positive training and positive testing set, respectively, if the
name is of a target object (where n is the number of categories in pos_names) or places
negtrain_num/m and negtest_num/m random images from this list into the
negative training and negative testing set, respectively, if the name is of a background
object (where m is the number of categories in neg_names). This process is repeated
for each name in each of the two nonempty positive and negative category sets.
3.2.2 Function Call
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[ cI, images, imageIndices, targetSize ]= Generate_Dataset(Test_struct)
3.2.3 Inputs
Test_struct: Exactly the same Test_struct passed to HMAX_wrapper
3.2.4 Outputs
cI: The crops or whole images be used for training and testing the classifier. Same as the
output from HMAX_wrapper.
images: The images corresponding to the crops from which the corresponding elements
in cI are drawn
imageIndices: Same as the output from HMAX_wrapper.
targetSize: the appropriate vertical and horizontal edge length of the C2 pooling
neighborhood as calculated by grab_near_squares()
3.2.5 Constants
Found at the top of the function definition, these constants can be altered to change its
calls to grab_near_squares()
IMAGE_PC: same as input image_pc to grab_near_squares() described below.
CROP_PC: same as input crop_pc to grab_near_squares() described below.
3.3 grab_near_squares.m
3.3.1 Overview
For each object in a given list, this function loads all images in which the object is
present, and then excludes all those images that are too large, have crops that are too
small, have whole image or crop aspect ratios within the middle given percentiles, have
crop to image ratios within the given bounds, and for which the crops are at least the
maximum pad size away from the image boundary. The function then optionally saves
this new image set if it is of a size larger than a given threshold.
3.3.2 Function Call
[Dnew, j] = grab_near_squares( D, HOMEIMAGES, object_names,
nontarget_names, target_gist,
nontarget_gist, image_pc, crop_pc,
savedb )
3.3.3 Inputs
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D: The database from which the appropriate images will be drawn. For our purposes this
is the SUN database.
HOMEIMAGES: The directory path for the folder containing the images in the database,
see the installation instructions for the SUN database.
object_names: Row cell array of all category names for which to generate a dataset of
images fulfilling the criteria for inclusion. These names must be in SUN’s list of objects
included in the image annotations.
nontarget_names: Row cell array of all category names in the opposite class (i.e. the
negative names if we are generating a positive image set). These names must not be in
SUN’s list of objects included in the target image annotations to avoid collisions that may
affect testing.
target_gist: String indicating a target gist if any. Possible values are ‘indoor’,
‘outdoor manmade’, and ‘outdoor natural’
nontarget_gist: String indicating the gist, if any, for the class for which a dataset is
not currently being generated. Possible values are ‘indoor’, ‘outdoor manmade’, and
‘outdoor natural’
image_pc: The middle proportion of image aspect ratios to be drawn from. e.g., if
image_pc = 95, all images with image aspect ratios falling outside the percentile range
(2.5, 97.5) will be excluded.
crop_pc: The middle proportion of crop aspect ratios to be drawn from.
savedb: Determines whether the image set generated for each name will be saved or
not. Set savedb to ‘save’ if you wish to save these sets, otherwise the default is not to
save them.
3.3.4 Outputs
Dnew: The final list with images excluded generated for the last name in
object_names.
j: The indices in the database D for each image in Dnew.
targetSize: The appropriate vertical and horizontal edge lengths for the C2 pooling
neighborhood as calculated by finding the sizes corresponding to the percentile pc
3.3.5 Constants
MAX_IMAGE_SIZE: The maximum number of pixels allowed in the whole image area
MIN_IMAGE_SIZE: The minimum number of pixels allowed in the whole image area
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MAX_CROP_SIZE: The maximum number of pixels allowed in the crop area
MIN_CROP_SIZE: The minimum number of pixels allowed in the crop area
CROP_IMAGE_RATIO_LB: Lower bound for crop area to image area ratio. Any images
with crops that results in a ratio lower than this number are excluded.
CROP_IMAGE_RATIO_UB: Upper bound for crop area to image area ratio. Any images
with crops that results in a ratio higher than this number are excluded.
MAX_PAD_SIZE: The largest patch size used for extracting features from the training
set, as set in HMAX_trainer. This is used to exclude all images whose crops are within
this length from the image border.
IMAGE_SET_LB: If savedb is set to ‘save’, the final generated image set will be saved
only if it contains at least this many images.
pc: The percentile of the crop edge length distribution to be used in finding the edge
length of the local pooling neighborhoods used in Local HMAX
3.3.6 Usage Notes
grab_near_squares has two basic modes of functioning. It can firstly be used in its
saving mode to precache a large number of categories of interest, in which case
object_names is an n x 1 cell array of names, where n is the number of categories of
interest. In this mode, the output is of no interest. In its other non-saving mode, this
function can be called on-the-fly by Generate_Dataset to take a random subset of
the non-excluded image set loaded for a single category (in which case savedb is not set
to ‘save’ and object_names is a 1x1 cell array containing the category of interest).
3.4 HMAX_trainer.m
3.4.1 Overview
HMAX trainer either loads a set of patches or extracts a new set from the training images,
creates gabor filters, and then uses them to extract C2 features from training images
which are subsequently used to train a classifier. HMAX trainer is skipped altogether if a
preloaded model is being used.
3.4.2 Function Call
[ Models, settings, gabor_output, cPatches ]
= HMAX_trainer( cI, svm_or_nn, patches, save_name,
pos_imageIndices, neg_imageIndices, gistfeature, Npatch)
3.4.3 Inputs
cI: output from Generate_Dataset
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svm_or_nn: the field Model_struct.svm_or_nn inputted to HMAX_wrapper,
determines which type of classifier (svm, nn, or both) to train.
save_name: the field Model_struct.name inputted to HMAX_wrapper,
determines what name to save the trained classifier (along with a number of parameter
settings) under. If this is left out from the input, the classifier is not saved.
pos_imageIndices: The indices in the original database of all positive training
images used for the classifier, saved along with the model.
neg_imageIndices: The indices in the original database of all negative training
images used for the classifier, saved along with the model.
gistfeature: Exactly the same field in Test_struct passed to HMAX_wrapper
Npatch: Exactly the same field in Model_struct passed to HMAX_wrapper
3.4.4 Outputs
Models: a 1x1 cell array containing the trained classifier. This is a 1x2 cell array with
the svm in Models(1) and the nn in Models(2) iff svm_or_nn == ‘both’.
settings: This is a struct that contains most values of the settings used in C2
extraction for the training images, to be reused in HMAX_tester for testing image C2
extraction. Note that the values for these settings can only be changed in the code (i.e.,
the “Settings for Testing” section of HMAX_trainer; Note that this will likely be
changed later to allow for these values to be passed in as parameters).
gabor_output: Struct containing the output of init_gabor, i.e., the gabor filters
created and some other data. This is passed out of HMAX_trainer to be reused in
HMAX_tester so as to avoid costly redundant computation.
cPatches: The loaded or extracted set of patches used to train the classifier. Reused in
HMAX_tester for testing image C2 extraction.
3.5 HMAX_tester.m
3.5.1 Overview
HMAX tester extracts the C2 patches from the testing images and then builds the
corresponding test set. This test set is passed to the classifier, which subsequently makes
classification decisions for each testing image. HMAX tester finally produces a number
of summary calculations of the classifiers’ level of success including precision, recall,
and F score.
3.5.2 Function Call
[ results, weights ] = HMAX_tester( cI, Models, settings, gabor_output,
cPatches, posindices, negindices, gistfeature )
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3.5.3 Inputs
cI: output from Generate_Dataset
Models: output from HMAX_trainer
settings: output from HMAX_trainer
gabor_output: output from HMAX_trainer
cPatches: output from HMAX_trainer
posindices: the indices in the database of the positive testing images
negindices: the indices in the database of the positive testing images
gistfeature: Exactly the same field in Test_struct passed to HMAX_wrapper
3.5.4 Outputs
results: Either a 1x1 or 1x2 (depending if one or both classifiers are to be used) cell
array of results for this run. Each cell contains four results values: the classifier’s simple
success score, precision, recall, and F score (i.e., a single row of results to be returned
by HMAX_wrapper)
weights: Either a 1x1 or 1x2 (depending if one or both classifiers are to be used) cell
array of weights for this run
3.5.5 Measures of Success
Precision: The proportion of ‘target’ classification decisions that are correct. That is, the
number of true positives out of the total number of positives (true positive and false
positive).
Recall: The proportion of correct ‘target’ classification decisions that were found. That
is, the number of true positives out of the total number of trues (true positive and true
negative).
F score: The harmonic mean of precision (p) and recall (r). That is, 2pr/(p+r)
3.6 BlockedHMAX_tester.m
3.6.1 Overview
Blocked HMAX tester is the point at which Local HMAX diverges from the standard
model. Blocked HMAX tester acts very similarly to HMAX tester but insteads extracts
the C2 patches from the local neighborhoods of the testing images and then builds the
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corresponding test set. This test set is passed to the classifier, which subsequently makes
classification decisions for each neighborhood of each testing image.
3.6.2 Function Call
[ results, weights ] = HMAX_tester( cI, Models, settings, gabor_output,
cPatches, posindices, negindices,
gistfeature, C2OL, targetSize )
3.6.3 Inputs
cI: output from Generate_Dataset
Models: output from HMAX_trainer
settings: output from HMAX_trainer
gabor_output: output from HMAX_trainer
cPatches: output from HMAX_trainer
posindices: the indices in the database of the positive testing images
negindices: the indices in the database of the positive testing images
gistfeature: Exactly the same field in Test_struct passed to HMAX_wrapper
C2OL: Exactly the same field in Model_struct passed to HMAX_wrapper
targetSize: The appropriate vertical and horizontal edge lengths for the C2 pooling
neighborhood as calculated by finding the sizes corresponding to the percentile pc
3.6.4 Outputs
results: a cell array containing matrices representing the spatial layout of
neighborhoods in each image and the corresponding responses for each neighborhood
weights: a cell array containing matrices representing the spatial layout of
neighborhoods in each image and the corresponding classifier scores for each
neighborhood
blockIndices: a cell array containing two vectors that represent the proportional
placement of the top-left corner of each pooling neighborhood (in the i and j direction
respectively)
Note: This technical report is incomplete and will (hopefully) be continuously updated as
more functionality is built into SIEVE
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