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Abstract
One may ask how to produce examples which are similar in the database, but not exactly the
same? This thesis introduces fundamental concepts in Variational Generative Model which is one
of the first of its kind to successfully generate unseen realistic samples. Variational networks use
reparameterization of the variational lower bound to build a differentiable approximate posterior
inference with continuous latent variables. The weak assumptions and simple gradient-based optimization contribute to a quick popularity in such frameworks.
The main contribution of this thesis is to introduce a novel variational architectures on 3D shape
understanding. We wish to build a generative model that (i) applies to multiple types of data and is
able to learn hierarchical features of examples (ii) instantly learns new concepts via small samples
and conform to rapid adaptation to new data. Our purposed model successfully attack both of these
problems and have achieved superior results.
We design a hierarchical variational network to learn voxelized 3D shapes in a supervised manner.
The model successfully learns 3D shape style in a hierarchical latent representation, and we may
generate realistic 3D objects by sampling its latent probabilistic manifold. We use the learned
embedding to do unsupervised 3D shape classification and successfully have a state-of-the-art
result.
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Chapter 1
Introduction
Deep generative networks are currently one of the most promising directions to mimic human’s
ability on generalization. The first variational generative model is variational auto-encoder (VAE)
proposed by Kingma, et al [4] consisting hierarchies of conditional stochastic variables which retain highly expressiveness and computational efficiency. Another important pioneering work in the
literature is generative adversarial nets (GAN) proposed by Goodfollow, et al [5]. The derivatives
based on them [6, 1, 7] have shown some outstanding results in realistic image synthesis.

This bird is black with green and has a very short beak.

This flower is white, pink, and yellow in color, and has petals that are multi colored.

Figure 1.1: Generated Realistic Images from Descriptions Using StackGAN [1]
Variational inference requires approximation on intractable posterior distribution using a class of
probability distribution, but the class of approximation is often limited. Previous works on improv-
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ing variational generative models create flexible variational inference such as: Variational Gaussian
Process [8], Normalizing Flows [9] or Inverse Autoregressive Flow [10]. Researchers also have
constantly modified the vanilla variational auto-encoder updating the state-of-the-art log-likelihood
by adding an auxiliary node [11], building ladder-like network [12] or hierarchy of latent variables
[13].
Variational architectures have extensively used on generating images, sometimes with conditional
visual attributes for generating images with similar styles [14] or for image morphing and inpainting from high-level descriptions [15, 16]. There are some other notable attempts for applying variational models on different applications. [17, 3, 18] learn variational models joined with recurrent
language model to generate human-like dialogues. [19] build variational models with ConvNets to
generate voxelized 3D shapes. [20] explore the learned manifold in rich experiments and provide
state-of-the-art 3D object classification accuracy on the popular benchmark ModelNet [21].
Context

Response

B jamaica blood!! ¡url¿
B lol. yes [name]!. [name]!
B what’s poppin in toronto homie

B nothing much. just chillin. what’s good with you?

B my math teacher over here talkn bout nickels nd
i’m tryna make big money i need to be in calculus
B lol

B i need to go to the gym and get my hair done lol

B i think i want an ipad2. but i already have an
ibook. want vs. need.
B if you have an ibook. then you deserve an ipad!

B that’s what i’m thinking. i’m going to buy a new
one

B i love katie waissel more than like, anything in
life.
B i wanna c the show again! i need 2 meet her
again! n i want a b-day tweet nxt week doubt that
will happen x

B me too. i’m going to have to wait for her to come
back. i’m so excited.

Table 1.1: Generated Twitter Dialogues Using Variational Encoder-Decoder Network [3].
The B indicates a change of turn.
However, human has proven to not only learn new concepts with little supervision, but also can
quickly generalize from just a single or few examples. e.g. A toddler only needs to see one image
of elephant to understand its structure, and is able to imagine and recognize alternative variations
from different animals. Such setting is now commonly referred to as One-Shot Learning which
requires rapid inference from small quantities of data. The following gives a visual example of a
10-way one-shot classification task using the MNIST dataset [22]. The lone test image is shown
left. The grid of 10 different images representing the possible unseen classes that we can choose
for the test image. Note that these 10 images are our only known examples of each of those classes.
Training variational models hinges on gradient-based optimization, namely, backpropagation for
handling large datasets. Such method has achieved excellent results on many large-scale supervised
tasks. Some of which have achieved near or even beyond human performance, such as image
classification [23, 24], speech recognition [25], and game playing [26, 27]. However, the learning
process is notoriously slow which requires extensive iterative training consists of small incremental
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Figure 1.2: One-shot Classification using MNIST Dataset of Hand-written Digits
updates for the network parameters. Notably, the model is terrible at adapting new dataset without
completely re-training the model to avoid catastrophic interference [28, 29]. For the interests of
fast adaptation and inference from small sets of data, many variational models are not suitable for
one-shot learning.

1.1

Related Work

Generative modeling has considered to be a fledging problem in machine learning industry due
to its difficulty on approximating intractable probabilistic distributions. Previous works such as
Deep Boltzmann Machines [30] applied a parametric specification of a probability distribution
function to maximize the log-likelihood. Until recently, the idea of building generative models
with stochastic backpropagation rules successfully avoided exact representation of likelihood [31].
It was later improved by two well-known architectures: variational auto-encoder [4] (the main
topic of this thesis), and generative adversarial nets [5].
Up to now, several works incorporated with GAN and VAE once again improve quality of model
synthesis. [7] propose a recurrent variational model with selective attention window to generate
images via trajectory of patches. Researchers also adopted GAN with deep convolutional neural
networks [6] or Laplacian pyramid framework [32] to generate high quality 2D images. Generative
modeling is also good at other vision applications. [33] apply GAN for style synthesis and transfer.
[34] build a conditional recurrent variational model for generating images from captions. [35]
estimate the reversal Markov diffusion chain for sampling CIFAR-10 samples.
For the interests of 3D objects understanding, [19] harness both VAE and GAN to provide rich applications such as 3D shape retrieval, interpolation and classification. [36] use vanilla auto-encoder
to propose a TL-network for 3D model retrieval and successfully visualize shape arithmetic from
sampling learned vector representation. [37] provide an inverse graphics network which encourage
each layer representing one specific transformation.
There are several attempts using generate modeling on flexible representation learning. [38] provide a generative network combined deep Boltzmann machine with a hierarchical Dirichlet process
to learn hierarchies of concept categories. [39] use Bayesian program learning to train a probabilistic model which is able to generate hand-written characters. [40] introduce a memory-augmented
network, having the ability to quickly retrieve new information, to rapidly assimilate new data, and
leverage this data to make accurate predictions only after limited number of samples. [41] train a
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non-parametric differentiable nearest neighbors with attention mechanism for rapid acquisition of
new examples.
Researchers have also provided potential solutions using shared generative process. [42] apply a
spatially-transformed attention to develop a sequential generative model to generate new examples
of a given or a family of concepts. [43] purpose a neural statistician which is a generative model
with a global latent variable. The recognition model is computational efficient and demonstrate the
fast learning ability to learn hierarchical features from the examples.

1.2

Contributions

The aim of this thesis is to provide a general overview of variational inference and introduce two
novel variational architectures for 3D shape understanding and text-to-image synthesis.
In pursuit of this goal, we first briefly provide background knowledge (Chapter 2): the concept
and fundamental equations in neural networks and variational inference. Then, we introduce our
proposed model, hierarchical variational network as well as their applications to 3D objects classification.
Much of the work in this thesis can be found in the following publications:
• Shikun Liu, Alexander G. Ororbia II, C. Lee Giles. ”Learning a Hierarchical Latent Representation of Volumetric 3D Shape. ” Advances in Neural Information Processing Systems.
2017.
(upon review)

5

Chapter 2
Preliminaries
2.1

Variational Inference

Let x : x1:n be a set of observed variables, z : z1:m be a set of latent variables, and p(x, z) be the
parametric model of their joint density. We want to compute the posterior distribution of latent
variables,
p(x, z)
.
p(z|x) =
p(x)
The denominator which contains the marginal density of the observations, sometimes called the
evidence, is calculated by marginalizing out the latent variables from joint density,
Z
p(x) = p(x|z)p(z) dz.
For the most interesting models, the evidence integral is analytically intractable or requires exponential time to compute the closed form. In this case, we appeal to approximate posterior inference
p(z|x) by finding a distribution q(z; φ) with a variational parameter φ which belongs to a family
of distributions [44].
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2.1.1

Kullback-Leibler Divergence

In variational inference, we measure closeness between two distributions by Kullback-Leibler (KL)
divergence,
Z
Z
KL (q(z)kp(z|x)) =
q(z; φ) log q(z; φ) dz − q(z; φ) log p(z|x) dz
Z
q(z; φ)
dz
= q(z; φ) log
p(z|x)


q(z; φ)
= Eq(z;φ) log
.
p(z|x)
Notably, KL divergence is non-negative and not commutative,
KL (q(z)kp(z|x))

≥ 0,

KL (q(z)kp(z|x))

6=

KL (p(z|x)kq(z)) .

Thus, approximating the inference now amounts to solve an optimization problem,
arg min KL (q(z; φ)kp(z|x)) .
φ

However, this objective function is still not computable because it requires to estimate the evidence.
Instead, we may alternate the objective. Recall that,


q(z; φ)
KL (q(z; φ)kp(z|x)) = Eq(z;φ) log
p(z|x)
= Eq(z;φ) log q(z; φ) − Eq(z;φ) log p(x, z) + log p(x).
Since p(x) is given and therefore fixed, minimizing KL divergence is maximizing
Eq(z;φ) log p(x, z) − Eq(z;φ) log q(z; φ),
which is also called the evidence lower bound (ELBO).
lower-bounds the log marginal probability of evidence, p(x) ≥ ELBO(q(z; φ)) which is the
main difference between ELBO and KL divergence. To rewrite the ELBO, we will have
ELBO

ELBO (q(z; φ))

2.1.2

= Eq(z;φ) log p(x, z) − Eq(z;φ) log q(z; φ)
= Eq(z;φ) log p(z) + Eq(z;φ) log p(x|z) − Eq(z;φ) log q(z; φ)
= Eq(z;φ) log p(x|z) − KL (q(z; φ)kp(z)) .

Expectation-Maximization Algorithm

The Expectation-Maximization (EM) algorithm gives an efficient method for maximum a posteriori
(MAP), an expected complete log-likelihood which is the first term of the ELBO. The strategy is
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to iteratively construct an expected complete log-likelihood over q(z) (the E step) and optimize it
with the variational parameters (the M step). This method assumes the latent variables z = zi ’s
were observed and p(z|x) is computable unlike variational inference which does not estimate fixed
model parameters.
Q
We first assume each latent variable zi is i.i.d., that is q(z) = i q(zi ). For simplicity, we ignore
the variational parameters φ. Therefore, we have
Z
p(x, z)
ELBO (q(z)) =
q(z) log
dz
q(z)
!
Z Y
Y
=
q(zi ) log p(x, z) − log
q(zi ) dz
i

=

i

Z Y

!
q(zi ) log p(x, z) −

X

i

log q(zi ) dz

i

Instead of looking for the complete q(z), we may solve for one at a time. For solving q(zk ) for a
fixed k, we may split the above equation into,
Z Y
Z Y
Z Y
Y
Y
X
q(zi ) log p(x, z)
dzi −
q(zi ) log q(zk ) dzk −
dzi
log q(zi )
q(zi )
i

i

|

{z


i

i

}|

}|

{z


i6=k

i6=k

{z
N

Then, we rewrite each term as in q(zk ),
!

Z
=

q(zk ) log p(x, z)

Y

q(zi ) dzi

Z
dzk =

q(zk )Eq(z6=k ) log p(x, z) dzk

i6=k

Z
=−

q(zk ) log q(zk ) dzk

Z Y

Z
q(zi ) dzi = −

q(zk ) log q(zk ) dzk

i6=k

Z
N=−

q(zk ) dzk

Z X
i6=k

log q(zi )

Y

q(zi ) dzi =

i6=k

XZ

q(zi ) log q(zi ) dzi

i6=k

To combine, we will have
Z
XZ

q(zk ) Eq(z6=k ) log p(x, z) − log q(zk ) dzk −
q(zi ) log q(zi ) dzi .
i6=k

Finally, we have
ELBO (q(z))

= −KL(q(zk )k(p̃(x, zk ))) −

XZ

q(zi ) log q(zi ) dzi

i6=k

where

p̃(x, zk ) = exp Eq(z6=k ) log p(x, z) .

}
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Clearly, ELBO is maximized when KL divergence becomes zero which is q(zk ) = p̃(x, zk ). In
another word, the optimal distribution q ∗ (zk ) is reached when

q ∗ (zk ) = exp Eq(z6=k ) log p(x, z) + C.
The additional constant can be obtained from normalization, thus we have

exp
E
log
p(x,
z)
q(z
)
6=k

q ∗ (zk ) = R
.
exp Eq(z6=k ) log p(x, z) dzk
The above criteria is consistent through all zk , k = 1, 2, · · · , m. Since EM algorithm does not
provide an explicit solution and it depends on some other factors q(zi6=k ), we iteratively alternate:
• E-step: Maximize ELBO(q(z, φ)) w.r.t. latent distribution given variational parameters:

q(zk ) := arg max ELBO q(z; φ(k−1) ) .
q(z)

• M-step: Maximize ELBO (q(z, φ)) w.r.t. variational parameters given latent distribution:
φ(k) := arg max ELBO (q(zk , φ)) .
φ

For a more comprehensive introduction to variational inference, we suggest the reader to visit the
excellent tutorial by Blei, et al [45].

2.2

Neural Networks

A neural network is a computational system in a connectionist paradigm. Unlike conventional
method where we tell machines exactly what we want to achieve from explicit procedures in a
linear fashion, neural networks process information collectively throughout a layer-by-layer architecture composed by computational units (in this case, neurons) and learn rich and useful features
fully by themselves.
The ability of learning is achieved by adjusting the weights in each connection between two neurons. Each neuron taking the input from previous layer is multiplied by the weights of the connection and adds a bias term as it flows through a neural network. Each layer usually has a non-linear
activation before sent to the next layer. The most commonly used activation functions are,
sigmoid(z) =

1
,
1 + ez

tanh(z) =

ez − e−z
,
ez + e−z

ReLu(z) = max(0, z).

Note that the last activation function unlike the previous two is not bounded or differentiable.
The recent results have argued that ReLu performs a great acceleration to convergence due to its
linearity and unboundedness [46] compared with the sigmoid and tanh functions.
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Input
layer

Hidden
layer

Output
layer

Figure 2.1: A General Structure of a 3-layer Neural Network

2.2.1

Auto-encoder

Auto-encoder is an unsupervised learning feed-forward neural network which only use the inputs
for learning to reproduce its inputs at the output layer (as in Figure 2.1). It can automatically
extract meaningful features from the input data and leverage the availability of unlabeled data.
We assume our inputs are binary and denote the unlabeled training data x = {x1 , x2 , · · · , xn }.
(l)
(l)
Let zi be the total weighted sum of inputs and ai the activation of neuron i in layer l. We write
(l)
(l)
Wij associated with the connection between neuron j in layer l and neuron i in layer l + 1; bi
associated with neuron i in layer l + 1. For each neuron i in layer l + 1, we are performing
X (l) (l)
(l+1)
(l)
(1)
zi
=
Wij aj + bi , ai = xi
j
(l+1)

ai

(l+1)

= f (zi

)

where f (·) is an activation function.
To optimize the model parameters, we apply the backpropagation algorithm which is a gradientbased method to iteratively update the parameters. Since our inputs are binary, we may use crossentropy (more precisely, sum of Bernoulli cross-entropies) as our loss function. We denote x̂ the
reconstructed input, we define the loss function as
n

1X
L(W, b; x, x̂) = −
(xi log(x̂i ) + (1 − xi ) log(1 − x̂i )).
n i=1
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Then, we update the parameters W, b for each iteration,
(l)

(l)

Wij := Wij − α
(l)

bi

∂

L(W, b; x, x̂),
(l)
∂Wij
∂
(l)
:= bi − α (l) L(W, b; x, x̂)
∂bi

in which α is the learning rate as a hyper-parameter. The complete mathematical derivation for
backpropagation can be found in [47].
The auto-encoder is approximating the identity function to reconstruct the input data. If the input
data are not correlated, exacting the meaningful features will be hard. While if the data are correlated, it will be interesting to visualize what the hidden layer of the model has learned. We usually
intend to set the number of hidden nerons a lot smaller than the dimension of input data so that we
can force the model to learn a compact dictionary for data compression.

Figure 2.2: Learned 100 Hidden Neurons of MNIST dataset in Auto-encoder
During training, we sometimes add an extra sparsity constraint which leads most of the hidden
neurons being inactive to avoid over-fitting. We let aj (x) to denote the activation of the hidden
neuron j when the network is given a specific input x,
1X
ρ̂j =
aj (xi ).
n i
We would like to enforce the constraint ρ̂j = ρ, where ρ is a sparsity parameter which close to zero
(say ρ = 0.05). We then choose the penalty term,
X
X
ρ
1−ρ
ρ log + (1 − ρ) log
=
KL(ρkρ̂j ),
ρ̂j
1 − ρ̂j
j
j
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where ρ and ρ̂j is a Bernoulli random variable.

Figure 2.3: The Original Input (top) and Reconstruction Output (bottom) using Auto-encoder

2.2.2

Convolutional Neural Network

Convolutional Neural Networks (ConvNets) which derive their names from convolution operator
are designed mainly for images. One traditional convolutional architecture is composed by stacked
convolutional layers, pooling layers and fully-connected layers. It was first introduced by LeCun,
et al who proposed a network called LeNet5 [22] for character recognition tasks.
Convolution

Pooling

Convolution

Pooling

Fully
Fully
Connected Connected

Predictions

Figure 2.4: A Simple ConvNet Architecture for Image Classification
A convolutional layer is designed to be arranged in 3 dimensions: width, height and depth. The
input images consider depth as channels. e.g. The color images have three channels (R, G, B),
while the gray-scaled images have one. Then, a convolutional layer will extract features preserving
the spatial relationship between pixels by computing a dot product between learned weights and a
small square from the input volume.
Then, we apply a pooling-layer (also called down-sampling) to reduce the dimensionality of feature
maps while retaining the most important information. We normally apply max-pooling which is
simply to take the largest element from the feature map within a defined spatial patch. There
are some other methods such as average-pooling, L2 -norm pooling but they have shown no better
performance compared than max-pooling.
Finally, we add a fully-connected layer (as seen in traditional neural networks) to learn non-linear
combinations of high-level features from convolutional and pooling layers. For image classification, it will be attached a SoftMax as an activation function,
ezj
SoftMax(zj ) = PK

zi
i=1 e

for j = 1, 2, · · · , K.
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to output a probability for each class j in total K classes. We take the class label with the highest
probability as our final predication.
Training a ConvNet is similar to training a conventional neural network because each layer is
differentiable. We omit the mathematical details and suggest the readers to see this note for a clear
explanation [48]. In general, ConvNets will learn much richer feature spaces than conventional
neural networks as shown in auto-encoder (Figure 2.2). Especially, the stacked convolutional layers
will be able to learn a hierarchical dependence in each layer and determine high-level features from
low-level features. The following images demonstrate the visualization in convolutional layers to
detect objects.

Car

face

elephant

Figure 2.5: Visualization of the Second Layer Bases (top) and the Third Layer Bases (bottom) for
Specific Object Categories Using Convolutional Deep Belief Networks [2]

2.2.3

Recurrent Neural Network

In previous sections, we talked about the traditional feed-forward neural networks. However, these
networks depend on discrete data assuming no dependencies with fixed input length. For the interests of dealing with sequence data with various magnitude such as texts and sounds, we introduce
recurrent neural networks (RNNs) which are able to not only learn the local and long-term temporal
dependencies in the data but also accommodate the input sequences of variable length.
The major difference for RNNs is they recurrently use the same information to perform a task for
every element of a sequence. Such properties make RNNs particularly good in language models
for machine translation and text-generation.
A traditional RNN is composed by x(t) : the input data at time step t, h(t) : the hidden state at time
step t, and y (t) : the output at time step t. For each time step t, we are computing
h(t) = f (U x(t) + W h(t−1) + bW )
y (t) = f (V h(t) + by )
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in which U, W, V are weights, bw , by are their bias neurons and f (·) is a non-linear activation
function. A RNN can be unfolded in time to become a feed-forward neural network. The general
structure can be illustrated as follows.
y (t)
V
h(t)

y (t)
W

V
Unfold
====⇒ h(t)

W

y (t+1)

y (t+2)

V

V

h(t+1)

W

h(t+2)

U

U

U

U

x(t)

x(t)

x(t+1)

x(t+2)

W

Figure 2.6: Unfolding A Recurrent Neural Network into A Feed-Forward Neural Network
Training a RNN is to use backpropagation through time (BPTT) to compute gradients. The chain
rule however stacks the partial derivatives and makes RNN terrible at learning long-range dependencies. Let’s assume the error term of output neuron at time step n is En , we have
!
n
n
∂En X ∂En ∂ ŷn Y ∂hj
∂hi
=
, ŷn = SoftMax(V ht ),
∂W
∂ ŷn hn j=i+1 ∂hj−1 ∂W
i=1
where ŷn is a prediction in a one-hot vector.
It is easy to see that depending on our activation functions and network parameters, we could get
exploding or vanishing gradients. [49] discussed this problem and provided an effective solution
by clipping the gradients at a threshold. The more popular solution is to use a Long Short-Term
Memory (LSTM) [50] or Gated Recurrent Unit (GRU) [51] which is considered as a simplified version of LSTM. [52] explored different types of recurrent network architectures and gave a thorough
evaluation.
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Chapter 3
Variational Generative Models
3.1

Variational Auto-encoder

Variational auto-encoder was first proposed in [4] which combines the idea of both variational
inference and auto-encoder to become a powerful yet simple generative model. Except for the
compression property which vanilla auto-encoder has, VAE learns a continuous and compact latent
representation z of high dimensional data x.
Similar to the variational inference, we are interested in the posterior distribution
p(x|z; θ) =

p(x, z; θ)
p(z; θ)

where θ is a parameterization variable for p.
Note that the true posterior p(z|x; θ) is not tractable. Therefore, we encourage a new probability
distribution q(z|x; φ) to be as close as p(z|x; θ) by minimizing the KL divergence. To maximize
the log-likelihood of x, we have the following loss function,
log p(x; θ) ≥ Eqφ (z|x) (log p(x|z; θ) − log q(z|x; φ))
= −KL(q(z|x; φ)||p(z; θ)) + Eq(z|x;θ) log p(x|z; θ)
= L(x; θ, φ)
with both generative θ and variational parameters φ are parametrized by neural networks.
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To train a VAE is using a reparametrization trick by sampling latent variables z from multivariate
Gaussian distribution to make it differentiable,
z=µ+σ

,

 ∼ N (0, 1)

where  is some noise specified in a standard spherical Gaussian with mean zero and variance one
and represents element-wise multiplication.
It follows that z ∼ p(z|x) = N (µ, σ 2 ).
Let the prior over the latent variables be centered isotropic multivariate Gaussian, and variation
approximate posterior be a multivariate Gaussian with a diagonal covariance structure,
p(z; θ) = N (z; 0, I),

log q(z|x; θ) = log N (z; µ(x), σ 2 (x)).

The variational lower bound becomes,

1X
1 + log σj2 − µ2j − σj2 + log(x|z; θ).
L(x; θ, φ) =
2 j
Then, we may train the model using standard backpropagation because each step is differentiable.
The following gives the visualization of 2D latent space and its generative manifold for MNIST
data. Each color represents one class.

2D Latent Space for MNIST Dataset

2D Generative Manifold for MNIST Dataset

Figure 3.1: Visualizations in Variational Auto-encoder

3.2

Hierarchical Variational Model

One nave way to improve variational auto-encoder is to stack multiple latent variables on top
of each other to increase model expressiveness. We define a hierarchy of latent variables z =
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{z1 , z2 , · · · , zm }. The joint distribution p(x, z1:m ) from chain rule is formulated as follows,
p(x, z1:m ) = p(x|z1:m )

m
Y

p(zi |z<i )p(z1 ).

i=2

However, [53] recently pointed out that most hierarchical auto-encoding models do not have advantages compared with standard shallow models. They proposed a new model assuming no dependency with each latent variables to let model learn disentangled features at different levels.
Luckily, this limitation was avoided in Neural Statistician, a hierarchical variational model proposed by Edwards, et al [43].

3.2.1

Neural Statistician

Neural Statistician is a variational generative model using a parameter-transfer approach for fast
adaptation learning. It has achieved state-of-the-art one-shot classification on MNIST dataset and
is able to generate unseen samples of few-shots learning.
The model uses a context latent variable z0 shared across the dataset serving as a memory bank
and multiple local latent layers z1:m with skip-connections to force the model learn hierarchical
features. The following gives the directed graph of hierarchical variational models we mentioned,
in which the dashed line represents inference models and solid line represents generative models.
z2

z

z1

x

Vanilla Variational
Auto-Encoder [4]

z1

z2

x

z0

x

Variational Ladder
Auto-Encoder [53]

Neural Statistician [43]

Figure 3.2: Structure of Hierarchical Variational Models

3.2.2

Variational Shape Learner

Inspired by neural statistician, we introduce a novel architecture, called Variational Shape Learner
(VSL) which applies on 3D shape understanding. It learns hierarchical features from a context
latent space. Since it can be trained end-to-end, we successfully use learned features which have
significantly less number of feature from other methods to achieve the state-of-the-art unsupervised
shape classification on popular benchmark ModelNet [21]. We visualize each local latent layer to
understand its expressiveness of this model. The structure of VSL is as follows.
We use the same notations in neural statistician, assuming context latent variable z0 , the local latent
layers z1:m , and the input data x.
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Figure 3.3: Structure of Variational Shape Learner
The probability for the whole dataset is,
Z
p(x) =

p(x|z0:m ; θ)p(z1 |z0 ; θ)p(z0 )

m
Y

p(zi |zi−1 , z0 ; θ) dz0:m ,

i=2

and the approximate posterior is,
q(z0:m |x; φ) = q(z0 |x; φ)q(z1 |x, z0 ; φ)

m
Y

q(zi |zi−1 , z0 , x; φ)

i=2

in which
q(zi |zi−1 , z0 , x; φ) = N (µ(zi−1 , z0 , x), σ 2 (zi−1 , z0 , x)),

p(x|z0:m ; θ) = B(x; z0:m ),

and
p(z0 ) = p(z1 |z0 ; θ) = p(zi |zi−1 , z0 ; θ) = N (z|0, I)
where N (z|0, I) is a unit Gaussian distribution, and B(·) is Bernoulli distribution for voxel output.
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The variational lower bound L(x) of VSL of a single data can be evaluated,
L(x) = Eq(z0 |x;φ) Eq(z1:m |z0 ,x;φ) log p(x|z0:m ; φ) + KL(q(z0 |x; φ)kp(z0 ))
m
X
+ Eq(z0:m |x) KL(q(z1 |z0 , x; φ)kp(z1 |z0 ; θ)) +
KL (q(zi |zi−1 , z0 , x; φ)kp(zi kzi−1 ; θ)))
i=2

= log p(x|z0:m ) +

β
2

m X
X
i=0

(j)

(j)

(j)

1 + log(σi )2 − (µi )2 − (σi )2



j

where (j) is each dimension of latent variable zi and β is a tunable hyperparameter between reconstruction and KL loss.
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Chapter 4
Applications
4.1
4.1.1

3D Shape Understanding
Shape Generalization and Learning

We train variational shape learner in the complete dataset ModelNet40 to test its generation ability
on large complexity and varieties. We use 5 local latent layers with each dimension 10 and a
context latent variable with dimension 20. The input dataset are voxelized into [30 × 30 × 30]
resolution binary voxel space. We use 3 fully convolutional layers with kernel size [6, 5, 4], strides
[2, 2, 1], and channels [32, 64, 128] respectively. It follows with two fully connected layers with
256 and 100 neurons to both context and local latent variables.
The skip-connections force the model to learn hierarchical features on top of each other. They
are parametrized by two fully connected layers with 100 neurons each. Finally, we concatenate
both context and local latent variables and use de-convolutional layers with the symmetric size
from convolutional layers. We set the hyper-parameter β = 10−3 and use ADAM optimizer with
learning rate 5 × 10−5 .
Our model has successfully generated high-resolution 3D shapes with realistic details. To prove
its outstanding learning ability, we present its random generated results, and shape interpolation.
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Nearest
Neighbor

Shape Reconstruction from Test Dataset
airplane

chair

toilet

vase

desk

sofa

Table 4.1: Random Generated Results from Variational Shape Learner on ModelNet40

4.1.2

Shape Classification

One way to test the expressiveness of the model is by doing shape classification directly using the
learned embedding. We evaluate our learned features in fully unsupervised manner on ModelNet
dataset [21] by concatenating both context latent variable and local latent layers [z0:m ]. We apply
a SVM with a RBF kernel for classification.
We train the model with 5 local latent layers with each has dimension 5 and a context latent variable
with dimension 10 for 10-way classification and 5 local latent layers with each has dimension 10
and a context latent variable with dimension 20 for 40-way classification.
SPH [54]

LFD [55]

T-L [36]

V-Conv-DAE [56]

3D-GAN [20]

VSL(ours)

ModelNet10

79.8%

79.9%

-

80.5%

91.0%

91.00%

ModelNet40

68.2%

75.5%

74.4%

75.5%

83.3%

83.96%

Table 4.2: ModelNet Unsupervised Classification Results
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Intra-Class Interpolation (airplane)

Inter-Class Interpolation (bed → chair)

Figure 4.1: Interpolation Results from Variational Shape Learner on ModelNet40
The above table shows the state-of-the-art unsupervised methods in shape classification. Notably,
the most recent state-of-the-art result from 3D-GAN [20] using features from 3 layers of ConvNets
with total dimensions [62 × 323 + 128 × 163 + 56 × 83 ] which is far greater than our feature space
[5 × 5 + 10] (for 10-way classification) and [5 × 10 + 20] (for 40-way classification).
Our model also outperforms some other supervised methods, such as 3D ShapeNet [77.3%, 83.5%]
[21] and DeepPano [77.6%, 85.5%] [57] with a large margin. [·, ·] represents 10-way and 40-way
classification respectively.

22

Chapter 5
Conclusion
In this thesis, we have presented mathematical foundations in neural networks and variational inference, but much work remains to be done. We have introduced our Variational Shape Learner which
is a hierarchical variational model on 3D shape understanding. In particular, we have demonstrated
outstanding 3D shape generalization results on a popular benchmark ModelNet dataset. We also
use the learned embedding to provide the state-of-the-art shape classification. A promising avenue
for the future work is a more thorough investigation on the learned embedding and apply variational
models on other application such as language comprehension and text-to-image synthesis.
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