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ABSTRACT

This paper seeks to determine whether income as well as other socioeconomic variables
are strong determinants of commute time in New York City. Using both linear and spatial
regression analysis, we test and visualize United States Census Bureau data of commute time,
income, and other select economic indicators. We begin with a review of the wealth of literate on
the relationship between income and commute time, then highlight more specific studies
conducted in New York City. We next apply ordinary least squares regression analysis, and
Geographically Weighted Regression tools via geographic information system software to
understand whether the projected results based on previous research match the observed
outcomes in the parameters of this study. We find that while income doesn’t explain commute
time linearly, it does so in many cases spatially – localized regressions of neighboring census
tracts do effectively model commute time. We further conclude that education rate, the nonminority rate, and population density are relatively strong determinants of commute time in New
York City at the census tract level.
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Chapter 1
Introduction and Literature Review
The relationship between income and commute time is an extensively studied topic in
spatial economics, urban economics, and urban planning. The tradeoff the wealthy and poor face
between living in larger, less expensive properties despite a lengthier and costlier commute is of
interest to many, from econometricians to city planners. This study intends to address this
relationship between how much an individual earns and how long he or she spends commuting to
work in New York City, while also considering other socioeconomic explanatory variables
provided by the Census Bureau. New York City, in this discussion defined as the four boroughs
excluding Staten Island (not included due to its lack of subway access to the other boroughs), is a
city ripe for this analysis for several reasons. First, with the most extensive public transit system
in the country, and given the exceedingly high prices to own and park a car, both the rich and
poor overwhelmingly commute via public subways or busses, or walk or bike to work. As of the
2011-2015 American Community Survey 5-Year Estimates (B08101), New York City led the
nation in the rate of public transit commuting to work, at over 56 percent. Commuter
information, including commute times, is accessible both through city databases as well as the
Census Bureau. Moreover, due to the population density of the four subway-linked boroughs, a
vast amount of public data distributed by the city and the Census Bureau is available at the
census tract level. 1
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The Census Bureau defines a census tract as “small, relatively permanent statistical subdivisions of a county or
equivalent entity that are updated by local participants prior to each decennial census as part of the Census Bureau's
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As a consequence, this thesis will contain a spatial element. Using geographic
information system (GIS) software, we may both visualize and analyze this urban data spatially.
This will present several benefits. First, we can geographically weight the data and run
geographically weighted regressions and analyses to understand not only if, but where,
relationships between variables are particularly strong. Additionally, it allows for representation
of these relationships not only in traditional statistical outputs, but in mapped form as well,
providing enlightening visualization of these analyses. These processes are described in more
detail in Chapter II.

Income and Commute Time: Urban Economic Theory
Before exploring the GIS and economic analyses for this case study in New York City, it
is important to review previous literature in urban economics that discusses both the relationship
between commute time and income generally, as well as more specific studies in New York City.
Gordon, Kumar, and Richardson (1989) note “the influence of income on commuting times has
been extensively explored, although usually in the context of the standard monocentric model”
(p. 143). A monocentric model describes a city with only one Central Business District (CBD).
New York City is certainly polycentric: numerous business hubs are scattered throughout
Manhattan as well as the outer boroughs, though Midtown Manhattan and the Financial District
are the most densely populated commute-time locations, as Figure 1 demonstrates.

Participant Statistical Areas Program,” generally containing between 1,200 and 8,000 people. Tracts are the most
common subdivision when analyzing urban data spatially (“Re: Geographic Terms”).
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Figure 1. Areas Dedicated to Commercial Land Use, New York City (Source:
HERE, IPC)
The seminal works on the relationship between income and commute times assume this
monocentric model. Muth (1969), for example, supposes that one chooses where to live based on
two factors: the price of land and commute time. In his view, a consumer will live exactly where
marginal savings in housing costs exactly balances an increase in commuting costs (time, dollars
spent traveling, etc.). He argues that if commuting costs increase with distance from work, these
costs must be counterbalanced by reduced expenditures on land as the rich move farther into the
suburbs. Therefore, the rich are willing to pay more for cheaper land than the poor, or at least in
comparison to what they would pay if they chose to live in the city center. To maintain this
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equilibrium pattern, it follows that as one increases his or her distance from work, his or her
income rises as well. This modeling assumes the costs of commuting are constant with respect to
income. Wheaton (1977), in summarizing Muth, relays the debate succinctly:
With an income inelastic land demand and noticeably greater commuting costs for the
wealthy, greater income leads to more central locations. If land demands are income
elastic and commuting expenses relatively fixed, income should increase with distance
from work (p. 620-621).
Ultimately, Muth, who worked extensively with William Alonso, concluded that utility gained
from larger, or cheaper, housing outweighs commuting costs, and found that the wealthy live
predominantly farther from work than the poor.
Gordon et al. (1989) provide a preliminary glimpse into modeling the nonmonocentric
city. They suppose that in the polycentric city, commute times could be shorter because “of the
assumption that households in choosing residential locations cluster around employment
subcenters to minimize commuting trips,” (p. 1). Yet it is also possible that because of this lack
of centricity “workers may commute across metropolitan areas so that average trip times could
become longer rather than shorter” (p. 1). Gordon et al. present a model for mean commuting
time (for both car and public transit users) as a function of population density, economic
structure, urban size, the polycentricism of specific cities, and income measures. Regressing
these variables, the authors ultimately derive a different conclusion than the Alonso-Muth
monocentric suggestion that the rich live farther from work than the poor. They write, “income
and commuting time are negatively associated, consistent with the hypothesis that high-income
households have a strong incentive to economize on commuting” (p. 148). This makes intuitive
sense, especially as residents in New York City do not necessarily gain cheaper rents and larger
living spaces as they move farther from work – they may simply live in an equally congested and
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expensive neighborhood. As such, Gordon et al. conclude that it pays to live close to work when
possible.
Wheaton (1977) highlights the negative externalities created by this income gap: “The
outward mobility of those with means has left American cities as segregated domains for the
poor. Within city boundaries the poor can tax only themselves for necessary but deteriorating
services” (p. 620). It is possible that New York sees an opposite phenomenon, but an identical
outcome. This study will show that neighborhoods more centrally located to primary business
districts house a wealthier population, and the poor are in fact segregated to the outskirts of the
city. As New York City becomes ever more expensive, the wealthy have begun moving into
traditionally affordable neighborhoods in outer boroughs, pushing the less affluent even farther
from the multiple city centers in New York. Wheaton also challenges the Alonso-Muth
conclusion. Using cross-sectional data, he determines that the income elasticity of land
consumption and the income elasticity of the cost of travel are very similar. As such, he writes
that the work of Alonso and Muth
contributes little to the explanation of American location-income patterns. This lends
strong credence to the view of other urban economists that the suburbanization of
America's middle and upper classes is a response to housing market externalities and the
fiscal incentives of municipal fragmentation (p. 631).
LeRoy and Sonstelie (1981) put the Alonso-Muth theory into a more modern context.
They argue that in the 1970s, the previously exclusive benefit of owning and operating a car
became affordable to both the rich and poor, resulting in the poor moving into suburban areas.
Consequently, they write in 1981, the rich began to move back into the city center, upending the
traditional thinking of the Alonso-Muth model (p. 67). The authors build on the Alonso-Muth
CBD theory that commuting costs increase steadily with the distance of the commute. In this
case, “households of different incomes will base their choice of where to live upon two opposing
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sources of benefit” (p. 67). Because the rich consume more housing than the poor, they gain
more utility from living farther away from the CBD. Yet the rich also value their time more than
the poor – time that could be spent making money at work instead of stuck in a car or train
commuting to the CBD. The Alonso-Muth framework found that the income elasticity of
housing demand exceeded the income elasticity of marginal commuting cost, while Wheaton
was unable to confirm these conclusions.
LeRoy and Sonstelie affirm that both older studies were only interested in situations in
which all commuters – rich and poor – commute via the same transportation method. As cities
modernize, more expensive yet quicker options emerge, such as a fare increase to offset the
opening of an extended subway line in Manhattan. 2 With the advent of a newer mode of transit,
three outcomes are possible, aptly termed “paradise,” “paradise lost,” and “paradise regained.” In
paradise, the new mode is too expensive for all commuters, leading the rich to live downtown as
they can pay more for prime real estate. In paradise lost, the cost of the more efficient mode “has
declined enough that the rich, but only they, can afford to adopt it. Since the rich now commute
by a faster mode than the poor, they may experience a comparative advantage in commuting
longer distances” (p. 69). LeRoy and Sonstelie predict the deterioration of the downtown due to
the flight of the rich back to the suburbs. Eventually, the cost of this faster mode of commute
makes it affordable to all users, and the rich and poor congregate both in the CBD city center, as
well as the suburbs, leading to downtown regentrification in paradise regained (p. 69).
In a comparative statics framework, the authors analyze the tradeoff between
simultaneously choosing residential location and commuting time. “The purpose of these

2

In the case of New York City, for example, low access, low-income transit areas see 80 percent commuting by
private car, while less than 10 percent of commuters travel by private car in the areas with higher incomes and
greatest access to public transit (Kaufman, Moss, Hernandez, & Tyndall).
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exercises,” they write, “in comparative statics is to represent the effects on residential location of
a dynamic phenomenon: innovation in transportation technology” (p. 68). Using American cities
data, including New York City, the authors find that the real variable material cost of using a car
– namely the increase in the price of gas – has a double effect. Fewer choose to drive, thus
leading to more wealth in the CBD, but the increased costs make driving strictly an option for the
affluent, resulting in a rich exodus to the suburbs. The authors conclude, “that increases in
gasoline prices discourage regentrification, rather than encourage it as is widely believed” (p.
88).

Applications in New York City
The above findings largely come from an era, in both New York and other American
cities, in which population densities and transit options had not yet made public transit the most
efficient, if not necessary, commute-time option. Additionally, LeRoy and Sonstelie, Wheaton,
and Alonso and Muth modeled primarily within the monocentric city. Therefore, a discussion
that encompasses the spirit of these papers with more modern GIS capabilities, while accounting
for a non-monocentric New York with drastically higher rates of public transit is necessary.
Select more recent academic papers, however, do research the relationship between income and
commute time in New York City.
A study commissioned by the New York University Rudin Center for Transportation
(Kaufman et al., 1989) noted a negative correlation between income and commuting percentage
by car. It found that neighborhoods with insufficient access to public transit saw higher rates of
unemployment, and consequentially lower incomes (p. 5). Because transit access points are
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generally concentrated around areas of high commercial activity, this provides some evidence
that the poor are faced with longer commutes than the wealthy in today’s New York City.
Further, by ranking the city’s 177 neighborhoods (including Staten Island) in order of number of
jobs accessible within an hour before 9:00 a.m. on Monday mornings using public transit:
The relationship between transit and income resembles a swoosh shape with the highest
incomes prevalent in neighborhoods with the most access to jobs via transit, the lowest
incomes present in areas with moderate transit access, and average incomes prevalent in
neighborhoods with the least access via transit, potentially explained by increased access
to jobs afforded by higher rates of private car ownership present in these neighborhoods
(p. 7).

A report spearheaded by the Pratt Center for Community Development and the
Rockefeller Foundation (2013) addresses the inequalities of transit access by income in New
York City. It notes that of the 758,000 New Yorkers that face at least an hour commute each
way, two-thirds earn a family income of less than $35,000 a year. It also speaks to the
decentralization of the polycentric city: Manhattan south of 60th street (the hub of New York
commerce, including Midtown and the Financial District) lost 100,000 jobs between 2000 and
2009, while jobs in other boroughs increased. For residents that must commute to a new borough
to find work, this makes the journey longer and ultimately more expensive (p. 1). Still, a
comprehensive, 2014 GIS-driven report of 46 of the United States’ 50 largest cities found that
New York City possessed the greatest accessibility to jobs by transit (Owen & Levinson, 2014).
Finally, a Brookings Institute report further analyzed the link between income, transit access, and
job accessibility. It found that on average a resident living in an American city has access to 30
percent of jobs in that city within 90 minutes of commuting. That figure is higher in New York
City, at 37 percent (Tomer, Kneebone, Puentes, & Berube, 2011). But the data is not further
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delineated by neighborhood or a more detailed spatial segmentation, making further inference
difficult.
This thesis will serve as a summation and expansion of these works. Previous research in
New York City has empirically analyzed the relationship between commute time and income,
but not substantially in an Ordinary Least Squares and Geographically Weighted Regression
manner supported by ArcGIS visualization and analysis tools. By doing so, this study will
contribute to the conversation of where the rich and poor live, and will explain which
socioeconomic variables model a New Yorker’s commute.
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Chapter 2
Methodology: The Geographically Weighted Regression
In his First Law of Geography, Tobler (1970) argues that “everything is related to
everything else, but closer things more so.” It should follow that the more closely located census
tracts are to each other, commute times will be more closely linked as well. Income, education
levels, and other factors should contribute to this connectivity, as the closer these locations are to
each other, the more of these demographics the two spatial points will share. This conflicts with
a fundamental classical assumption of ordinary least squares regression analysis, that all
observations are independent of each other. Below, I outline the theory behind spatial
correlation, preview the models I will employ in my analysis to both test for and analyze the link
between incomes and commute times in New York City, as well as dictate necessary steps
needed to fix for the autocorrelation that Tobler suggests.

The Case for Geographically Weighted Regressions
In a standard linear regression model, X is a matrix containing predictor variables while y
is a vector of response variables. This relationship can be viewed as
yi = ΣjXij * βj + εi
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where each subscript is an individual element of this vector, β serves as a regression coefficient,
and ε represents error associated with this linear estimation. The most-likely value of β is then
estimated as
β* = (XTX)-1XTy.

An OLS approach is certainly a helpful place to start in regression analysis, and will be included
in this paper, but it contains several shortcomings. For example, in theory, each data entry is tied
to one geographic location – i.e. a census tract, block group, or exact longitude and latitude – but
beyond this understanding and possibility for visualization, the geography of a point is not
considered, nor weighted, in the modeling or regression process. When concerning spatial data,
locations of individual inputs should be considered in its analysis of relationship between
variables. Brunsdon, Fotheringham, & Charlton (1998), trailblazers in GWR theory, write that
linear regression models take “no account of location in its analysis of relationships between
variables” (p. 431).
Clearly, the analysis in this discussion requires a model in which variables are not fixed
over space – the commute time in one census tract should be seen as related to the commute time
in a neighboring tract – a situation that Brundson et al. term “spatial non-stationarity” (p. 432).
They extend the work of Casetti (1972), who proposed the expansion method in which
coefficients in the regression model were themselves functions of their spatial locations:
yi = ΣjXijβj(pi) + εi.
Here, pi is the geographical location of the ith case for variable j, so βj(pi) is a geographicallyweighted coefficient that will now be referred to as βji. Substituting these new expressions into
the original model allow for non-linear regressions. When mapped against the linear model, one
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can understand the spatial variability amongst variables. Brundson et. al provide the underlying
concept of GWR in the following thought-process:
If we drew a circle of some radius, say r, around one particular pi, and calibrated an
ordinary least squares regression model only on the basis of observations whose
geographical location was within this circle, then the βj obtained could be thought of as an
estimate of the associations between the variables in and around pj. In short, these are
estimates of βji. By evaluating βji for each pi it is possible to obtain a set of estimates of
spatially varying parameters without specifying a functional form for the spatial variation
(p. 433).
Brundson also considers the size of r. When r is large, the βji estimate will include a
larger portion of the entire study area, resulting in a model more similar to the linear regression
model. When r is small, the βji will become more localized but with greater standard errors. This
leads to a situation in which an observation just outside r is excluded in the model, resulting in a
step function that the authors label abrupt and restrictive. To compensate, a Gaussian distancedecay-based weighting function
αik = exp (-d2ik/2h2)
is derived in which the weight (αik) of a given observation is the function of the distance (d)
between observations i and k, and some constant, h, which controls the size of the circle of
influence.
This allows for including the weighted aspect into the coefficient estimator for a
regression model from above:
βi* = (XTWiX)-1XTWiy
in which Wi is the diagonal matrix
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whose diagonal elements represent the weights around point pi. This means that βi* is multiple
equations, each βi dependent on the column of the matrix whose elements are βij. Brundson et al.
suggest that this output is the crux of GWR:
By selecting individual rows, it is possible to see how a coefficient corresponding to a
given predictor variable changes geographically. In addition to this, it is possible to
compute the standard error of each to compute the standard error of each coefficient
estimate…Once each of the αik has been computed, the β-matrix can be computed column
by column by repeated application of [the βi*] expression for i (p. 434).
As such, βij for all values of i and j requires completing the matrix formula N times. The authors
note that the “computation cost” of this arithmetic is quite large (p. 434). Fortunately, due to the
advancement of computer programming since the 1998 publication date that facilitates
geographically weighted regressions given defined parameters, this should not prove to be an
issue in this discussion. This thesis will use ArcGIS, a geographic information system with
regression tools, to simplify much of this complex modeling.
The most important parameter that Brundson et. al consider is the choice of h, a constant
reflecting the size of the circle of influence. The authors suggest that the size of h can be chosen
based on underlying theory, as is the case in this discussion. h for this paper is dictated by the
size of each individual census tract, the third smallest geography used by the Census Bureau, and
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the geography most commonly used in urban mapping given its size (1,200 to 8,000 residents,
but closer to the smaller limit in cities), and the demographic data it carries.
With these parameters set, it is now possible to outline testable hypotheses. Brundson et.
al suggest the following hypotheses to validate the usefulness of running these spatially varying
regressions:
H0: βij = βj
against H1: βij are not all identical.
The null hypothesis postulates that βij do not vary over i for each variable j. As such, if the GWR
model was run to reflect a situation in which the location of each data point was randomly
assigned to explanatory and dependent variables, “there should be little difference in the patterns
of βij and βj – if the βij are fixed over space then spatial location should not greatly affect their
calibration” (p. 436). This is unlikely to be the case, as certain explanatory variables – income,
minority rates, and education achievement, among others– will influence commuting times more
strongly in some areas of New York City than in others. The measure of variance of βij across i
will also prove useful to understand the variability of βij with a fixed i and a varying j:
vj = Σi (βij – β.j)2 / N,
in which a dotted subscript indicates the average position of j across data entries. In this case, the
smaller the value of vj, the smaller the likelihood that βij varies spatially. The authors suggest that
one downfall of this entire hypothesis-based process is that the findings provide detail into if
variables vary spatially, but not to the degree in which they do. As will be outlined in the
analysis section, these concerns are mitigated when the data is visualized in map form.
This discussion will employ the geographically weighted regression to fix for the
potential of autocorrelation due to spatiality. This model “incorporates the influence of
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unmeasured independent variables but also stipulates an additional effect of neighboring attribute
values, i.e., the lagged dependent variables” (Matthews, 2006). It’s important to review the
background and buildup to this regression model.
Again, Ordinary Least Squares (OLS) estimates are spatially biased, and so inferences
that are drawn from this modeling will likely be inaccurate due to autocorrelation. There are two
sorts of spatial dependence that must be accounted for. Nuisance is reflected in residuals and
reflects model inefficiency, and is thus corrected for with a spatial error term in the model.
Substantive autocorrelation occurs when the dependent variable (commute time) in one area is
“systematically related” to a Y in an adjacent geography, also generating bias. This substantive
autocorrelation can be corrected with a spatial lag (Matthews). Doreian (1980, p. 51) summarizes
these issues efficiently: “The nonspatial model estimated by conventional regression procedures
is not a reliable representation and should be avoided when there is a spatial phenomenon to be
analyzed.”
It’s first necessary to run OLS regressions to detect spatial dependence – the first step
towards analyzing these spatial relationships, and then ultimately in selecting the type of
geographically weighted tool to use. ArcGIS is a proprietary software tool equipped with spatial
and linear data analysis utensils, as well as visualization components. It will serve as the primary
software for data analysis in this discussion. ArcGIS provides several tests to check for spatial
dependence using linear regression residuals, including Moran’s I test, Spatial Autocorrelation
reports, and Geographically Weighted regression as well as OLS options. This software will
automate much of the methodology outlined in this section.
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Chapter 3
Analysis

Data
This study draws data from the United States Census Bureau’s 2006-2010 American
Community Survey 5-Year Estimates. The American Community Survey, a supplement to the
decennial United States Census, provides statistical estimates in increments of one-, three-, and
five-year ranges. This study employs the 5-Year Estimates for several reasons. Data for smaller
geographies, such as census tracts, are not comprehensively available for the shorter-ranged
estimates. The 5-Year Estimates are prime for analyzing small populations and, in this case, a
single city. Further, and perhaps most importantly given the precision of this type of study, the 5Year Estimates present more accurate, though less current, data than the 1- and 3-Year
Estimates.
Data for income comes from household income in the past 12 months in 2010 inflationadjusted dollars. Commute time data is a collection of workers 16 years and over that reach work
via car, truck, or van and drove alone; via car, truck, or van and carpooled; via public
transportation (excluding taxicab); walked; used other means; or worked at home. This survey
also provides information on means of transportation to work, and specifically the percentage of
citizens per census tract that commuted via public transportation.
The Census Bureau also records data on other economic and demographic explanatory
variables of interest. Educational attainment is defined as the population 25 years and over with a
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bachelor’s degree or higher. Total population from each census tract is provided in the 5-Year
Estimates, and ArcGIS calculates the land area of each polygon created by a census tract,
allowing for the calculation of population density per tract, another variable analyzed. The
American Community Survey provides further financial wellness characteristics including
households that are below the poverty line, and households that have received Social Security
benefits in the past 12 months – both of these variables are included in analysis. To provide
insight into race’s potential effect on commute time, the percent of white citizens as a fraction of
the total population is observed as a measure of the minority concentration of each census tract.
The analysis uses the same approach to quantify the population per census tract that speaks
limited English. All data entries are tied to a unique geography, in this case a census tract.
Consequently, when imported into ArcGIS, it is possible to visualize and analyze this Census
Bureau data both linearly and spatially.

Explanatory Variables and Projected Results
The primary focus of this study is to determine whether income is a significant
determinant of commute time in New York City, but we will also consider other key explanatory
variables. Based on previous literature, the specifics of New York City, as well as data provided
by the United States Census Bureau’s 2006-2010 American Community Survey 5-Year
Estimates, commute time is modeled in terms of these variables, where each explanatory variable
is per census tract (abbreviations outlined in Appendix A):
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𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶 = 𝐵𝐵0 + 𝐵𝐵1 𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼 + 𝐵𝐵2 𝐸𝐸𝐸𝐸𝐸𝐸 + 𝐵𝐵3 𝑃𝑃𝑃𝑃𝑃𝑃 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷 + 𝐵𝐵4 𝑃𝑃𝑃𝑃𝑃𝑃 + 𝐵𝐵5 𝑃𝑃𝑃𝑃𝑃𝑃 𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 + 𝐵𝐵6 𝑊𝑊ℎ𝑖𝑖𝑖𝑖𝑖𝑖 +
𝐵𝐵7 𝑆𝑆𝑆𝑆𝑆𝑆 𝑆𝑆𝑆𝑆𝑆𝑆 + 𝜖𝜖

Previous research lends some insight into likely outcomes. As stated in the literature
review, the relationship between income and commute time is inconclusive and locationdependent, in spite of much research on the subject. Yet because Gordon et al. (1989),
contradicting Muth (1969), find these two variables to be negatively correlated within the nonmonocentric city (the wealthy choose to incentivize on a shorter commute than live in larger
homes, they write), we anticipate that same relationship as well. Muth, moreover, focused his
research within the monocentric city, a model unlike that of New York City. Gordon et al. test
several of the model’s explanatory variables in two settings: those with commuters who reach
work via public transit, and those who drive to work privately. In both situations, population
density is positively correlated with commute time, suggesting that in more congested
neighborhoods, factors such as traffic and backups make it more challenging to quickly reach the
office. They also suggest a negative correlation between driving to work and commute time, as
opposed to taking public transit (p. 147). Therefore, we predict that as the percentage of the
population that commutes via public transit increases, one’s commute time will as well.
Besser, Marcus, and Frumkin (2008), in analyzing a cross-sectional, telephone-based
survey of U.S. households in all 50 states, find, potentially counterintuitively, a positive
correlation between education rate and commute time, suggesting the more educated live farther
from work than the non-educated (p. 209). Besser et al.’s study, however, relies on both urban
and non-urban data from across the country, producing results likely different from a more
localized research of a highly-urbanized area.
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Visualization can help predict other explanatory variables. The left side of Figure 2
overlays the areas in which concentrations of non-minority citizens (in this case considered white
citizens) live with the areas of commercial concentration (seen in blue). It is evident that the
areas of the Bronx, Brooklyn, and Manhattan that feature heavy commercial activity also exhibit
larger proportions of white residents. As such, we expect that census tracts with higher
concentrations of non-minority citizens will witness a negative correlation with commute time, a
result of their seeming proximity to employment zones. A similar but opposite effect is apparent
in the right side of Figure 2, which overlays poverty statistics with areas of heavy commercial
activity. Again, simply by proximity, it appears that commute time will be positively correlated
with the percent of citizens in each census tract living below the poverty line. A comparable
phenomenon is seen in those receiving Social Security benefits, but to not as great an extent.
Therefore, we expect that relationship to be positively, but weakly correlated.
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Figure 2. Commercial Zones vs. White Concentration (L) and Poverty Line (R)

Considering this previous research, Table 1 below summarizes the predicted relationships
between commute time and the selected explanatory variables under investigation.

Table 1. Predicted Results
Variable

Expected Relationship
with Commute Time
Based on Researc
Negative
Income
Positive
Education Rate
Negative
% Non-Minority
Positive
Population Density
Positive, weak
% on Soc. Security
Positive
% Below Pov. Line
% Commute Via Public Transit Positive

Ordinary Least Squares Analysis
Before regressing commute time on its key explanatory variables spatially, it is important
to conduct Ordinary Least Squares (OLS) analysis to understand the relationships between the
select variables. ArcGIS provides both OLS and Geographically Weighted Regression (GWR)
tools, and therefore serves as the primarily statistical tool used for this work. To begin, we
explore the relationship between commute time and median income, the most pertinent
explanatory variable for this study. This yields an extremely weak negative coefficient, 0.000142, as well as a low Adjusted R-Squared value, 0.046490.
𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶 = 64.132 − .000142 ∗ 𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼 + 𝜖𝜖
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Figure 3, below, presents visually how well this model performs. Red areas are “under
predictions” (where the actual commute time is higher than the model predicts), and blue areas
are “over predictions” (the observed commute time is in fact lower than the model predicts). In
Manhattan, the model severely over-predicts; almost every census tract is colored a shade of
blue. In tracts on the peripheries of outer boroughs, the model under-predicts. Areas in between
seem to possess some random noise, but by and large, the model is very clustered. In a wellperforming model, red and blue spaces would be randomly interspersed, and the clustering seen
below would not exist. Spatial clustering as observed below may suggest several issues, first that
income is not a strong predictor of commute time, and second that this relationship has spatial
patterns, so a geographically weighted regression will prove useful.
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Figure 3. Commute Time and Median Income, Residuals

Despite the extensive debate surrounding the relationship between commute time and
income, the two variables do not seem to be closely linked, at least in New York City, based on
this analysis. The next step is finding the explanatory variables that explain commute time more
comprehensively. A scatterplot matrix graphic visually displays the relationship between
commute time and several of the Census provided economic characteristics outlined in the
previous section. Figure 4 demonstrates these relationships. The first column correlates commute
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time with, from bottom to top: percent non-minority per census tract, percent received higher
education, percent commute via public transit, percent below the poverty line, and population
density. From a visual inspection, the most strongly correlated appear to be percent commute via
public transit (positive), and percent received higher education (negative). The relationship
between commute time and percent that commute via public transit is displayed in greater detail
in the upper right corner.

Figure 4. Scatterplot Matrix
The final method that this study utilizes to determine the usefulness of certain
explanatory variables is the Exploratory Regression tool in ArcGIS. This tool effectively
evaluates all possible explanatory variables, and selects the ones that best explain the dependent
variable. This is often one of the greatest challenges in conducting OLS analysis, so a software
tool that automatically computes this guessing and checking should prove useful. The outputs are
displayed in Table 2, below.
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Table 2. Exploratory Regression Results, Summary of Variable Significance
Variable
Education Rate
% Non-Minority
Population Density
% Commute Via Public Transit
% Below Pov. Line
Total Population
% On Social Security
Income
% Speak Limited English
Unemployment Rate

Percent Significant
100.00
100.00
100.00
90.23
76.56
71.29
64.06
54.10
31.25
17.58

Observed Sign
Negative
Negative
Negative
Positive
Negative
Split evenly
Positive
Negative, weak
Negative, weak
Negative, weak

Expected Sign
Positive
Negative
Positive
Positive
Positive
Positive
Positive, weak
Negative
Not predicted
Not predicted

There are clearly some interesting findings from this test. First, income appears to be one
of the least significant determinants of commute time, as demonstrated by the percent significant
column, derived from each variable’s p-value. Education rate, percent non-minority in each
census tract, and population density are the most significant. And while education rate is of
extreme importance, the unemployment rate, often considered dependent on the education rate, is
hardly significant at all. Further, the percent of citizens below the poverty line appears to be of
importance, while income, the determinant of who is and is not above the poverty line, is again
of little significance. Regressing only the highest three variables with commute time still serving
as the dependent variable yields an Adjusted R-Squared of .37. The Exploratory Regression tool
determined the highest Adjusted R-Squared is modeled by the inclusion of all 10 explanatory
variables listed above. This still only yields an Adjust R-Squared of .42, suggesting either that
this model does not appropriately define commute time, or that this relationship should instead
be examined spatially. The following is the predicted regression equation from the OLS model:
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𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶 = 65.14 + .000063 ∗ 𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼 − 55.51 ∗ 𝐸𝐸𝐸𝐸𝐸𝐸 − 312.21 ∗ 𝑃𝑃𝑃𝑃𝑃𝑃 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷 − 13.10 ∗ 𝑃𝑃𝑃𝑃𝑃𝑃
+ 23.16 ∗ 𝑃𝑃𝑃𝑃𝑃𝑃 𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 − 21.53 ∗ 𝑊𝑊ℎ𝑖𝑖𝑖𝑖𝑖𝑖 + 15.49 ∗ 𝑆𝑆𝑆𝑆𝑆𝑆 𝑆𝑆𝑆𝑆𝑆𝑆 − 1.14 ∗ 𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
− 11.52 ∗ 𝑈𝑈 + .0004 ∗ 𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 𝑃𝑃𝑃𝑃𝑃𝑃 + 𝜖𝜖

Other tests are useful to determine the strength of this model before moving to the spatial
discussion. The Variance Inflation Factor (VIF) value checks for redundancy among independent
variables. A VIF value greater than 7.5 suggests at least one variable is explaining the same
phenomena as another variable. This results in an increase in the variance and standard errors of
the estimates, and a decrease in the t-score, leading to a smaller likelihood that variables will be
found significant. All VIFs in this model are under 2.50. Tests for probability as well as robust
probability state if a variable is or is not significant. When the Koenker Test is significant, as it is
in this case, only the robust probability can be trusted. Eight of the 10 variables are significant
under the robust column – percent speaking limited English and the unemployment rate are the
two non-significant variables, and will therefore not be included moving forward to the spatial
discussion (ArcGIS cannot test non-significant variables in a spatial regression). Next, the
Jarque-Bera test measures whether or not the residuals are normally distributed. When
significant, the residuals do not reflect random noise, do carry a spatial pattern, and demonstrate
that the model is missing a key explanatory variable. The output states that the Jarque-Bera test
is significant, a result that could have likely been predicted given the spatial clustering seen in
Figure 3.
Finally, one comprehensive spatial autocorrelation report is necessary to better
understand the spatial clustering evident in this model. This comes in the form of a Global
Moran’s I summary of statistics. With a Moran's Index of 0.433932, a low variance (.000017),
and a high z-score (105.814092), the test is easily significant at the p-value < .01 level, asserting
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that there is less than a one percent likelihood the clustering pattern is of random noise. These
findings are visualized in Figure 5, below.

Figure 5. Spatial Autocorrelation Report

It is not easy to pinpoint the exact cause of such extreme spatial autocorrelation. While
convenient to state that the model is missing one or more key explanatory variables, actually
determining these variables is the challenge. New York City, home of millions of commuters to
thousands of workplaces, is a city filled with different variables, some nearly impossible to
model in this format. Through this discussion at the very least, the select economic
characteristics provided through the Census explain about 42 percent of the variation in commute
time via OLS analysis. All things considered, this is not an extremely low result given the
complexity, size, and variability of America’s most populated city. Further, of the initial
variables from Table 1, the predicted signs of income, percent non-minority, percent on social
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security, and percent that commute via public transit matched the actual observed effects. Only
percent that has received higher education, percent below the poverty line, and population
density contradicted the expected outcomes. Next, we can determine if GWR analysis will yield
a higher Adjusted R-Squared value.

Geographically Weighted Regression Analysis
The Koenker test from the OLS analysis does not exclusively determine if one should
refer to robust or standard probability metrics; it also indicates that relationships between certain
variables may be non-stationary. From the OLS results in the above section, the Koenker
Statistic value of 110.06 is significant at the p < .01 level. This means that a certain variable, for
example income, may be a significant indicator of commute time in certain sections of the study
area, yet somewhat irrelevant in other census tracts. A significant Koenker Statistic therefore
serves as a hint that a Geographically Weighted Regression will yield stronger model results.
GWR will use the same variables found robustly significant in the above section. Fortunately,
income was found to be robustly significant, despite its weak coefficient, so it is now possible to
determine if this independent variable reacts with commute time spatially. The following
estimated regression equation comes from the GWR model:
𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶 = 𝐵𝐵0 + 𝐵𝐵1 𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼 + 𝐵𝐵2 𝐸𝐸𝐸𝐸𝐸𝐸 + 𝐵𝐵3 𝑃𝑃𝑃𝑃𝑃𝑃 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷 + 𝐵𝐵4 𝑃𝑃𝑃𝑃𝑃𝑃 + 𝐵𝐵5 𝑃𝑃𝑃𝑃𝑃𝑃 𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 + 𝐵𝐵6 𝑊𝑊ℎ𝑖𝑖𝑖𝑖𝑖𝑖 +
𝐵𝐵7 𝑆𝑆𝑆𝑆𝑆𝑆 𝑆𝑆𝑆𝑆𝑆𝑆 + 𝐵𝐵8 𝑃𝑃𝑃𝑃𝑃𝑃 + 𝜖𝜖

Just as in the OLS analysis, it is helpful to first begin by simply regressing income as the
sole determinant of commute time. The GWR creates a separate equation for every data entry,
including the dependent and all explanatory variables. Using an adaptive kernel type with an
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Akaike Information Criterion (AICc) bandwidth method, the software automatically optimizes
the number of neighbors – demonstrated by the diagonal matrix on p. 12, and similar to
Brundson et. al’s radius, r, theory (p. 433) – for each individual equation it will create. This all
carries the effect of a much more localized regression, maximizing certain spatial features for a
better fitting model. As a result, while in OLS analysis this simple one-variable regression
produces an Adjusted R-Squared of 0.046490, the GWR yields an Adjusted R-Squared of
.59584. This is higher than any Adjusted R-Squared value derived through the OLS analysis.
Moreover, a decrease of the AICc value of more than three points from the OLS model to the
GWR model analysis further indicates model improvement; in this case, the AICc decreases
from 15230.099 to 13872.042. This improvement can be seen visually as well, as the output map
displayed in Figure 6 demonstrates less spatial clustering – though some certainly still exists.
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Figure 6. Standard Residuals, GWR
A spatial autocorrelation test yields a z-score equal to -2.47, and a p-value of .013. This
p-value is no longer significant at the p < .01 level, and suggests that the residuals are dispersed,
an improvement over the clustered result from OLS, yet not quite at the desired random noise
level that suggests no spatial autocorrelation. Finally, by mapping the coefficients one can see
how the relationship between commute time and income varies across the study area, a capability
that could provide insight in further work into where one can capitalize on potentially lower
costs of living yet also enjoy a shorter commute. In Figure 7, the greener census tracts symbolize
where income under predicts commute time, red tracts symbolize where income over predicts
commute time, and the yellower tracts represents areas where the model fits the observed
outcomes more closely.
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Figure 7. GWR Standard Deviations, Income
Just as was the case in OLS analysis, the model can likely be improved by adding other
explanatory variables. There is no Exploratory Regression tool in ArcGIS for GWR, so this step
requires a bit more guessing and checking. To compound that challenge, though eight variables
are robustly significant, including that many variables into a geographically weighted regression
produces too many neighbors and individual equations that it cannot compute an output. Through
numerous rounds of inputting variables, it appears that around four independent variables create
a maximized Adjusted R-Squared value before the results begin to deteriorate.
This guessing and checking process begins by examining commute time modeled as a
spatial function of population density, the population over 25 that has received higher education,
and the percent over non-minority citizens per census tract because those three variables carried
the highest levels of significance during the OLS analysis. Regressing those three variables
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yields an Adjusted R-Squared of .5959, an improvement over the OLS results, and a very
minimal improvement over income as the sole spatial determinant of commute time. Adding
income as a fourth explanatory variable to this equation increases the model strength ever so
slightly, strengthening the Adjusted R-Squared to .6013. Percent that commute via public transit
was the next most significant variable from OLS analysis, and was thus added as a fifth variable.
Despite its strength in OLS analysis, it slightly decreased the Adjusted R-Squared to .5939.
Finally, though income is the explanatory variable of interest, it was removed for one final
regression: commute time as a spatial function of population density, the percent that commute
via public transit per census tract, the population over 25 that has received higher education, and
the percent over non-minority citizens per census tract, and the percent of citizens that commute
to work via public transit – the four most significant OLS variables. As could be expected, this
increased the Adjusted R-Squared to its highest measured value, .6307.
Testing for spatial autocorrelation, a Moran’s Index of -.010225 yields a z-score of -2.356
and a p-value of .018, significant at the p < .05 level. This z-score suggests that the data is
dispersed – again, better than spatially clustered but not the ideal completely random outcome. It
is still an improvement over any OLS result, as well as the GWR including income as the sole
independent variable (z-score of -2.47). Yet given the z-score of -2.356, the output suggests there
exists less than a five percent chance that this dispersed pattern could be the result of
randomness. Figure 8 below plots the standard deviations for a particularly significant variable,
the percent over 25 that has received a public education per census tract.
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Figure 8. GWR Standard Deviations, Percent Over 25 with Higher Education
In comparing Figure 7 and Figure 8, it is evident that certain census tracts that under- or
overestimate the significance of income in the regression also under or overestimate the
significance of higher education. For example, a greenish cluster in midtown Manhattan, just
southeast of Central Park sticks out amidst the yellowish, more standard to the mean tracts
around them in both figures. Further research might attempt to understand these discrepancies.
One explanation, however, may be that this cluster in particular is the heart of the midtown
commercial sector, where many financial institutions and other big money companies operate
(Figure 2 demonstrates this fact as well). As a result, it is possible that the economic
characteristics of this neighborhood, with respect to the explanatory variables studied, is
dissimilar to the more residential census tracts surrounding it.
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Chapter 4
Findings
This discussion analyzes Census Bureau data in an effort to model commute time in New
York City. Building off previous theoretical and empirical research, we focused primarily on
income’s effect in explaining commute time, but studied other Census Bureau-provided
socioeconomic variables as well – including education rates, non-minority rates, and poverty
rates – to develop a stronger model for commute time. We applied two regressions methods to
complete analysis: a global ordinary least squares approach, as well as a geographicallyweighted regression model. Findings between the two methodologies vary significantly, a result
to the spatial dependency of the data, as well as the challenges of properly identifying variables
to model the millions of New Yorkers that make up the nation’s busiest commuting city.
Previous literature predicted that income would negatively correlate with commute time,
hinting that there exists an incentive for the wealthy to live in proximity to work. A global OLS
regression of those two variables produces a weakly negative coefficient (-.0001) and a low
Adjusted R-Squared value (.046), evidence that income is not an effective sole determinant of
commute time in New York City. With all data delineated by the census tract level, the education
rate (negative correlation), the non-minority rate (negative), and population density (negative)
proved most significant in modeling commute time through the OLS approach, and yielded an
Adjusted R-Squared of 37 when regressed together. Including all 10 explanatory variables
maximized this value to .42; in other words, the select economic characteristics offered through
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the Census explain about 42 percent of the variation in commute time via OLS analysis. Given
the scope of this study, this low result is expected, and can be improved using a spatiallyweighted regression.
To compare the two regression methods, GWR analysis also began with a one-variable
regression of income independently modeling commute time. This produced the highest
Adjusted R-Squared yet (.60), while other signifiers including a greatly reduced Akaike
Information Criterion value and a lesser degree of spatial autocorrelation suggested model
improvement. Removing income as an independent variable and including the four most
significant OLS variables (pop dens, pub trans, edu, white) improved the Adjusted R-Squared to
its highest measured value (.63) and produced the least spatially autocorrelated outcome. This
supports Tobler’s (1970) First Law of Geography, that closer objects are more related to each
other than farther objects. Neighboring census tracts modeled commute time more effectively at
a localized level than through a global OLS approach, which encompassed the entire study area.
Further research could work to better identify variables that model commute time in New
York City. Given the scope of this project, and the potential success derived from the GWR
analysis, it may prove helpful to begin analysis by modeling specific neighborhoods, or
boroughs, instead of New York City as a whole.
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Appendix A
Variable Abbreviations
Commute Time
Income
Education Rate
% Non-Minority
Population Density
% Commute Via Public Transit
% Below Pov. Line
Total Population
% On Social Security
% Speak Limited English
Unemployment Rate

Comm
Income
Edu
White
Pop Dens
Pub Trans
Pov
Pop
Soc Sec
Lim Eng
U
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