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ABSTRACT

This thesis applies policy-gradient reinforcement learning to examine how thrust
efficiency and swimming patterns of a robotic fish change with forward speed in a low Reynolds
number environment. Its purpose is to provide knowledge about biological locomotive strategies
and to inform the control of bio-inspired robotics. Existing research on fish swimming at high
Reynolds number in the inertial regime shows that maximum efficiency occurs for Strouhal
numbers between 0.25 and 0.35; however, comparatively little research exists for swimmers at
low and intermediate Reynolds number where viscous effects play a role. This experiment
provides quantitative data on thrust generation and efficiency for a flapping caudal fin at
Reynolds number in the intermediate range of 101 to 102, corresponding to a transitional flow
regime. It also determines optimal swimming patterns for swimmers in the transitional regime,
which differ slightly from the patterns of inertial regime swimmers. Results of the experiment
show that swimming at low Reynolds number requires high Strouhal numbers to generate
enough thrust for steady-state motion. Additionally, thrust-to-power ratio, and therefore thrust
efficiency, appears to increase with translational speed in the transitional regime.
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Chapter 1
Introduction
Fish locomotion embodies a complex application of structural mechanics and fluid
dynamics. With deformable bodies and numerous actively controlled fins, the biomechanics of
swimming fish are difficult to model accurately. Nevertheless, researchers can still gain insight
into optimization problems involving swimming fish by using physical robotic models and
reinforcement learning (RL) algorithms. In fact, RL offers a versatile, modular method of
studying many problems in robotics. This thesis applies RL to understand the relationship
between tail trajectory, locomotive efficiency, and forward translational speed for fish swimming
at low Reynolds number.

1.1 Motivation
Fish have evolved to move efficiently through the water, and many fish generate the
majority of their thrust through periodic flapping of the tail, or caudal fin. For forward steadystate swimming, this thrust must balance the drag induced by the moving body. Furthermore, the
caudal fin is constantly interacting with the wake shed by the body and other fins. Research and
simple observation demonstrate that fish are capable of actively and passively altering tail shape
and orientation, and so it becomes a point of interest to understand how the caudal fin can
recapture some of the energy in the body’s wake to improve overall swimming efficiency.
Additionally, observations show that swimming patterns differ depending on the Reynolds
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number regime of the swimmer, so exploring the relationship between body kinematics and
Reynolds number is also a topic of interest.
Optimization problems involving the interactions between swimming fish and fluid are
difficult and costly (sometimes even impossible) to model and solve analytically or numerically.
RL enables the solution of these problems using physical models and sensors. Although this
solution method still requires simplification of the fish body (e.g. reducing the continuously
deforming body to just a few degrees of freedom), it bypasses the need for a high-fidelity model
of the associated fluid dynamics. Instead of calculating quantities like thrust and efficiency, RL
methods measure them directly using force and torque sensors. When studying how efficiency
varies with other parameters, RL is especially powerful because the robot learns the maximum
efficiency for a given set of parameters. For example, when varying the robot’s forward speed,
the maximum efficiency for slow swimming may involve a different fin trajectory than for fast
swimming. RL accounts for this discrepancy by individually learning the swimming pattern that
results in the maximum efficiency for each set of conditions.
Lastly, RL offers an adaptable, elegant optimization method for most problems in
robotics. Theoretically, it can converge to optimal solutions using a very simple model or no
model at all. As long as the robot has a defined function/objective to optimize and some form of
feedback from its environment, it can teach itself the best behavior.

1.2 Objective
The goal of this research is to gain insight into the effects of forward translational speed
on swim pattern, thrust generation, and overall propulsive efficiency for fish swimming at steady
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state. Prior studies related to this topic have focused on thrust and efficiency of stationary
systems [1], which disregard the interactions between the caudal fin and the body’s wake.
Furthermore, adding translational motion introduces a layer of complexity to the optimization
problem because the system must maximize efficiency while also generating enough thrust to
balance the drag force. The objective of this research is to apply RL to learn the maximum
efficiency and corresponding swimming patterns for a robotic fish moving at different
translational speeds while still maintaining the thrust necessary for steady-state motion.
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Chapter 2
Background
Fish swimming represents an extremely efficient, maneuverable form of locomotion.
Consequently, researchers have studied fish extensively to understand their interactions with the
surrounding water as well as their control characteristics. Using both live animals and
biomimetic robots, researchers have attempted to understand exactly what features make fish
such excellent swimmers. This thesis examines how swimming speed affects body kinematics
and efficiency by analyzing data collected using a robotic caudal fin programmed using RL.
This section provides necessary background information about fish locomotion, fish-inspired
robotics and simulations, and RL.

2.1 Fish Locomotion
Fish are unique in the diversity of species that exists. Traditionally, researchers have
classified methods of fish locomotion based on how much body undulation they exhibit. These
four categories, illustrated in Figure 1, are anguilliform, subcarangiform, carangiform, and
thunniform. Anguilliform represents the most body undulation and is characteristic of eels,
while thunniform represents relatively little body undulation and is characteristic of tuna [2].
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Figure 1. Categories of fish locomotion based on body undulation, including time-lapsed
illustrations of swimming fish (above) and body midline traces (below).
Reproduced from [2] with permission from Elsevier Books
Though these classifications are widely accepted and applied, Lauder and Tytell [2] argue
that, after examining traces of body midline kinematics shown in the lower half of Figure 1, the
envelopes of oscillation for the four categories of locomotion are remarkably similar—much
more so than the three-dimensional geometry of the fish exhibiting each category. As a result,
they propose that variations in hydrodynamics among fish depend mostly on differences in body
and fin shape.
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The existence of numerous fins that experience complex interactions supports this
hypothesis. While most studies focus on the caudal fin as the primary contributor to thrust in
swimming fish, Drucker and Lauder [3] show that steadily swimming sunfish actually generate
just as much thrust with their dorsal and anal fins. Furthermore, active control of the anal and
dorsal fins alters the flow around the caudal fin, and fish can potentially exploit this interaction
to increase the thrust generated by the caudal fin. Thus, for a more complete understanding of
fish locomotion, research must take into account the geometric complexities of bodies and fins as
well as the overall pattern of body undulation.
Methods of fish locomotion also depend on the flow regime of the swimmer, which in
turn depends on the Reynolds number. Reynolds number is a dimensionless number defined as
𝑅𝑒 =

𝑈𝐿
𝜈

(1)

where U is a characteristic speed, L is a characteristic length, and ν is the kinematic viscosity of
the fluid. Physically, it represents the ratio of inertial to viscous forces in a fluid. Put differently,
it expresses the relative importance of viscosity in transferring momentum through a fluid. At
sufficiently high Re (usually in low-viscosity fluids), inertial forces dominate, and momentum
transfer equates to relative fluid motion. Most fish swim in this flow regime, propelling
themselves forward by shedding momentum into the wake behind them in the form of alternating
vortex rings [4]. Figure 2 illustrates this wake pattern.
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Figure 2. Vortex ring wake pattern for thunniform swimming
Reproduced from [4] with permission from Fish and Fisheries
This form of thrust production relies on inertial forces to work, a reliance most easily
observed through a single half-tailbeat. To start, the caudal fin is at an extreme amplitude of its
motion (i.e. furthest away from the body midline) and moves towards the neutral midline
position. As the fin moves, the water behind it moves too. Once the fin reaches the midline, the
water carried by the fin sheds into the wake behind the fish in the form of a vortex ring, and the
fin begins moving toward the opposite extreme. By directing the momentum of the vortex ring
behind it, the fish can move itself forward.
In contrast, this form of locomotion is theoretically impossible in a very low Re
environment in which inertia is negligible and viscous forces dominate. Rather than generating a
wake of vortex rings, the flapping caudal fin will shed momentum uniformly throughout the
tailbeat to the surrounding fluid. Furthermore, the reactions generated by the fin moving from
the midline to either extreme amplitude will exactly cancel those generated by motion from the
extreme to the midline, resulting in no net force. From another perspective, in a flow regime
with negligible inertia, any force necessarily causes infinite acceleration, so the net force on a
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body must equal zero [5]. This phenomenon is the focus of Purcell’s Scallop Theorem, which
states that reciprocal movements (e.g. the opening and closing of a scallop’s single-hinged shell)
at low Re cannot bring about motion [6]. Any force and subsequent motion generated by one
part of the movement (e.g. the scallop closing its shell) undoes the motion from the reciprocal
part of the motion (e.g. the scallop opening its shell). Again, this theorem only holds for
extremely low Re in which inertia of the fluid and the body are negligible.
Consequently, in order to swim at very low Re, fish must use non-reciprocal body
trajectories. For instance, locomotive strategies that employ large body undulations
characteristic of anguilliform swimming are common, particularly among larval fish. In fact,
even fish that exhibit carangiform and thunniform swimming as adults tend to show larger body
undulation as larvae [7].

2.2 Fish Robotics and Simulations
Fish have long served as a source of inspiration for underwater robotics. Many of these
robots seek simply to mimic the shape or movements of fish, attempting to increase
maneuverability or efficiency without understanding exactly why. This section focuses instead
on a subset of robotics and simulations used to study and understand fish biology and
hydrodynamics, not merely copy them.
In general, robotics offer several advantages in studies of fish hydrodynamics. First,
employing a physical robot with sensing capability means researchers can investigate fluid
interactions without using complicated analytical or numerical models, which are often
simplified and prone to under-modeling. On a similar note, a robot’s movements can be
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optimized using machine learning techniques, again circumventing the need for a detailed
analytical model of the system and environment. Finally, failure of a robot is usually visual and
obvious—something falls off or stops moving. On the other hand, robots often suffer from oversimplicity, lacking the continuous movement capability of their biological inspiration [8].
Robots have aided the study of thrust and efficiency in swimming fish. Wen et al. [9]
conducted a study on a self-propulsive robotic mackerel swimming at different tailbeat
frequencies in a long tank. They recorded data of thrust and efficiency versus the dimensionless
Strouhal number, defined as
𝑆𝑡 =

𝑓𝐴
𝑈

(2)

where f is the tailbeat frequency, A is the flapping amplitude of the caudal fin’s tip, and U is the
steady forward speed of the robot. They found that, while thrust coefficient continues to increase
with increasing St, thrust efficiency peaks when St is between 0.3 and 0.325. In a similar
experiment run by Triantfyllou and Triantfyllou [10] on flapping foils, results show an optimal
thrust efficiency at St between 0.25 and 0.35. They then compare these results to data collected
from live fish, which swim almost exclusively in a St range between 0.25 and 0.35. This
consistency in behavior between experimental robotics and live fish demonstrates that a) fish
naturally swim in a manner that maximizes efficiency and b) robotic fish offer a viable method
of studying fish locomotive efficiency.
Studies have also examined the relationship between tail shape and efficiency. In a
simulation performed by Krishnadas et al. [11], tail shapes with different degrees of forking flap
at different frequencies in steady flow. In addition to confirming that the St for optimal
efficiency is around 0.3, results of this simulation show that a tail with a moderately forked shape
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is the most efficient due to the formation of stable leading edge vortices (LEVs). The tails of
many live fish exhibit shapes similar to this one.
Additionally, experiments have studied the effects of tail flexibility on thrust generation
and efficiency. Flexibility can result in passive deformation of the tail, potentially allowing for a
more favorable alignment between the motions of the tail and surrounding fluid.
Prempraneerach et al. [12] found that, for St between 0.1 and 0.45, the propulsive efficiency of
flapping foils with chordwise flexibility exceeds that of rigid foils, with peak efficiency
occurring at St between 0.2 and 0.35. Meanwhile, the thrust coefficient of the foils does not
decrease drastically with increased flexibility. These results indicate that tail flexibility can
greatly improve propulsive efficiency with relatively small sacrifices in total thrust capability.
Experiments performed on swimmers from the low- to intermediate-Re regime, such as
larval fish and tadpoles, suggest significant differences in body kinematics and propulsive
efficiency at this smaller scale. For instance, Borazjani and Sotiropoulos [13] performed
simulations on a mackerel-like model to explore the relationship between St and Re for steadystate swimming. They discovered that the requisite St for self-propulsion decreases with Re, and
a very high St of 1.08 is necessary for swimming at Re of 300. Nonetheless, this simulation
lacks some fidelity because it maintains the same carangiform locomotive strategy for all Re,
neglecting the changes in body kinematics associated with different flow regimes. Li et al. [14]
account for these kinematic differences in their simulations of zebrafish larvae swimming at
intermediate Re by incorporating a swimming pattern with large-amplitude body undulations.
They found that, in addition to swimming at higher St, fish in the low Re flow regime could
increase propulsive efficiency, hydrodynamic power, and swimming speed by increasing the
amplitude of body undulations.

11

Though these experiments provide useful insights about how tailbeat frequency and other
physical parameters affect thrust efficiency, they neglect the impact of tail trajectory. Instead,
they prescribe a single trajectory and optimize efficiency over it alone. In reality, the maximum
efficiency for a certain tail shape or frequency may occur at a different trajectory—for instance, a
trajectory that interacts more favorably with the body’s wake as discussed by Lauder and
Drucker [3]. This thesis addresses this problem by searching for an optimal trajectory using RL
methods.

2.3 Reinforcement Learning (RL)
The goal of reinforcement learning is to learn an optimal behavior through educated trial
and error. RL offers a versatile solution method because it can be applied in model-free settings,
in which the learning agent has no understanding of its environment and therefore can’t predict
the results of its actions. In this situation, the agent simply performs actions and measures their
success until it finds an optimal action. On the other hand, RL is also applicable in settings in
which the agent possesses a model of its environment, meaning it has some capacity to predict
the results/success of its actions. Learning in this situation occurs similarly to the model-free
setting, with the exception that the agent can also update its model. Predictably, model-based
learning requires fewer trials to converge than model-free learning, although both applications
are capable of convergence [15].
During the learning process, a scalar reward function rates the success of the behavior in
each trial. In RL, an agent interacts with its environment, using feedback that includes
observations of its current state and current reward to determine future actions in an attempt to
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maximize its cumulative reward, as depicted in Figure 3. The agent acts like a brain, mapping
the inputs of state and reward to an action output. For instance, in the context of fish robotics, an
action may represent choosing values for tail flapping amplitude. The agent may then receive
information about its state from the environment in the form of force sensor data.

Figure 3. Diagram of RL depicting the flow of information between the agent and
environment.
Reproduced from [17] with permission from MIT Press
The specific objective of an RL agent is to determine an optimal action for any given
state. This mapping from states to actions constitutes a policy, and it controls the agent’s
behavior throughout the learning process. The policy controls behavior through the policy
parameters it contains, which define the behavior. For instance, policy parameters in robotics
may be motor positions and velocities. An optimal policy represents a policy that returns the
maximum cumulative reward. In other words, it dictates the most valuable action that the agent
can choose for any possible state.
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2.3.1 Policy Gradient Methods
One class of RL methods are policy gradient methods, in which an agent updates its
policy from one trial to the next in a manner proportional to the reward obtained. The most basic
form of this method is illustrated by the equation
Θ𝑖+1 = Θ𝑖 + 𝛼𝛻Θ 𝐽

(3)

where Θi+1 is an updated vector of policy parameters, Θi is the original vector of policy
parameters, α is a learning speed parameter, and ∇ΘJ is the gradient of the expected reward
function with respect to Θ [17]. As the equation shows, changes to the policy parameters are
proportional to the reward function gradient. For example, if a robotic fish increases its reward
in one trial by increasing the flapping amplitude of its tail, then it will most likely continue to
increase this amplitude in the next trial. The parameter α determines the magnitude of this
increase, where a larger value of α corresponds to a larger magnitude and comparatively faster
learning; however, if α is too large, the agent may overshoot the optimal policy parameters so to
speak, resulting in ineffective learning.
Often, it is desirable for RL algorithms to account for a tradeoff between exploration and
exploitation. In exploitation, the agent updates its policy as defined previously, modifying policy
parameters proportionally to the reward function gradient, knowing that this will result in a slight
reward increase. In exploration, the agent occasionally takes very different actions in the hopes
of discovering an even higher reward in another part of the parameter space, although it also
risks reducing its reward [17]. This balance between exploration and exploitation is vital to
making sure that the RL results in a globally optimal policy. Without any exploration, it is
possible that the RL would only converge to a local maximum of the reward function, forfeiting
significantly higher reward. Most policy gradient methods intrinsically incorporate exploration
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by using stochastic policies, meaning the policy selects an action based on a probability
distribution for any given state [18]. Stochastic policies are required for problems in which the
environment is stochastic or the state is only partially observable, meaning the agent must infer
its state based on observations. Such problems are germane to the world of robotics because the
learning agent usually approximates its current state using a handful of sensor input signals.
One issue in RL related to exploration is high variance in the estimation of the reward
function gradient with respect to policy parameters ∇ΘJ. Traditionally, RL algorithms estimate
the expected reward of a certain state-action pair by sampling several sequences, called histories,
that begin with that state-action pair and averaging their cumulative rewards. The policy
determines the rest of the states and actions in the history. The cumulative rewards for these
separate histories can be drastically different, especially for long histories, which results in high
variance and a noisy gradient estimate [19]. Increasing the number of samples can address this
problem; however, time and computational cost constraints limit sample size.
Sehnke et al. [20] offer a solution to the variance problem using policy gradients with
parameter-based exploration (PGPE) to generate histories. PGPE uses a probability distribution
defined by parameters ρ (e.g. ρ would include mean and standard deviation for a normal
distribution) to select the actions for an entire history rather than sequentially selecting actions
based on the policy for each state in the history. The method samples multiple histories in this
manner and measures cumulative reward to approximate ∇ρJ, the gradient of the expected reward
with respect to ρ, rather than ∇ΘJ. Avoiding the selection of individual actions within each
history reduces the total number of samples required per history, meaning that more histories can
be sampled to reduce variance in the estimate of expected reward. Using ∇ρJ, PGPE learns ρ
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such that the probability distribution that dictates action selection yields the highest expected
reward—equivalent to learning an optimal policy.

2.3.2 Multi-objective Reinforcement Learning (MORL)
Traditional RL uses a scalar reward function corresponding to a single objective. For
example, in the problem of maximizing thrust generated by a tail, the reward function could
simply be the scalar thrust value. Many practical problems, however, involve multiple
objectives, such as maximizing both thrust and efficiency, and the reward function transforms
into a vector. MORL seeks to solve this type of problem by finding a policy that optimizes all
objectives. This task can be difficult because sometimes objectives conflict such that optimizing
one can result in failure to meet others [21].
Two common methods exist to address this issue. The first—and most straightforward—
strategy is to phrase the multi-objective problem as a single-objective problem by converting the
vector reward function into a scalar function [21]. For instance, one approach involves creating
a weighted sum of the components of the vector function. This strategy is advantageous because
it easily allows the learning to emphasize certain objectives through the assignment of higher
weights. On the other hand, giving similar importance to all objectives requires either
normalization of reward components or knowledge of typical reward values. For problems with
objectives of known relative importance, the analytic hierarchy process (AHP) offers a method
of quantitatively determining weights. For some objectives, the exact value of the associated
metric isn’t important as long as it falls within some desired range. In these cases, the reward
function may evaluate the objective simply by measuring it in relation to a threshold value.
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Another strategy for optimizing an MORL problem with conflicting objectives involves
identifying multiple Pareto-optimal policies. A policy is Pareto-optimal compared to another
policy if it outperforms that policy for at least one objective and is at least equal for all other
objectives [21]. A set of Pareto-optimal policies represents the Pareto front, and moving
between policies on this front equates to sacrificing one objective in exchange for another.
Approximating the Pareto front is desirable in cases where the relative importance of the
objectives is unknown or variable. It also represents a more complete solution to the multiobjective learning problem because it results in a set of policies suited to the optimization of
different objectives.
Using policy gradient RL with a reward function based on efficiency, a robotic fish can
determine optimally efficient swim patterns unique to a given forward translational speed.
Doing so allows for a less biased study of how physical parameters influence efficiency because
for each parameter the robot will be exhibiting optimal performance. This method of study also
adds another layer of detail to the understanding of efficiency in fish locomotion, showing not
only its relation to forward speed but also parameters related to swim pattern, such as the tail’s
rolling amplitude and tailbeat frequency.
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Chapter 3
Experimental Setup
RL in the world of robotics offers a union of hardware and software—a robotic model
(hardware) applies a learning algorithm (software) to optimize some objective. In this
experiment, the hardware consists of a robotic caudal fin, a body case, and a linear stage. A
Simulink model implements the learning algorithm to control the robotic fin’s motion and
receive feedback from a force/torque sensor mounted at the tail’s base.

3.1 Hardware
The hardware used in this experiment consists of a robotic caudal fin, a rigid body case
for the fin, a linear stage, and a long oil-filled tow tank. The robotic caudal fin implements the
swimming patterns prescribed by the Simulink model and provides feedback. The rigid body
surrounds the caudal fin and generates a wake. The linear stage allows both the caudal fin and
the body case to translate through the oil-filled tank at constant speed.
The robotic caudal fin used in this experiment, shown in Figure 4, provides the tail
motion as well as measures the thrust and power generated. It consists of two Dynamixel
XM430-W350-R servomotors mounted in a housing composed of both traditionally and
additively manufactured parts. These motors provide two degrees of freedom: roll and yaw, as
defined in Figure 5. Furthermore, the linked connection between the motors translates the yaw
axis of rotation to the center of the roll motor, thereby improving biological fidelity by allowing
both axes of rotation to intersect closer to the base of the caudal fin (similar to the morphology of
real caudal fins).
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Figure 4. Labeled image of the robotic caudal fin assembly

Figure 5. Diagram of degrees of freedom and rotation axes of the robotic caudal fin
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The robotic fin also measures the force and torque acting on the caudal fin using an ATI
Nano17 sensor mounted between the roll motor and the base of the caudal fin. The Simulink
model uses the measured forces and torques as well as motor position data to calculate generated
thrust and expended power, which determine the value of the learning algorithm’s reward
function.
To give the assembly a more fish-like shape, a rigid body houses the robotic caudal fin.
The body, shown in Figure 6, consists of three additively manufactured parts made of PLA
plastic. The shape of the body qualitatively imitates that of a tuna, the classic example of a
thunniform swimmer that propels itself mainly by flapping its caudal fin. During the experiment,
the translational motion of the body through the surrounding fluid generates a wake encountered
by the flapping caudal fin. Ideally, this wake is more realistic than that generated by the more
skeletal tail assembly alone. Additionally, successful learning could result in a swimming
pattern that recaptures some of the energy in this wake, a behavior that researchers believe live
fish exhibit regularly [3].

Figure 6. Rigid body case for robotic caudal fin
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A linear stage provides translational motion of the entire fish tail-body assembly through
a long tow tank. Figure 7 shows the complete setup of the tail-body assembly, linear stage, and
tow tank. The linear stage consists of a platform mounted on a timing belt pulley. A
Kollmorgen POWERPAC N-Series stepper motor drives the pulley system, resulting in forward
and backward motion of the platform. Consequently, the fish tail-body assembly mounted to this
platform via 8020 beams also moves.
The linear stage stands beside a long tow tank, allowing the fish tail-body assembly to sit
inside the tank and moves along its length. Viscous FG white mineral oil 500 (density 0.72 kg/L,
viscosity 107.8 cSt) fills the tank, providing a fluid medium with which the flapping caudal fin
interacts to generate thrust. The use of oil (as opposed to water) also simplifies the experiment
by circumventing the need to waterproof the fish tail-body assembly.

Figure 7. Image of the entire experimental setup including the fish tail-body assembly,
linear stage, and tow tank
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3.2 Software
For this experiment, the entire learning process is implemented in a Simulink model
deployed to a Speedgoat Real-Time Target Machine. The simulation uses a discrete fixed-step
solver and a step time of 0.004 seconds. To control motion and receive feedback, the target
machine interfaces individually with the robotic caudal fin, the force/torque sensor, and the
linear stage. Figure 8 depicts this communication scheme in detail.

Figure 8. Flow of communication between the target machine and other hardware
components
The target machine controls and reads the position of the servomotors in the robotic
caudal fin by means of serial communication. At each time step of the simulation, the model
generates the desired angular position of each motor based on a parametrized swimming
trajectory. The target machine then commands the motors to these positions by sending them
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instruction packets. Each motor contains a microcontroller that interprets these kinematic
instructions and moves the rotor accordingly. Furthermore, the motors use built-in PID
controllers and feedback provided by contactless absolute encoders to maintain good agreement
between their commanded and actual angular positions. The motors also send status packets
back to the target machine that relate the actual motor position. The model uses this feedback to
measure motor position and velocity.
To receive force and torque data from the sensor mounted to the base of the caudal fin,
the target machine uses an A/D converter. The A/D samples the signal at a period of 0.004
seconds (identical to the simulation’s step time), and the model uses a calibration matrix to
convert the signal values to force and torque measurements. Using these measurements as well
as the position and velocity feedback provided by the servomotors, the model then calculates the
amount of thrust generated by the fin and the power expended. These values determine the
reward associated with a given trial of the RL.
The target machine controls the motion of the linear stage using digital signals. During
the simulation, the model generates a simple directional command (forward, backward, or
stationary) that it passes to an Arduino that interprets the commands and acts like a pulse
generator. The Arduino then sends a pulse signal to a Stepnet STX-115-07 motor driver, which
controls the linear stage’s stepper motor by turning the motor one microstep per pulse. The
driver is set to have 4000 microsteps per revolution, and the ratio of linear stage’s translational
motion to the motor’s angular motion is 15 millimeters per revolution (e.g. sending the driver a
4000 Hz signal should cause the stage to translate at 15 mm/s). Using the Arduino to isolate the
pulse generation from the target machine allows for the use of different frequencies in the
simulation and the pulse generator. Using the model to generate pulses directly via the target
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machine would result in a maximum pulse frequency of 250 Hz, and significant testing showed
that the stage operates best when both the pulse frequency and the number of microsteps per
revolution are high.
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Chapter 4
Methods
This experiment implements RL to learn swimming patterns that optimize thrust
efficiency at steady state for three different translational speeds. Specifically, it learns certain
parameters of a parametrized swim trajectory that maximize a scalar reward function based on
thrust and power measurements.

4.1 Swim Trajectory
RL requires some finite number of learning parameters in order to work as an
optimization technique. Furthermore, reducing the number of these parameters also reduces the
complexity of the RL problem and allows for faster convergence to the optimal solution. In the
context of this experiment, a very complicated swimming trajectory could involve many
parameters (e.g. Fourier series coefficients) for both the robot’s yaw and roll degrees of freedom;
however, a problem framed in such a manner may not converge for a very long time (if ever).
To simplify the problem and increase the likelihood of timely convergence, this experiment
enforces several constraints on swimming trajectory.
First, this experiment parametrizes both the caudal fin’s yaw and roll angles, ϕ and γ, as
generic sinusoidal functions
𝜃(𝑡) = 𝜃𝑎 sin(2𝜋𝑓𝑡)

(4)

where θ(t) is the commanded angle (degrees), θa is the amplitude of the rotation (degrees), f is
the tailbeat frequency (Hz), and t is the simulation time (seconds). The sine wave is one of the
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simplest examples of harmonic motion, it allows for smooth acceleration and deceleration of the
caudal fin, and it results in symmetric motion of the fin throughout a tailbeat.
Second, this experiment holds the amplitude of yaw rotation constant at 30⁰. This chosen
amplitude is the same one used in a similar experiment performed on a stationary caudal fin [1].
Additionally, the focus of this experiment is to examine the role of caudal fin roll rotation and
tailbeat frequency for steady-state swimming at low Re, so maintaining a fixed yaw rotation
amplitude allows for simplification without compromising any research areas of interest.
Lastly, the frequencies of both yaw and roll rotation are kept identical, again allowing for
symmetric motion of the caudal fin over a single tailbeat. With these simplifications, the agent
only needs to learn two parameters: fin roll amplitude γ and tailbeat frequency f. By learning γ,
the agent can determine whether roll rotation can improve efficiency for a fish swimming at
steady state. By learning f, the agent also learns the optimal St at which to swim. Existing
research on fish locomotive efficiency focuses heavily on its relationship to dimensionless
numbers like St, particularly in studies concerning live fish [2].

4.2 Tail Shape and Flexibility
This experiment optimizes the swimming trajectories for a single tail translated at three
different speeds. Figure 9 shows the exact shape and dimensions of the tail, which is constructed
of rigid polycarbonate. Selection of this specific tail is based on an experiment run by Yixi Shan
[1] in which he determined that this shape proves most efficient for thrust generation of a
stationary caudal fin. Furthermore, the tail is rigid because it results in a better calibration of tail
orientation with respect to the force/torque sensor. This experiment calibrates orientation using
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gravity measurements taken at different degrees of tail rotation. Since a flexible tail deflects
differently depending on its rotation angle, the force and torque due to gravity actually vary with
rotation angle. These variations introduce uncertainty because the calibration does not account
for them. A rigid tail does not deflect and therefore avoids this issue.

Figure 9. Shape and dimensions (in meters) of the caudal fin

4.3 Reward Function
This experiment learns an optimal swimming pattern for steady-state motion of the
robotic fish that maximizes thrust efficiency. Within this problem formulation are actually two
objectives: the fish must swim at steady state, and the fish must maximize thrust efficiency. The
scalar reward function used in this experiment reframes this multi-objective problem as a singleobjective problem, and the learning attempts to maximize this scalar function. The actual reward
function is
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𝑅𝑒𝑤𝑎𝑟𝑑 = −𝑃𝑜𝑤𝑒𝑟 − 𝑃𝑒𝑛𝑎𝑙𝑡𝑦

(5)

In this function, Power is the power expended by the flapping caudal fin, calculated using
measurements of force, torque, angular position, and angular velocity. Penalty depends on how
much thrust the tail generates and helps enforce the steady-state swimming condition.
For the fish to swim at steady state, the thrust force generated by the tail must balance the
drag force induced by the body moving through the surrounding fluid. Theoretically, a force
sensor mounted at the front of the robotic fin-body assembly that measures the net force on the
entire assembly could enforce this condition—if the net force is zero, then the fish is at steady
state. Unfortunately, the force/torque sensor available in the lab saturates at low readings and
cannot support the entire weight of the fin-body assembly without risking damage. To work
around this issue, this experiment separately measures drag force on the empty body case, which
is light enough for the force/torque sensor to carry without the heavy robotic fin components
attached. This measurement provides a threshold value that thrust must equal, and the learning
trials incorporate this drag value as a parameter in the Simulink model. To enforce the steadystate swimming condition, the model measures the average thrust for each trial of the RL and
compares it to the predefined drag parameter. If thrust equals or exceeds drag, then the model
sets the value of Penalty in Equation 5 to zero. On the other hand, if drag exceeds thrust, then
Penalty becomes a nominally large value that greatly reduces the agent’s reward.
Since steady-state swimming necessarily requires a constant thrust, maximizing thrust
efficiency is equivalent to minimizing Power (or maximizing –Power, as Equation 5 shows). In
other words, the robotic fish will attempt to generate the requisite thrust while expending the
least power possible.
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Technically, since the agent only receives a penalty if generated thrust is less than the
drag, the robotic caudal fin could generate more thrust than it needs for steady-state swimming,
analogous to forward acceleration of the assembly. This loophole would pose an issue if the fin
were capable of generating greater thrust while expending less power; however, it seems
reasonable to assume that power increases monotonically with thrust. For example, a stationary
fin generates no thrust and expends no power, while a fin flapping very quickly generates high
thrust and expends a lot of power. Therefore, the power minimization component of the reward
function should also cause the agent to generate as little thrust as possible without incurring the
penalty, in which case thrust equals drag.

4.4 Learning Process
The Simulink model used to control the learning in this experiment implements the PGPE
algorithm developed by Sehnke et al. [20]. In PGPE, the agent does not learn parameters
directly. Rather, it learns a probability distribution from which those parameters are selected.
For this experiment, this difference equates to learning the means and standard deviations ρ of
Gaussian distributions for γ and f, designated as
𝜌 = [𝜇

𝜇𝛾
𝜎] = [𝜇

𝑓

𝜎𝛾
𝜎𝑓 ]

(6)

where μ is a vector of amplitude and frequency means μγ and μf and σ is a vector of amplitude
and frequency standard deviations σγ and σf.
The learning process is broken up discretely into episodes, and each episode consists of a
set number of rollouts. The difference between these two sub-processes is how they affect the
parametrization of the robot’s swimming pattern. Each episode has a set parameter distribution
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defined by ρ; however, each rollout within an episode randomly perturbs the value of ρ and
draws its swimming pattern parameters from the perturbed distribution. By measuring the
reward associated with swimming patterns parametrized from the perturbed distributions, the
learning agent can estimate ∇ρJ, the gradient of the reward function with respect to ρ. The agent
then uses this estimate to update ρ before beginning another episode, upon which time this
process repeats. Theoretically, the agent incrementally increases its reward with each episode
until converging to a steady-state value at the maximum of the reward function.
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Chapter 5
Results and Analysis
This experiment attempts to learn the most efficient swimming pattern for different
forward translational speeds of a robotic caudal fin. This chapter presents the outcomes of each
learning trial, addresses certain anomalies that appear in the results, and rates the overall quality
of the learning. It also discusses possible correlations between efficiency, swimming pattern,
and forward speed.

5.1 Learning Results
The learning in this experiment involves three separate trials conducted at three different
translational speeds of the tail-body assembly through the tow tank. In each trial, the agent
attempts to learn a tailbeat frequency and roll amplitude to minimize power output while still
generating the thrust necessary for steady-state motion.

5.1.1 Stationary Thrust Generation (U = 0 mm/s)
The first learning trial acts as a sort of test case and maintains a stationary tail-body
assembly. The learning takes place over 30 episodes of 8 rollouts each for a total of 240 rollouts.
Keeping the assembly stationary serves two purposes: it enables comparison to a previous
experiment run by Yixi Shan on a stationary robot [1], and it verifies whether the reciprocally
flapping caudal fin is actually capable of generating thrust on its own at low Re. For all trials,
the approximate Re experienced by the caudal fin lies in the range 101 to 102. These numbers
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come from the tail’s mean chord length, its radius from the axis of rotation, the range of tailbeat
frequencies, and the mineral oil’s viscosity. This Re range corresponds to a transitional flow
regime in which both inertial and viscous effects play a role, and it is among the lowest observed
in natural fish-like swimmers, with the majority of biological examples isolated to tiny fish
larvae. Based on the conclusions of Purcell’s Scallop Theorem, significant thrust generation by
the reciprocally flapping caudal fin is uncertain in this flow regime [6].
The results of this trial (as well as subsequent trials at different speeds) demonstrate that
the flapping caudal fin can generate thrust in the given flow regime. Figure 10 shows the amount
of thrust and power generated in each episode of the learning, and the evolutions of both
quantities make a lot of sense in the context of this learning problem. Regarding power, the
reward function used in this experiment is essentially just a power-minimizing function. The
mean power generated in each episode strongly reflects this function because it decreases almost
monotonically. Similarly, the thrust generated by the tail decreases to a near-steady minimum
too. It is worth noting that a likely reason the thrust doesn’t converge closer to zero is that the
domain of tailbeat frequency has a lower limit. Without limits on the learning parameter
domains, the power minimization on a stationary caudal fin (i.e. a fin for which steady-state
behavior requires no thrust generation) would simply result in the fin doing nothing.
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Figure 10. Mean thrust and power vs. episode for a stationary caudal fin
The values of thrust and power also determine the efficiency of the swimming pattern.
Figure 11 illustrates the efficiency of the stationary caudal fin throughout the learning process.
This experiment defines an efficiency-like value by dividing the thrust generated by the power
expended. Theoretically, further multiplication of thrust by the tail-body assembly’s forward
translational speed would result in a true dimensionless efficiency value; however, such a
calculation assumes real steady-state behavior in which thrust alone keeps the assembly in
equilibrium. In reality, unmeasured reaction forces between the assembly and its front mount
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account for variability in thrust generation and keep the assembly moving at a prescribed speed
(in this case zero). Due to the presence of these unknown reactions, the simple ratio of thrust to
power actually provides a more meaningful description of efficiency for this experiment,
although the physical meaning of this value is less intuitive. The true benefit comes in
comparing this ratio among different trials of RL.

Figure 11. Thrust/power vs. episode for a stationary caudal fin
The main purpose of the learning is to yield an optimal swimming pattern—in this case a
tailbeat frequency and roll amplitude—that minimizes power and maximizes efficiency. Figure
12 shows the evolution of these parameters during the learning as well as their final values. The
tailbeat frequency converges to approximately 0.23 Hz with a minimum value of 0.2066 Hz,
which is very close to the lower limit of 0.2 Hz enforced by the simulation. This behavior is
expected because the stationary caudal fin has no thrust generation requirement, so it minimizes
power by flapping as slowly as possible. Roll amplitude, on the other hand, shows no clear
convergence. Although common sense dictates that it should converge to zero for power
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minimization at no translational speed, the experimental value oscillates around the initial
prescribed value of 20⁰. A likely reason for this result is that the reward function depends more
strongly on frequency than on roll amplitude. In other words, the reward function is more
sensitive to changes in frequency, so the learning inadvertently prioritizes finding the optimal
tailbeat frequency. The data in Figure 13 supports this conclusion, showing a much stronger
(almost linear) correlation between frequency and reward than between roll amplitude and
reward.

Figure 12. Tailbeat frequency and roll amplitude vs. episode for a stationary caudal fin
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Figure 13. Frequency and roll amplitude vs. reward for a stationary caudal fin
Lastly, Figure 14 shows the overall progression of mean reward earned throughout the
learning. The plateau-like shape of this plot is a typical result of RL and indicates that the
learning achieved some kind of maximum, either local or global. It is important to note that the
theoretical maximum value for the reward function is zero (assuming that the caudal fin cannot
generate power), which corresponds to no expended power and no penalty for insufficient thrust
production. The maximum reward of -0.5038 occurs in episode 27, and it corresponds to a
tailbeat frequency of 0.2066 Hz, a roll amplitude of 19.6191⁰, and a thrust-to-power ratio of
5.3439.
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Figure 14. Mean reward vs. episode for a stationary caudal fin

5.1.2 Low Translational Speed Thrust Generation (U = 6.85 mm/s)
The second learning trial maintains a constant forward translational speed of 6.85 mm/s.
Like the trial on the stationary tail, the learning takes place over 30 episodes of 8 rollouts for a
total of 240 rollouts. Adding translational motion allows the body to generate a wake in the fluid
with which the flapping caudal fin can interact, potentially leading to a different swimming
pattern that exploits this interaction. Additionally, it enables the calculation of St, a
dimensionless number with relevance to existing research performed on living, robotic, and
simulated fish.
Both thrust and power decay to near-steady values, as shown in Figure 15. Again, this
behavior makes sense for a learning problem designed to minimize power. One key feature of
trials that incorporate forward translation is the existence of a threshold thrust necessary to
maintain steady-state motion. Physically, this threshold is equal to the drag force experienced by
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the body case moving at the same speed. For a translational speed of 6.85 mm/s, the threshold
equals 0.0216 N. As Figure 15 shows, the caudal fin does not produce enough thrust in a couple
of later episodes during the learning.

Figure 15. Mean thrust and power vs. episode for a slowly translating caudal fin
In general, the slowly translating tail-body assembly achieves a higher thrust-to-power
ratio than the stationary assembly. Figure 16 shows the evolution of this ratio during the
learning process. For the most part, the ratio shows an upward trajectory as expected; however,
a significant dip occurs after episode 25. The timing of this dip almost perfectly aligns with the
episodes in which the fin fails to produce enough thrust. Since the relative decrease in thrust far
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outweighs the corresponding decrease in power, the thrust-to-power ratio shows a dramatic
decline.

Figure 16. Thrust/power vs. episode for a slowly translating caudal fin
The agent learns a swimming pattern for slow tail-body assembly translation similar to
the one learned for a stationary assembly. Figure 17 shows the mean values of tailbeat frequency
and roll amplitude throughout the learning process. The tailbeat frequency converges to a value
around 0.2 Hz, and it falls as low as 0.1689 Hz. Nevertheless, the lowest frequencies occur in
the same episodes in which the fin fails to reach the threshold thrust, evident in the thrust data in
Figure 15. This result indicates that the optimal frequency is slightly higher than the minimum
exhibited during the learning. Meanwhile, the roll amplitude shows less random behavior than it
does in the trial for a stationary fin. Until the very end of the learning, the roll amplitude seems
to converge to a value around 10⁰. The huge spike in roll amplitude after episode 25 is most
likely a consequence of the low thrust production that occurs at the same time. Specifically, the
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spike represents a drastic corrective action taken by the agent to bring thrust generation back
above the threshold value.

Figure 17. Tailbeat frequency and roll amplitude vs. episode for a slowly translating caudal
fin
Figure 18 shows the mean reward earned during each episode of the learning. The
maximum reward of -0.3887 occurs in episode 25, and it corresponds to a tailbeat frequency of
0.1814 Hz, a roll amplitude of 10.8805⁰, and a thrust-to-power ratio of 9.2207. The large dip in
reward after episode 25 occurs because of inadequate thrust production and the large associated
penalty in reward function. This learning trial uses a penalty of 10, which is probably too high
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based on how drastically the agent responds to it. As Figure 18 shows, the mean reward goes
from its maximum value to its minimum in the course of just two episodes due to the extremely
high penalty, and this transition precipitates similarly abrupt changes in roll amplitude and
thrust-to-power ratio.

Figure 18. Mean reward vs. episode for a slowly translating caudal fin

5.1.3 High Translational Speed Thrust Generation (U = 11.16 mm/s)
The third and final learning trial maintains a forward translational speed of 11.16 mm/s.
The learning process occurs over 40 episodes of 6 rollouts, thereby preserving the 240 total
rollouts used in previous trials. This trial requires shorter episodes (and therefore fewer rollouts
per episode) because of the faster translational speed. At this translational speed, the distance
needed by the tail-body assembly to complete an episode consisting of 8 rollouts could exceed
the length of the tow tank.
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During this trial, the value of expended power evolves as expected, converging to a
minimum during the learning. Again, this result makes sense because the reward function is
primarily a power minimization. Generated thrust, on the other hand, doesn’t show as clear a
trend compared to previous trials. Figure 19 shows how both values change over the course of
the learning. Rather than decaying to the threshold value of 0.0352 N necessary for steady-state
motion at the prescribed translational speed, mean thrust stays well above the threshold
throughout the learning at around 0.05 N. This outcome indicates that the trial is unsuccessful at
achieving the steady-state objective—the thrust in each episode corresponds to a value that
would result in acceleration of an unconstrained fish. A possible reason for this failure is the
design of the reward function, which applies a penalty when thrust is less than the threshold
value. In this format, the reward function relies on just the power minimization term to reduce
thrust when it exceeds the threshold value. While this design should theoretically work,
implementing a penalty for very high thrust might lead to faster convergence.
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Figure 19. Mean thrust and power vs. episode for a quickly translating caudal fin
The quickly translating caudal fin achieves the highest average thrust-to-power ratio of
any of the learning trials. Figure 20 illustrates how this ratio changes throughout the learning
process. The ratio generally trends upward as the learning proceeds, indicating that the learning
succeeds in finding an efficient swimming pattern.
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Figure 20. Thrust/power vs. episode for a quickly translating caudal fin
Again, the agent learns a swimming pattern for fast translation similar to those learned
for slow translation and no translation. Figure 21 shows the mean values of tailbeat frequency
and roll amplitude for each episode. Frequency shows a noticeable decay to a steady minimum
around 0.2 Hz, with the actual minimum occurring at 0.1739 Hz. This behavior is consistent
with that seen in other trials—to maximize power, the agent learns to flap at a low frequency that
can still generate the thrust required for steady-state swimming. In this trial, roll amplitude also
seems to converge to a steady value around 30⁰. While it’s possible that this roll amplitude
results in the most efficient swimming, convergence to this value could also be a coincidence
resulting from other factors in the learning process. The roll amplitude begins to converge at
roughly the same episode as frequency during this trial, and similar behavior occurs in the
previous trial. As mentioned previously, the reward function shows a much stronger correlation
to tailbeat frequency than it does to roll amplitude. Therefore, increases in reward attributed to
tailbeat frequency may be secondarily associated with whatever arbitrary roll amplitude the agent
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happens to have when those increases occur. In other words, the roll amplitude may falsely
begin to converge because of successes tied to tailbeat frequency. The lack of any clear
correlation between optimal roll amplitude and forward translational speed supports this idea that
roll amplitude convergence is coincidental.

Figure 21. Tailbeat frequency and roll amplitude vs. episode for a quickly translating
caudal fin
As Figure 22 shows, the reward function converges to a somewhat steady maximum
around -0.7, although the true maximum of -0.3881 occurs early in the trial at episode 14.
During this episode, the tailbeat frequency is 0.1867 Hz, the roll amplitude is 24.7986⁰, and the
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thrust-to-power ratio is 11.4. Qualitatively, the reward function for this trial seems to converge
less quickly and with more noise than in previous trials. This change is likely a result of the
reduced number of rollouts in each episode (6 instead of 8). The learning algorithm uses the data
collected in each rollout to estimate the gradient of the expected reward with respect to the
distribution parameters used in a given episode, so fewer rollouts yields a less accurate estimate.
An inaccurate gradient estimate can cause slow and noisy convergence because it generates error
between the agent’s expected reward and its actual reward.

Figure 22. Mean reward vs. episode for a quickly translating caudal fin

5.2 Efficiency and Fin Trajectory Analysis
The purpose of the learning in this experiment is to find the most efficient swimming
pattern for a prescribed translational speed, and the metric used to rate efficiency is thrust-topower ratio. Figure 23 illustrates the relationship between thrust-to-power ratio and translational
speed. The ratio values used to make the plot are those that correspond to episodes in which the
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agent earns its highest reward, since these episodes reflect the absolute best performance
achieved by the agent during the learning process. As Figure 23 shows, thrust-to-power ratio
increases with translational speed in the range of speeds tested, meaning that the robotic fish
swims more efficiently when it swims faster. This trend could be a result of slight changes in
effective Re experienced by the flapping caudal fin at different translational speeds. In all
learning trials, the caudal fin has the same characteristic length and swims in oil with the same
kinematic viscosity; however, the increases in translational speed cause the characteristic speed
of the tail to increase as well. Consequently, the effective Re increases, which physically means
that inertial effects play a greater role in the reaction between the flapping tail and the
surrounding oil. These greater inertial effects could improve thrust efficiency by allowing for
better formation and shedding of vortices into the fin’s wake. Another possible reason for
greater thrust efficiency at higher translational speeds involves energy recapture from the body’s
wake. The rigid body of the tail-body assembly produces a wake with some energy as it moves
through the tank, and the caudal fin interacts with this wake as it flaps. With the right trajectory,
the flapping caudal fin may be able to exploit this interaction for greater thrust production,
leading to higher thrust efficiency. Unfortunately, this phenomenon is difficult to verify using
the current experimental setup. To actually understand and quantify the fluid dynamics requires
some sort of flow visualization technique, such as particle image velocimetry (PIV).
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Figure 23. Optimal thrust/power vs. forward translational speed
Aside from efficiency, another important metric used to quantify fish locomotion is St,
which relates the relative speeds of the fish’s periodic flapping and steady translational motions.
In this experiment, the robotic fish swims with St equal to 4.3436 and 2.7432 at translational
speeds of 6.85 mm/s and 11.16 mm/s, respectively. Though these values only represent two data
points, they demonstrate that St decreases with increasing translational speed. This trend makes
sense because the fin flaps at similar frequencies and amplitudes in each learning trial, so
increasing translational speed necessarily decreases the ratio of flapping motion to translational
motion. The St exhibited in this experiment are much higher than the optimal range of 0.25 to
0.35 observed in live fish swimming at higher Re [10]. Furthermore, the St from this experiment
are also slightly higher than the value of 1.08 found to be optimal for a simulated fish swimming
at a low Re of 300 [13]. Still, these results make sense because research shows that St increases
with decreasing Re, and the increase is especially rapid at very low Re [7]. The approximate Re
range of 101 to 102 used in this experiment is extremely low in the context of fish swimming, so
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St is high. Physically, swimming with high St at low Re is necessary due to the reduced relative
importance of inertial effects that generally aid in thrust production. In other words, reduced
inertial effects mean that a swimmer generates less thrust with each flap of its tail, so it must flap
its tail more frequently in order to move.
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Chapter 6
Conclusion
This experiment applies RL to determine the most efficient swimming pattern of a
robotic caudal fin for different translational speeds in a low Re environment. Performing
separate optimizations for each translational speed theoretically ensures that the results of each
trial correspond to globally optimal performance. Additionally, using model-free RL as the
optimization technique circumvents the need to understand and analyze the actual fluid dynamics
of the swimming fish.
The results show that optimal swimming patterns employ similar tailbeat frequencies
among a range of translational speeds, which equates to the trend that St decreases with
increasing translational speed. Knowing that Re increases with translational speed, this
relationship matches the one shown in existing research that St and Re are inversely
proportional. The results also indicate that fish can swim more efficiently at higher translational
speeds because thrust-to-power ratio increases with translational speed. Nevertheless, other
constraints related to power and drag exist that explain why real fish or fish-inspired robotics
shouldn’t (and don’t) simply swim as quickly as possible. Even though a swimmer can generate
more thrust per unit power at high speeds, the power demands necessary to maintain high speeds
likely exceed the swimmer’s capability.
While the RL in this experiment successfully finds optimal tailbeat frequencies, it proves
less adept at finding optimal roll amplitudes. Again, this failure likely occurs because the RL’s
reward function depends more strongly on frequency than roll amplitude. This dependence
disparity suggests that, in learning problems with multiple parameters, the reward function
should depend similarly on all parameters to improve convergence. Another solution that

50

doesn’t require altering the learning problem is to simply lengthen the experiment by adding
more episodes. During a longer experiment, the agent can learn parameters in sequence, first
learning those with strong reward dependence and then moving on to ones with weaker
dependence. A similar solution that also lengthens the experiment is to increase the number of
rollouts in each episode. More rollouts should yield a better approximation of the gradient of the
agent’s expected reward, so the agent has better information to use when selecting new
parameters between episodes.
Looking forward, the RL used in this experiment is flexible and offers many avenues for
future work. For instance, altering the reward function—just a single line of code—allows the
RL to optimize metrics other than efficiency. Furthermore, adding, removing, or changing the
learning parameters of the problem can alter the form of the swimming pattern learned by the
agent. Consequently, additional experiments could explore the relationship between efficiency
and other swimming pattern parameters such as yaw amplitude, phase between roll and yaw, and
even the overall shape of the periodic waveform (e.g. a triangular wave instead of a sinusoidal
one). Along the same lines, RL can easily extend to robots with more degrees of freedom. From
the software point of view, adding degrees of freedom is equivalent to adding learning
parameters. Therefore, with the right hardware and a few adaptations, the RL from this
experiment could learn more complicated locomotive strategies, such as those that involve fullbody undulations or coordinated motion of multiple fins.
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