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Abstract

The task of analyzing and grading the content of student writing presents many challenges and

questions. We present some of those questions here and discuss rigorous and objective methods

to answer them. We discuss the task of grading student-written summaries and introduce the

pyramid annotation method to perform this task, as well as the PyrEval algorithm that automates

it. We also discuss the efficacy of applying this method to tasks that are not strictly summaries.

We consider the task of determining the level of agreement among multiple graders and introduce

Krippendorff’s alpha, a metric that quantifies this agreement. Finally, we consider the task of

constructing vectors that encode word meanings and discuss and compare two algorithms that

accomplish this task in different ways to ultimately determine which is better suited for the task of

grading student summaries.
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Chapter 1

Introduction
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The task of assessing student writing may seem nebulous and subjective when first encountered.

It is an open-ended question: there are many different criteria to assess, many rubrics that can be

used, and many ambiguous decisions to be made. We will focus specifically on assessing the

content of a piece of student writing. As we read through a paper, we consider the ideas that are

presented. Are the important ideas present? Are any missing? Is all of the information relevant?

By answering these questions, we can determine the quality of the paper we are reading. This

framework is especially well-suited to grading source-based summaries written by students, as

the distinction between important and irrelevant information is standardized. In the literature on

reading comprehension and summarization in the psychology of education, it is standard to define

a summary as stating the important content contained in the source readings [1, 2].

This thesis considers various questions in the realm of content analysis of student writing. How

can we make the process of discovering the most important ideas in a set of summaries rigorous

and well-defined? Can we automate this process, and if so, how can we improve it? Can we apply

this process to similar tasks that aren’t strictly summaries? How can we determine if two different

people grading the same set of summaries agree with each other on their assessments?

In Chapter 2, we will consider the first two questions in our discussion of a rigorous and

well-defined manual method of summary content analysis and an algorithm created by our lab

to automate this process. In Chapter 3, we will consider the third question by applying this method

to the task of grading legal briefs. In Chapter 4, we will consider the fourth question by introducing

a metric that determines the level of agreement among graders. In Chapter 5, we will return to our

discussion of our lab’s automated summary content analysis algorithm and explore its first step,

generating representations of words, in detail.
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Chapter 2

Manual and Automated Content Analysis
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2.1 Overview of Content Analysis

The task of reading one or more sources and then writing a summary of them requires the

writer to demonstrate various skills: reading comprehension, synthesis of main ideas, and writing.

This task is often assigned to elementary through high school students, as this is when these skills

are taught and emphasized. A highly-cited meta-analysis of interventions for teaching writing to

middle school students found that writing summaries had one of the highest positive effects [3].

Improvements to writing instruction are important because the National Report Cards from the

National Center for Education Statistics from 2004 through 2017 (the latest year) consistently

report that a majority of middle school and high schools students do not write at grade level profi-

ciency [4].

Unfortunately, the task of grading student-written summaries is tedious and time-consuming,

so teachers aren’t able to assign as many summary tasks as they might like. If the task of grading

student-written summaries could be partially or fully automated, teachers could assign more sum-

mary tasks to students, students could get more practice, and teachers could get a clearer picture

of how students are improving.

In 2004, a manual method for rigorously assessing machine-generated summaries called the

pyramid method (discussed below) was developed. Since then, the process has been applied to

human-written summaries, and work has been done to automate this method (our lab developed

PyrEval, discussed below). My work pertains to testing some of the components of this method.

2.2 Pyramid Annotation

When tasked with determining how ”good” a summary is, the easiest approach is to use intu-

ition to figure out which ideas are important and which are not. While this intuition-based method

works, it is subjective, and we seek a more rigorous, objective, and replicable method of identify-

ing important ideas. We will discuss one such method, the pyramid method, in detail [5]. Suppose
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we have a set of summaries that we know are good. These summaries could be written by teachers

or teaching assistants, or they could be summaries from previous years that received high grades.

We call this set of summaries the reference summaries.

Now let us consider a single reference summary. A summary is simply a collection of ideas that

should all pertain to the source material, and each sentence in the reference summary is composed

of one or more ideas. For example, the sentence ”He stopped at the bank” contains one idea,

whereas the sentence ”He stopped at the bank before he went to the gas station” contains two

distinct ideas. Using this approach, we can decompose each reference summary into its component

ideas.

Now that each reference summary has been decomposed into its component ideas, the next step

is to match equivalent ideas from different summaries. For example, if one reference summary has

the idea ”He stopped at the bank”, and another reference summary has the idea ”John stopped at

the bank” (assuming John is the ”he” from the first idea), we can match these two ideas together

since they say the same thing. We call these matchings summary content units, or SCUs, and we

call the component ideas contributors. Once we’ve matched together all of the appropriate ideas

and created the SCUs, we find that relatively few SCUs have many contributors (these are the ideas

that appear in the most summaries and are thus most important), and relatively many SCUs have

few contributors (these are the less-important or irrelevant ideas). This structure, with the many

low-weight SCUs at the base and the few high-weight SCUs at the top, resembles the pyramid

from which this method takes its name.

Now, given a student-written summary that we want to grade, which we call an evaluation

summary, we can proceed in much the same way. We decompose the evaluation summary into its

component ideas and then match those ideas to the SCUs in our pyramid. To determine whether an

evaluation summary is good, we can assign it a quality score by simply weighting each matched

SCU by its frequency in the pyramid. The greater the proportion of high-weight SCUs (important

ideas) out of all of the SCUs in the evaluation summary, the higher the quality score will be. The

process described above is rigorous and objective, and allows the definition of a ”good” summary
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to emerge from the reference summaries. There has been much previous work that evaluates how

many reference summaries are needed for confidence in the scores, and how reliable the annotation

method is [5, 6].

In order to carry out this annotation manually, an annotation tool called DucView was devel-

oped. It was originally developed around 2004 or 2005 at Columbia University, but the source

code was lost. Our lab decompiled the executable to get a partial copy of the source code, restored

the rest, and added some improvements [7]. DucView allows us to build a pyramid from a set of

reference summaries and then apply the pyramid to evaluation summaries. It aids with keeping

track of matched SCUs and computing scores.

First, to create the pyramid, the reference summaries are loaded into DucView. The reference

summaries are on the left and the SCUs are on the right. To create a new SCU, the user selects some

text in a reference summary and clicks the New SCU button. To add a new contributor to the SCU

(a matched SCU from another reference summary), the user clicks on the SCU in the list on the

right, then highlights the text in the reference summary, and then clicks the Add Contributor button.

This process is repeated until (almost) all of the content of the reference summaries is included in

an SCU. At this point, the user can click this Order button to order the SCUs by weight. The

SCUs with the highest weight (the most important ideas) will move to the top of the list. The user

can quickly verify that the most important ideas are, indeed, there. A sample pyramid loaded in

DucView is shown in Figure 2.1.
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Figure 2.1: A pyramid loaded in DucView

Next, to apply the pyramid to an evaluation summary, the evaluation summary is loaded into

DucView. The user interface changes such that the evaluation summary text is on the left, the

reference summary text is on the right, and the pyramid SCUs are in the middle. Now, the user

highlights each SCU in the evaluation summary, finds the corresponding pyramid SCU in the

middle, and clicks the Add Contributor button. If an SCU in the evaluation summary is not present

in the pyramid, the SCU is added to the All non-matching SCUs go here option at the bottom of

the list (not pictured). This process is repeated until (almost) all of the content of the evaluation

summary has been matched to a pyramid SCU (or the non-matching option). A scored evaluation

summary in DucView is shown in Figure 2.2.
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Figure 2.2: An evaluation summary being scored in DucView

Once this process is done, DucView can display the scores for the evaluation summary, as is

shown in Figure 2.3. DucView displays three scores: a quality score, a coverage score, and a

comprehensive score. The quality score reflects the quality of the SCUs present in the evaluation

summary by dividing the total weight of the SCUs by the maximum possible weight for the given

number of SCUs. In the screenshot above, the evaluation summary has two SCUs (it is very short)

with a total weight of 9. The maximum possible weight of two SCUs in this pyramid is 10, so

the quality score is 9
10

= 0.9. The coverage score measures how many of the important ideas the

evaluation summary contains compared to the reference summaries. In this case, the evaluation

summary has a total weight of 9. The average reference summary has 15 SCUs, and the maximum

possible weight of 15 SCUs in this pyramid is 59. Thus, the coverage score is 9
59

= 0.1525. Finally,

the comprehensive score computes the harmonic mean of the quality and coverage scores to give

an overall score for the evaluation summary. In this particular example, the evaluation summary

got a high quality score because it includes two very high-weight SCUs and no low-weight SCUs,
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but it got a very low coverage score because of how short it was. Thus, the comprehensive score

was low, indicating that this is a low-quality summary.

Figure 2.3: The scores for an evaluation (peer) summary in DucView

2.3 PyrEval

As long as the annotator is well-trained and creates a good pyramid and applies it correctly,

the pyramid annotation method described above can be used manually to systematically grade

summaries. However, the process of building a pyramid and applying it to each summary is long

and tedious, so we would like to automate it. Our lab has created an algorithm called PyrEval to

do just that. An architecture diagram of PyrEval is shown in Figure 2.4.
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Figure 2.4: The architecture of PyrEval

PyrEval first puts the reference and evaluation summaries through a decomposition parser,

which splits up sentences into logical segments. These segments are then represented as seman-

tic vectors (discussed in chapter 6). The reference summary semantic vectors are run through

the EDUA (Emergent Discovery of Units of Attraction) algorithm, which constructs the optimal

pyramid (the pyramid where the semantic vectors of the reference summaries best match up) [8].

The pyramid and the evaluation summary semantic vectors are run through the WMIN (Weighted

Minimum) algorithm, which finds the optimal match of evaluation summary semantic vectors to

the pyramid. Finally, the scores discussed above can be computed [8].

In this chapter, we have discussed the pyramid annotation method of summary content analy-

sis. This method to evaluate source-based summaries has been widely used in the field of Natural

Language Processing and is beginning to be evaluated for education. To that end, Chapter 3 con-

siders the application of the pyramid method to a novel corpus of legal briefs. We also discussed

PyrEval, an algorithm developed by our lab to automate the pyramid method. The performance of

this automated method is determined in part by the performance of each module in the pipeline, so

in Chapter 5, we consider the semantic vector representation module and contribute to a rigorous
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comparison of two different methods for creating these vectors.
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Chapter 3

Annotation Efforts (Pilot Legal Briefs)
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3.1 Description of the Corpus

The Pilot Legal Briefs Corpus is a novel corpus consisting of legal briefs written by entering law

students taking a bridge course to prepare for further study. The course is taught by Dorie Evensen,

professor emerita of education and 25-year member of the Penn State College of Education faculty.

Evensen has been developing the intervention over several years, and has found it to have high

positive impact on students’ success in law school.

Throughout the course, students were tasked with writing legal briefs for various legal cases.

A legal brief contains multiple sections (Identification of Case, Procedural History, Facts, Issue

(or Question Presented), Rule, Reasoning, Holding, and Disposition), but we focused only on the

Reasoning section as it is essentially a summary of the case and is thus most applicable to our

research. Although the Pyramid method was not intended for legal briefs, our goal was to test

whether it could provide support to facilitate the current manual assessment of students’ legal

briefs.

The corpus is made up of legal briefs written about two cases. For each case, we have a set of

reference summaries written by teaching assistants that Dorie trained to help administer the course,

and a set of evaluation summaries written by students. The first case, Rico v. All Phase, Supreme

Court of R.I. (1996), has five reference summaries and five evaluation summaries that were written

in the summer of 2018. The second case, Fisher v. Carrousel Motor Hotel, Inc., Supreme Court of

Texas (1967), has five reference summaries and 42 evaluation summaries that were written in the

summer of 2019 when the intervention was more developed.

3.2 Rico v. All Phase

This case came about when Rico, an employee of All Phase, was injured walking into the

building. All Phase’s defense invokes the going-and-coming rule, which protects employers from

legal action as a result of an employee being injured on their way to or from work. Rico contends
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that because she was injured on company property, walking from the employee parking lot that she

was required to park in to the door she was required to enter, the going-and-coming rule does not

apply. The Supreme Court of Rhode Island concluded that because there existed ”a nexus or causal

connection between the injury and the employment,” the going-and-coming rule did not apply, and

thus ruled in Rico’s favor.

The pyramid that I constructed contains four SCUs of weight 5, six SCUs of weight 4, five

SCUs of weight 3, four SCUs of weight 2, and twenty-one SCUs of weight 1, for a total of 40

SCUs. The four SCUs of weight 5 discuss the three criteria necessary for an exemption from

the going-and-coming rule. As this is the crux of the case, any good summary must include this

information, thus justifying the high weights. The SCUs of weight 1 were largely specific details

that did not belong in a short summary.

Statistics for the five evaluation summaries are provided in the table below.

# SCUs Quality Score Coverage Score Comprehensive Score
#1 4 0.5000 0.1695 0.2532
#2 21 0.5294 0.6102 0.5669
#3 17 0.3492 0.3729 0.3607
#4 23 0.6714 0.7966 0.7287
#5 12 0.5600 0.4746 0.5138

Table 3.1: Statistics for the evaluation summaries for Rico v. All Phase

Summary #4, which received the highest score, is qualitatively a decent summary. It explains

the three criteria necessary for an exception to the going-and-coming rule and then applies those

criteria to case, providing specific details. This summary contains all of the SCUs of weight 5, as

well as many of weight 4 and 3. However, this summary also contains 10 SCUs that did not match

an SCU in the pyramid (less-important or irrelevant details). Part of that includes the paragraph

at the end of the summary that explains the going-and-coming rule, which no reference summary

did. All in all, this summary hits on the major points, but also provides many irrelevant details. A

comprehensive score of 0.7287 is reasonable, if a bit high.

Summary #1, which received the lowest score, is qualitatively a very bad summary. It is only
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two sentences long and does not explain the criteria necessary for an exception to the going-and-

coming rule. The summary contains one SCU of weight 5, one of weight 4, one of weight 1, and

one that is not in the pyramid. This explains why the quality score is decent: two of the four SCUs

are high-weight. However, the short length of the summary is taken into account by the coverage

score, and thus the comprehensive score is low. Given this information, a comprehensive score

of 0.2532 is reasonable. It is also worth noting that this summary is riddled with spelling and

grammar issues. This should definitely be flagged for the instructor to look at, and should possibly

result in the deduction of points, but the pyramid annotation method in its pure form does not have

any provision to handle this.

3.3 Fisher v. Carrousel Motor Hotel, Inc.

This case came about when Fisher, a Black engineer who was dining at the Carrousel Motor

Hotel, had his buffet plate snatched and had racially-charged messaged shouted at him by an em-

ployee of the hotel. The Supreme Court of Texas found that although Fisher wasn’t touched, the

grabbing of a personal item (the plate) and the shouting constituted a battery. The Court thus ruled

in Fisher’s favor.

The pyramid that I constructed contains one SCU of weight 5, four SCUs of weight 4, nine

SCUs of weight 3, eight SCUs of weight 2, and twenty-five SCUs of weight 1, for a total of 47

SCUs. The SCUs of weights four and five establish the definition of battery, which is the crux

of the case, and include the various laws that were cited when defining battery and making the

decision. The SCUs of weight 1 include specific details about the circumstances of the event and

specific information about the definition of battery that isn’t necessary in a short summary.

Although this corpus contains 42 evaluation summaries, I only annotated half of them, as an-

other member of the lab annotated the other half. Statistics for the 21 evaluation summaries that I

annotated are provided in the table below.
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# SCUs Quality Score Coverage Score Comprehensive Score
#1 11 0.3947 0.2885 0.3333
#2 7 0.2692 0.1346 0.1795
#3 4 0.4706 0.1538 0.2319
#4 6 0.8261 0.3654 0.5067
#5 4 0.4706 0.1538 0.2319
#6 10 0.4286 0.2885 0.3448
#7 12 0.2683 0.2115 0.2366
#8 6 0.3043 0.1346 0.1867
#9 8 0.4483 0.2500 0.3210

#10 10 0.1143 0.0769 0.0920
#11 16 0.5400 0.5192 0.5294
#12 17 0.4808 0.4808 0.4808
#13 15 0.2500 0.2308 0.2400
#14 9 0.5000 0.3077 0.3810
#15 10 0.3429 0.2308 0.2759
#16 13 0.6136 0.5192 0.5625
#17 22 0.4590 0.5385 0.4956
#18 8 0.4138 0.2308 0.2963
#19 8 0.3793 0.2115 0.2716
#20 4 0.1176 0.0385 0.0580
#21 4 0.2941 0.0962 0.1449

Table 3.2: Statistics for the evaluation summaries for Fisher v. Carrousel Motor Hotel, Inc.

Summary #16, which received the highest score, is qualitatively a decent summary. With 13

SCUs, less than the average of 17 SCUs per reference summary, this summary explains each of the

laws that were used in the decision and how those laws are relevant to the case at hand. However,

this summary also included some SCUs that were not found in the pyramid. The comprehensive

score of 0.5625 is reasonable, if a bit low.

The majority of the summaries received low scores. Many of them were very short, and thus

couldn’t cover the high-weight SCUs. Other low-scoring summaries have a decent number of

SCUs but are off-topic. For example, summary #10 almost exclusively defines battery, and only

makes a weak connection to the case at hand at the very end.

This novel corpus provides two key insights. First, by studying the pyramids, we have seen that

the high-weight SCUs all correspond to important ideas while the low-weight SCUs correspond



17

to less-important or irrelevant information, thus validating the emergent nature of the pyramid

annotation method discussed earlier; and second, the positive correlation between comprehensive

scores and qualitative assessment indicates that the pyramid annotation method can be applied to

tasks other than pure summaries.

We did not expect a high correlation of the pyramid scores with the scores assigned during

Evensen’s course because legal writing is so different from summaries. In particular, we expected

specific names, dates and locations to be important in legal reasoning, and correctness of this

kind of specific information is not handled in the pyramid method or by the automated method.

However, the correlation of the manual pyramid scores with the students ratings on the legal briefs

(10 point scale) was a very reasonable 0.53. This is higher than we had expected given that these are

not summaries. The pyramid method and PyrEval did particularly well at definition-like statements

(e.g. what constitutes battery). In conclusion, PyrEval provides a promising initial step towards

automated analysis of legal writing. Exploration of ways to work further with Dorie Evensen is

currently underway.
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Chapter 4

Inter-annotator Agreement
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4.1 Overview of Inter-annotator Agreement

In Chapter 2, we discussed pyramid annotation, which involves building a pyramid of summary

content units (SCUs) from reference summaries and then applying the pyramid to evaluation sum-

maries. Suppose two different people create pyramids for the same set of reference summaries.

These pyramids almost certainly will not be identical; they could differ simply on the inclusion of

filler words like ”and” in one SCU or another, or in more fundamental ways. Now suppose that

two different people apply the same pyramid to the same summary (we call this a peer annotation).

Again, these applications will most likely be different, if only subtly.

While the pyramids or annotations won’t be identical, there should be some level of agreement

between them; that is, the annotators should roughly agree on what the most important ideas are

in the reference summaries and which of these ideas are present in the evaluation summary. This

is precisely the issue that inter-annotator agreement addresses. In a general sense, inter-annotator

agreement measures the extent to which two or more people (which we call coders) agree on

assigning values to multiple items. For our specific application to pyramids, the coders are the

people who build the pyramids, the items are the words in the reference summary corpus, and

the value for a given word is the set of other words that appear in the same SCU. In this chapter,

we will look at one measure of inter-annotated agreement called Krippendorff’s alpha and how to

apply it to pyramids.

4.2 Krippendorff’s Alpha

One well-known measure of inter-annotator agreement is Krippendorff’s alpha [9, 10]. The

general form is

α = 1− Do

De

where Do represents the observed disagreement between the coders and De represents the ex-
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pected disagreement due to chance. α ranges from− inf to 1, where 1 indicates perfect agreement,

0 indicates that the level of agreement is the same as if the coders made their decisions randomly,

and a value less than 0 indicates systematic disagreement beyond chance.

In order to demonstrate how to calculate Krippendorff’s alpha, we will use an example for the

rest of this section [11]. The sample corpus, which contains three short reference summaries, is

presented in Table 4.1. Two sample pyramids are presented in Tables 4.2 and 4.3.

Reference
Summary
Number

Reference Summary

#1 Plaid Cymru, which is the Welsh nationalist party, stepped up its cam-
paign for equal rights to Welsh self-determination, demanding equal con-
stitutional treatment with Northern Ireland, and Scotland.

#2 The Welsh nationalist party, known as Plaid Cymru, argues for complete
separation from the rest of Great Britain.

#3 Those who speak the language support Plaid Cymru, the Welsh nationalist
party whose policy is to for an independent Wales within the EU.

Table 4.1: A sample corpus consisting of three reference summaries
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SCU Description Contributors
Plaid Cymru is the Welsh na-
tionalist party 1. Plaid Cymru, which is the Welsh nationalist party,

2. The Welsh nationalist party, known as Plaid Cymru,

3. Those who speak the language support Plaid Cymru,
the Welsh nationalist party

Plaid Cymru wants a com-
pletely independent Wales 1. stepped up its campaign for equal rights to Welsh

self-determination,

2. argues for complete separation from the rest of Great
Britain.

3. whose policy is to for an independent Wales within
the EU.

Plaid Cymru demands to be
equal to Scotland and North-
ern Ireland under the consti-
tution

1. demanding equal constitutional treatment with
Northern Ireland, and Scotland.

Table 4.2: Annotator A’s pyramid
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SCU Description Contributors
Plaid Cymru is the Welsh na-
tionalist party 1. Plaid Cymru, which is the Welsh nationalist party,

2. The Welsh nationalist party, known as Plaid Cymru,

3. Plaid Cymru, the Welsh nationalist party

Plaid Cymru stands for an in-
dependent Wales as its own
country

1. stepped up its campaign for equal rights to Welsh
self-determination, demanding equal constitutional
treatment with Northern Ireland, and Scotland.

2. argues for complete separation from the rest of Great
Britain.

3. whose policy is to for an independent Wales within
the EU.

Plaid Cymru is for Welsh
speakers 1. Those who speak the language support

Table 4.3: Annotator B’s pyramid

Qualitatively, there seems to be a moderate level of agreement. On the one hand, both annota-

tors agree that the two big ideas are that Plaid Cymru is the Welsh nationalist party and that Plaid

Cymru wants independence for Wales. However, the annotators disagree on the third SCU and

some of the sentence splits. We will use Krippendorff’s alpha to determine a numeric value for

this level of agreement.

In order to compute Krippendorff’s alpha for pyramids, we need to treat each occurrence of

each word as unique. For example, the word ”Plaid” appears in each of the three reference sum-

maries, so we need to treat each instance of ”Plaid” as a unique word. This is simply because for

each occurrence of a word, the annotator has to decide which SCU to put it in, so each occurrence

is a unique decision and thus should be treated separately. To handle for this, we can simply map

each word to its index in the reference summary corpus. This will ensure that every word has a

unique ID and is thus treated separately.
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The first step in computing Krippendorff’s alpha is to transform the pyramids into a so-called

reliability data matrix. This is simply a matrix whose rows represent the pyramids, whose columns

represent the words in the reference summary corpus, and whose values represent the set of words

assigned to the same SCU as the column’s word by the row’s pyramid. Our example reliability

data matrix would have two rows and 68 columns, which is far too large to show in its entirety. As

a sample, we show the first column of our reliability data matrix, which represents the first word

of the reference summary corpus (”Plaid” from reference summary #1), in Table 4.4. Each word

in prefixed by its unique ID.

1:Plaid
Pyramid #1 {2:Cymru, 3:which, 4:is, 5:the, 6:Welsh, 7:nationalist, 8:party,

28:The, 29:Welsh, 30:nationalist, 31:party, 32:known, 33:as,
34:Plaid, 35:Cymru, 46:Those, 47:who, 48:speak, 49:the, 50:lan-
guage, 51:support, 52:Plaid, 53:Cymru, 54:the, 55:Welsh, 56:nation-
alist, 57:party}

Pyramid #2 {2:Cymru, 3:which, 4:is, 5:the, 6:Welsh, 7:nationalist, 8:party,
28:The, 29:Welsh, 30:nationalist, 31:party, 32:known, 33:as,
34:Plaid, 35:Cymru, 52:Plaid, 53:Cymru, 54:the, 55:Welsh, 56:na-
tionalist, 57:party}

Table 4.4: The first column of our sample reliability data matrix

Next, we need a difference metric to compute the difference between two values (word sets)

assigned to a given word (e.g. comparing the two sets in Table 4.4, the values assigned to 1:Plaid).

A simple solution would be to use the nominal metric, which is simply defined as 1 if the values

are different and 0 if they are the same. While this is a valid difference metric, it is not suitable for

our use case. For example, the two sets in Table 4.4 would be completely different according to

the nominal metric, despite the fact that they have many elements in common.

To account for this, we instead use the MASI metric, a set similarity metric which is defined

as the product of two other set similarity metrics: the Jaccard and the monotonicity [12]. Because

MASI is a similarity metric and we need a difference metric, we simply take the complement.

Thus, for two sets A and B, Difference(A, B) = 1 − Jaccard · monotonicity. The Jaccard is

defined as the number of items in the intersection of two sets divided by the number of items in
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the union of two sets. Thus, if the two sets are identical, the Jaccard is 1, and if the two sets have

no overlap, the Jaccard is 0. We also define the Jaccard to be 0 if at least one set is empty. The

monotonicity is defined like so: if the sets are equal, the result is 1. Otherwise, if one set is a subset

of the other, the result is 2
3
. Otherwise, if there is at least one element that appears in both sets, the

result is 1
3
. Otherwise, the result is 0.

Continuing with the sets in Table 4.4, there are 21 elements in the intersection and 27 elements

in the union, so the Jaccard is 21
27

. The monotonicity is 2
3

since the sets are not equal, but Pyramid

#2’s set is a subset of Pyramid #1’s set. Thus, the difference value is 1 − 21
27
· 2
3
= 0.5185, which

captures the similarity of the sets much better than the binary of the nominal metric.

We are now ready to calculate Krippendorff’s alpha. First, we will calculate Do, the observed

disagreement:

Do =
1

wp(p− 1)

∑
w∈W

k∑
j=1

k∑
l=1

nwkjnwkldkjkl

where W is the set of word IDs, w is the number of words (w = |W |), p is the number of

pyramids, k is the number of distinct word sets, nwkj is the number of pyramids that assigned word

w to word set kj , and dkjki is the disagreement between word sets kj and ki.

Intuitively, we consider for each word all of the possible pairs of associated word sets and

calculate the disagreement between each pair. We sum these disagreements to get the total observed

disagreement. Note that because j and l both go from 1 to k, every pair of word sets is counted

twice (i.e. for two word sets A and B we consider both the pair (A, B) and the pair (B, A)). Note

also the j and l can be the same, in which case dkjkl would be 0. In our example above, W =

{1:Plaid, 2:Cymru, 3:which, 4:is, ...}, w = 68, and p = 2. The calculation is too long to show here,

but we find that

Do =
1

136
[2 · 0.5185 + · · · ] = 0.5669

Next, we will calculate De, the expected disagreement:
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De =
1

wp(wp− 1)

k∑
j=1

k∑
l=1

nkjnkldkjkl

where the variables are the same as in Do and nkj is the total number of words assigned by

all pyramids to word set kj . Intuitively, for every pair of word sets among all of the pyramids,

the difference between the words sets is calculated and these differences are summed. Again, the

calculation is too long to show here, but we find that

De =
1

18, 360
[· · · ] = 0.8652

Finally, we can plug Do and De into the Krippendorff’s alpha equation:

α = 1− Do

De

= 1− 0.5669

0.8652
= 0.3448

The α value for our example indicates a moderate level of agreement, which is what we ex-

pected. While there were some similarities between the pyramids, the disagreement on the third

SCU and the different sentence splits brought down the level of agreement considerably.

4.3 Application to Pilot Legal Briefs

I implemented the algorithm described above in a Python script called pyrely. The script ac-

cepts two or more pyramids as input and computes their Krippendorff’s alpha value as described

above. I then used pyrely to compute the inter-annotator agreement between two pyramids con-

structed from the Rico v. All Phase part of the Pilot Legals Briefs corpus. One pyramid was

constructed by me and the other was constructed by another student in the lab. The result was

α = 0.1690, which is very low.

One hypothesis to explain this low number has to do with stop words (common words like ”a”,

”the”, ”and”, etc.). Because it is often unclear which SCU these words should go in when given

a choice, and because these words are weighted the same as more important words, perhaps these
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stop words are dragging the score down. To test this hypothesis, I modified pyrely to accept a flag

called exclude stop words that, when true, will exclude the 127 stop words included in the

NLTK stop word list [13]. Re-running pyrely on the same pyramids, we get a result of α = 0.1961,

a moderate improvement, but still low.

We believe that the explanation for these low numbers has to do with the guidelines that the

annotators followed. Typical guidelines call for annotators to include (almost) all words in an SCU

and to not reuse words (e.g. in the phrase ”He ate and drank”, one may be tempted to assign the

”he” to both ”ate” and ”drank”), but the annotators did not follow these guidelines as closely as

in other cases [11]. To this point, we found that out of 886 total words, 107 words (12%) were

annotated by one annotator and not the other, and 17 words were repeated. For the repeated words,

we randomly pick one SCU to use as its value, so there is a 50/50 chance that the SCU chosen gives

the word a suboptimal value. To ensure that the cause of the low score is the pyramids, and not

pyrely itself, we ran pyrely on two pyramids where the annotators followed the guidelines much

closer and got an alpha of 0.5761, which is much more reasonable.
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Chapter 5

Experiments to Compare Word Vectors,

Human Summaries
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5.1 Vector Representation of Words

In order to perform interesting tasks in the field of Natural Language Processing, computers

must have a meaningful way to represent and understand words. Human comprehension of lan-

guage, which links words to real-life objects or past experiences, doesn’t work for computers.

Numerous methods have been proposed, such as creating explicit hierarchies of concepts, or re-

lying on distributional semantics. The latter is very useful because it is grounded in math, and

because it provides an intuitive way to represent closeness of meaning. In distributional semantics,

an n-dimensional vector is constructed for each word such that the vectors of related words are

close together, and the vectors of unrelated words are farther apart. Thus, determining the relat-

edness of two words boils down to computing the distance between two vectors. We define the

distance between two vectors as their cosine similarity, which is simply the cosine of the angle

between them. By the Euclidean dot product formula:

A · B = ||A|| ||B|| cos θ

=⇒ cos θ =
A · B
||A|| ||B||

The dot product in the numerator can be evaluated by pairwise multiplying the elements of

A and B and summing the results. The magnitudes ||A|| and ||B|| in the denominator can be

calculated by squaring each element of the corresponding vector, summing these squares, and then

taking the square root of the result. Thus, we have

cos θ =

∑n
i=1AiBi√∑n

i=1A
2
i

√∑n
i=1B

2
i

Given the above formula, cosine similarity is trivial for a computer to calculate. The value of

cos θ will be between -1 and 1 inclusive with a value close to 1 indicating that the words in question

are similar in meaning because their vectors lie close together in n-dimensional space. We cannot

draw conclusions from a value that is not close to 1 as it implies too much noise. However, if two
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words have a cosine similarity close to 1, then we can say with a high degree of confidence that

the words do, indeed, have similar meanings.

To generate vectors that conform to the property described above, we can imagine an algorithm

that takes a corpus and trains on the relations of words within that corpus. If two words appear

in the same context (to be discussed shortly), this is an indication that they are related. The more

similar contexts that two words appear in, the more related those words are, and thus the closer to

two word vectors should be. For my thesis, I looked at two different algorithms that accomplish

the task described above with two different notions of context.

5.2 WTMF and GloVe

The first algorithm, Weighted Textual Matrix Factorization (WTMF), was created by Weiwei

Guo at Columbia University in 2012 [14, 15]. This algorithm uses sentences as its contexts, so

the context for a given word is the other words that appear in the same sentence. The algorithm

takes as input a corpus with each sentence on its own line and passes it through a pre-processing

pipeline (discussed below) that transforms it into a matrix. This matrix is then passed to the OrMF

(Orthogonal Matrix Factorization) algorithm, a matrix reduction algorithm similar to SVD. The

simplified matrix that we get from OrMF is our finished model.

The WTMF pipeline consists of the following steps, each implemented as a Perl script:

1. The raw corpus is passed through a tokenizer that normalizes the corpus by, among other

things, expanding contractions (e.g. ”won’t”→ ”will not”) and separating punctuation from

words.

2. The tokens are passed to a stemmer that normalizes words by converting them to their stems

(e.g. ”nation”, ”national”, ”nationalize”, etc. all have the same stem ”nation”).

3. All tokens that contain a non-letter character are dropped as we are only interested in con-

sidering words.
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4. Infrequent words (i.e. words whose frequencies do not meet a threshold (which defaults to

2)) are dropped as we would not be able to get good vector representations of these words

with such little data.

5. Each word is converted to a unique index, and this index is shared by all instances of the

word (unlike in Chapter 4). This is because our goal is to ”define” a word by the other words

that appear in the same contexts, so we want to consider all contexts when defining a word.

6. A tf-idf (term frequency-inverse document frequency) value is calculated for each word.

tf-idf is the product of two values: term frequency (the number of times a word appears

in a document) and inverse document frequency (log N
M

where N is the total number of

sentences in the corpus and M is the number of sentences in the corpus that contain the

given word). Words that appear many times in a given sentence receive a higher value

from the term frequency component, but words that appear in many sentences (e.g. ”the”,

”is”, ”and”, etc.) receive a lower value from the inverse document frequency component

because they are not characteristic of any specific sentence. Thus, tf-idf roughly measures

how characteristic a given word is of a given sentence. The result of this algorithm is a

matrix whose rows represent the unique words in the corpus, whose columns represent the

sentences in the corpus, and whose values represent the tf-idf value for the row’s word in the

column’s sentence.

7. The tf-idf matrix is converted to the Matlab sparse matrix format to be used by OrMF, which

is written in Matlab.

The original version of OrMF was implemented in Matlab, but it is unable to handle large

corpora due to memory constraints. Thus, an effort was undertaken by Yanjun Gao to re-implement

OrMF to C++. I helped finish re-implementation by having Matlab generate the random matrix

used in the algorithm since Matlab’s random number generator is different than C++’s and it was

causing the results to be incorrect. I trained two models, one with the Matlab implementation and
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the other with the C++ implementation, and confirmed that both models were functionally identical

(i.e. they gave the same results in a test).

WTMF comes bundled with a corpus consisting of definitional sentences. Each line in the

corpus consists of a word, a definition, and in many cases, one or more example sentences. We

believe that this corpus is a best case scenario for two reasons: first, every word contributes to

the definition of its line’s word, so all words on a given line are directly related in this sense; and

second, WTMF uses local (sentence) contexts, so having all relevant words appear on the same

line as opposed to interspersed throughout the document supports this method.

The other algorithm, Global Vectors for Word Representation (GloVe), was created by the

Stanford NLP Group in 2014 [16]. The primary intuition behind GloVe is that ratios of word-word

co-occurrences can encode meaning [17]. For example, consider the probabilities in Figure 5.1.

Looking at the probability of a word (e.g. solid) given another word (e.g. ice) does not tell us

much, as all of these values are very small. However, we can derive information by looking at

ratios of probabilities. In the last row, we can see that the ratios involving k = water and k =

fashion are close to 1, implying that there is not a strong link between those words and the words

ice and steam. However, the ratio for k = solid is much greater than one, meaning that solid co-

occurs with ice much more often than with steam (which makes sense, given that ice is a solid and

steam is not). By the same logic, the ratio for k = gas, which is much less than 1, means that gas

co-occurs with steam much more often than with ice. Again, this make sense given that steam is a

gas and ice is not.

Figure 5.1: An example table of word-word co-occurrences from GloVe [17]

Another primary feature of GloVe is its ability to capture linear substructures that exist among

words. For example, the relation between slow, slower, and slowest is similar to the relation
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between short, shorter, and shortest. GloVe captures these relationships in the placement of its

vectors in space, as shown in Figure 5.2.

Figure 5.2: An example of how GloVe’s vectors capture linear substructures [17]

GloVe treats the corpus as a single line and uses a sliding window of configurable size to

generate the contexts. For example, given a corpus ”the boy and the ball” and a sliding window

size of 3, the following contexts would be generated: [”the boy and”, ”boy and the”, ”and the

ball”]. GloVe computes a word-word co-occurrence matrix for a corpus by considering all word-

word co-occurrences within each sliding window. GloVe does not come with a pre-processing

pipeline, so we used steps 1-4 of the WTMF pipeline (tokenizer, stemmer, removing words with

non-letter characters, and removing infrequent words).

As discussed in Section 2.2, creating vector representations of the words in the reference and

evaluation summaries is the first step of the PyrEval algorithm. Thus, if we’re able to improve the

vector representation, we can expect it to have a sizable impact on the final result. Because WTMF

and GloVe perform the same task but in different ways, we want to determine which algorithm is

better so that we can use the best algorithm and get the best possible result.
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5.3 Comparison

Early experiments seemed to indicate that WTMF performed better than GloVe, but it was

unclear how much of that could be attributed to the corpus (WTMF uses definitional sentences

whereas GloVe uses news articles), the pre-processing pipeline, the type of context (sentence-based

or window-based), or the algorithms themselves. In order to perform a head-to-head comparison of

WTMF and GloVe, both algorithms need to use the same corpus, the same pre-processing pipeline,

and be able to work with both types of contexts (sentence-based and window-based).

GloVe is window-based, so to use standard GloVe, we simply pass the corpus as a single line.

Modifying GloVe to be sentence-based was very simple and didn’t require any code modifications.

GloVe already treats newlines as context boundaries, so we can simply pass GloVe a corpus that

has one sentence per line. We set GloVe’s window size to the length of the longest line in the

corpus to ensure that each context corresponds to one entire sentence.

WTMF is sentence-based, so to use standard WTMF, we pass the corpus as a multi-line doc-

ument, where each line is one sentence. Modifying WTMF to be window-based was trickier. I

rewrote the term frequency-inverse document frequency (tf-idf) Perl script in Python, adding sup-

port for window-based contexts. The script has a window mode flag which controls whether the

script should use sentence-based contexts or window-based contexts. If the window mode flag is

set to False, the script will behave exactly like its Perl counterpart. If the window mode flag

is set to True, the corpus is read in as a single line and a tf-idf document is generated for each

sliding window.

Now, with both algorithms able to work with both types of contexts, I trained a model for

each of the four combinations {WTMF, GloVe} × {Sentence-based, Window-based} using the

definitional sentences corpus. The window size, where applicable, was set to 5. The model was

then run on STS 2012-2014, a collection of benchmark datasets for semantic similarity tasks, to

determine a Pearson correlation with the gold standard. The results are reported in Table 5.1.
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WTMF Sentence WTMF Window GloVe Window GloVe Sentence
sts12 0.7258 0.6851 0.6699 0.6686
sts13 0.7405 0.6901 0.6421 0.6457
sts14 0.7187 0.7012 0.5872 0.6036

Table 5.1: WTMF and GloVe trained both ways on the definitional sentences corpus

From this data, we can draw a few conclusions. First, it appears that WTMF is superior to

GloVe, consistently scoring higher regardless of context type. Next, it appears that context type

has a noticeable effect on WTMF, with the default sentence-based contexts working better than the

modified window-based contexts. However, it appears that GloVe is not affected by context type,

but using a window size of 15 yields a noticeable difference, as shown in Table 5.2.

GloVe Original (Window (size=15)) Modified (Sentence)
sts12 0.6982 0.6686
sts13 0.6634 0.6457
sts14 0.6238 0.6036

Table 5.2: GloVe trained both ways on the definitional sentences corpus with a window size of 15
(where applicable)

Based on this data, it appears that each algorithm works best using its original context type,

which makes sense given that the algorithms were designed with their respective context types in

mind. It is also clear that window size has an effect on model performance. Given that GloVe is

based on word-word co-occurrences, a small window size (e.g. 5 as in Table 5.1) would severely

limit the number of co-occurrences for each word, thus impacting the model’s efficacy. Future

work can further investigate the effect of window size on model performance. It also remains to be

seen how the algorithms perform on other corpora.

Overall, it appears that WTMF performs better than GloVe for our task. This makes sense:

while GloVe focuses on word-word co-occurrences, WTMF focuses on representing short phrases,

which is better suited to the task of analyzing summaries.
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Chapter 6

Conclusion
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In the preceding chapters, we have considered the task of grading the content of student writing,

and the issues that stem from it. We have shown various processes, both manual and automated,

for completing this task and assessing the results.

In Chapter 2, we made the process of grading student summaries objective and rigorous by

introducing the pyramid annotation method. In our discussion of the pyramid method, we showed

how it allows the most important ideas to emerge from a set of reference summaries. We also

discussed the steps of the method in detail and showed how any sufficiently-trained annotator

could perform it on their own corpus. Finally, we discussed PyrEval, an algorithm created by our

lab that automates this process.

In Chapter 3, we considered the efficacy of applying the pyramid annotation method to a corpus

of legal briefs, which are not strictly summaries. We found that the pyramid method works well

for the Reasoning section of the legal briefs, as this section is closest to a summary. We found the

correlation of our results with the scores assigned by the original grader to be higher than expected,

thus supporting our hypothesis that the pyramid method can be applied to a broader range of tasks.

In Chapter 4, we considered the problem of determining the level of agreement between pyra-

mids constructed by two or more annotators. We introduced Krippendorff’s alpha, a well-known

agreement metric, and showed how to apply it to our pyramid task. We also applied this metric to

a pair of pyramids constructed from the legal briefs corpus.

In Chapter 5, we returned to our discussion of PyrEval and considered the task of generating

vector representations of words. We discussed two algorithms, WTMF and GloVe, that accomplish

this task in different ways. Then, we put the algorithms to the test in a head-to-head comparison

and found that WTMF is better-suited to the summary task.

All of this work ties directly into the task of content analysis of student writing, thus showing

how complex this topic is. Putting together all of the facets we have discussed, we have shown that

many of the seemingly nebulous questions we proposed can, in fact, be answered rigorously, and

that many of these rigorous methods can be automated.
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