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ABSTRACT
Treatment of Parkinson’s Disease (PD) via deep brain stimulation (DBS) has gained much
attention in recent years. The treatment uses a surgically implanted electrode to excite selected areas of a
patient’s brain with electronic stimulation, often yielding drastic improvements in PD symptoms. The
method of stimulation is a simple one; the patient’s subthalamic nucleus (STN) or internal segment of the
globus pallidus (GPi) is subjected to a constant barrage of high frequency pulses, warranting continuous
spiking activity of the area. Until this point, no other method of stimulation has been shown to work in
practice.
This work examines the possibility of using a less constant, more energy-efficient stimulation
pattern, wherein the stimulation waveform is not simply pre-programmed for all time; it is calculated
continuously through use of model-based feedback control. Specifically, a computational model of a
neuronal network that plays a key role in the emergence of PD symptoms is employed to simulate the
activity of the brain under the influence of feedback-controlled stimulation. Two control strategies are
developed, and the results of each are presented and discussed. Important aspects pertaining to general
simulation-based neuronal control that arise throughout the research are also commented on.
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1. Introduction
Most of medical science has approached the treatment of neurological disease as it has
approached all others; there is perceived to be some type abnormality in a patient’s brain, due a shortage
of some chemical in the brain or blocked cellular function or some other pathological stimulus. The
problem is targeted by prescribing the patient some chemical that impinges upon the root cause of the
undesirable behavior, or by directly attacking that cause through electronic or irradiative methods. In
essence, these approaches attempt to eliminate undesirable behavior by placing some substance into the ill
patient with the expectation that, based on biological reasoning and/or experiment, the substance will
stifle the negative effects of the disease.
The method of giving a patient an approximated dosage of some curative substance and letting
the effect of that substance work itself out with the patient’s inherent neurology ignores one thing; the
human brain, and the human body in general, is a dynamic system. It is a massive conglomeration of
cells whose actions are constantly changing in response to electrical signals and chemical reactions, the
same way that the rooms of a house change temperature in response to the outdoor environment and air
conditioning systems. In some applications, it may be beneficial to try to interpret the present state of the
biological dynamic system and apply corrective action based on that interpretation. Given knowledge of
the dynamic system, medicinal inputs can be applied in response to what the system needs, allowing for
more precise, more direct targeting of undesirable behavior than when a bulk amount of medicine is
simply applied ad-hoc. The method of taking corrective action based on a dynamic characterization of a
system is the subject of model-based control.
This thesis examines one of those cases where it may be advantageous to base a neurological
disease treatment method on a dynamic characterization of the patient’s neuronal behavior. Specifically,
this paper attempts to improve current electronic stimulation methods for the treatment of Parkinson’s
disease by introducing model-based control into the stimulation routine, in place of the open-loop deep
brain stimulation methods currently in use. It is with hopes of developing a more efficient stimulation
approach for patients with surgically implanted stimulators that this work proceeds.

1.1 Parkinson’s Disease and It’s Treatment
1.1.1 The Neuroscience of Parkinson’s
Parkinson’s disease (PD) is a neurodegenerative disorder in which patients display one or more of
four main physical symptoms; resting tremor, bradykinesia (slowness of movement), muscle rigidity, and
postural instability. Secondary physical symptoms include a stooped posture (tendency to lean forward),
fatigue, speech disorders, and others. In addition, a host of non-physical symptoms may appear,
including depression, apathy, anxiety, and others (Parkinson’s Disease Foundation, 2010). For a
complete list of secondary symptoms, please consult the Parkinson’s Disease Foundation or the National
Parkinson’s Foundation, whose websites are listed in the references section.
The neurological study of PD is mainly concerned with a region of the brain called the basal
ganglia, a region important for motor control and learning. The main structures within the basal ganglia
are the striatum (St), pallidum, subthalamic nucleus (STN), and substantia nigra (SN). The pallidum can
be further broken down into the globus pallidus exterior (GPe), the globus pallidus interior (GPi), and the
1

Figure 1.1: Schematic of the basal ganglia and
associated regions of the brain (Davey, 2008).

ventral pallidum (note that the ventral pallidum is not important for the analysis considered this paper;
hence the GPe and GPi will be the structures of interest within the pallidum) (Washington University
School of Medicine, 1997). Parkinson’s disease evolves as a result of abnormalities in the interactions
among these structures. These abnormalities culminate in an improper pattern of synaptic activity being
received by the thalamus, which is the structure that relays sensorimotor information to and from the
cortex for execution of motor actions. The improper synaptic activity disrupts the thalamic neurons’
ability to reliably relay sensorimotor signals, which results in the unwanted behavior seen in PD patients.
PD originates from a loss of a large quantity (50-70% by time of death) of dopamine producing
cells in the substantia niagra (SN). These cells send dopaminergic synaptic currents to the striatum , and
when the strength of these currents dwindles as more and more cells die, the effect propagates through to
other structures in the basal ganglia, and is eventually responsible for the improper synaptic interactions
with the thalamus that lead to the emergence of the disease (Davie, 2008).

Figure 1.2: Schematic showing how basal ganglia affects motor
capabilities by first affecting the thalamus and then the cortex,
which is responsible for sending messages to motor neurons.
Retrieved from (Washington University School of Medicine,
1997).
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The alteration of the neuronal circuitry of the basal ganglia that results from the loss of cells in
the SN is depicted in a simplified manner in Fig. 1.2. The left-hand schematic shows a normally function
basal ganglia; the substantia niagra sends a normal dosage of synaptic inhibition to the striatum, which in
turn inhibits the GPe appropriately. Thus the corresponding inhibition from the GPe to the STN allows
the STN to excite both the GPe and GPi appropriately, and as a result the synaptic inhibition from the GPi
to the thalamus is proper and thalamocortical relay (TC) cells are able to relay sensorimotor inputs
properly. In the Parkinsonian case on the right, synaptic inhibition from the subtantia niagra to the
striatum is meager, which allows the striaturm to inhibit the GPe at higher than usual amounts. The GPe
then sees reduced activity, so it’s inhibition to the STN goes down. When this occurs, the STN excitatory
synapse to the GPe becomes higher than usual, now causing the GPe to see increased activity. This in
turn limits the STN, and the cycle goes on; Terman et. al (2002) showed that the GPe and STN can form
an oscillatory network, going from phases of low GPe -STN inhibition and high STN-GPe inhibition to
phases of high GPe -STN inhibition and low STN-GPe, and back again (Terman et. al 2002). All the
while this is going on, the effect propagates to the GPi, as it is both excited by the STN and inhibited by
the GPe. This causes the GPi to fire in a periodic, clustered motion as well. The thalamus sees this
clustered firing as a rhythmic, low frequency inhibition with large ON and OFF periods, which recent
computational studies (Rubin and Terman, 2004; Guo et. al, 2008) have shown to be problematic for the
function of the thalamus. It is this problematic pattern that finally corrupts the TC relay of sensorimotor
signals.

Figure 1.3: Schematic of basal ganglia synaptic interactions in
the normal case and Parkinsonian case. Retrieved from (Schiff).
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1.1.2 Treatments
1.1.2.1 Chemical Treatments

The first line of defense for Parkinson’s disease patients is usually a prescription drug called
levodopa. When taken, levodopa is modified by brain enzymes to produce dopamine, which assists in
alleviating some the problems that result from the lack of dopamine in PD patients (National Parkinson’s
Foundation, 2010). In most cases, levodopa is the most effective chemical treatment (Davie, 2008).
The effectiveness of levodopa, however, often comes at a price. Long-term use of the drug can
lead to the development of levodopa-induced dyskinesias; movement disorders wherein the patient loses
control of voluntary movements. The most common movement disorders are dystonia, in which
sustained muscle contractions induce twisting and repetitive motion, and chorea, which is characterized
by brief, irregular muscle contractions. Other types of dyskinesias have been observed as well (Kenney
and Diamond 2007). A literature survey of more than 2000 publications found levodopa induced
dyskinesias in 40% of all patients who had been using the drug for four to six years (Ahlskog, 2001).
Another study found levodopa-induced dyskinesias in up to 85% of patients with PD (Hely et. al, 2005).
Another class of drugs commonly used for treating PD are dopamine agonists. Instead of
increasing the amount of dopamine in the patient’s system, these drugs stimulate dopamine receptors in
the absence of dopamine (Davie, 2008). Thus, the effect of reduced dopaminergic synapses from the SN
to the striatum is reversed by activating additional dopamine receptors in the St. These drugs produce
patient quality of life scores similar to those of levodopa, and a lower prevalence of motor problems than
with levodopa. However, non-motor side effects such as confusion and hallucination are more prevalent,
and the overall effectiveness as judged by the Unified Parkinson’s Disease Rating Scale is generally
lower (Davie, 2008).
There are a host of other drugs used to treat PD, including Anticholinergics, Amantadine,
monoamine oxidase B inhibitors, and others. However, there is no one treatment that effectively rids
patients of PD symptoms; the best that can be done is finding a combination of drugs that alleviates
symptoms to the greatest extent. For a complete list of chemical treatments, please consult the
Parkinson’s Disease Foundation or the National Parkinson’s Foundation, whose websites are listed in the
references section.

1.1.2.2 Surgical Treatments

The first and most basic surgical treatment for PD was developed before the 1950’s. In this
procedure, called lesioning, a surgeon uses a heat probe to destroy a small patch of neurons that is seen to
be abnormally active in the patient during Parkinsonian episodes. Lesioning is generally performed in the
pallidum, though other targets include the ventral intermediate nucleus (VIM) of the thalamus and the
STN (Davie, 2008; National Parkinson’s Foundation, 2010). With the emergence of levodopa and other
treatments, lesioning has become less popular, though it has recently been seen to have potential in
treating levodopa-induced dyskinesias (Davie, 2008).
A more recent surgical treatment for PD, and the subject of this paper, is deep brain stimulation
(DBS). Approved by the Food and Drug Administration in 1997 for the VIM and 2002 for both the GPi
and STN, deep brain stimulation uses a surgically implanted electrode in the chosen area of the patient’s
brain to excite that area with high frequency (130 Hz generally) electronic pulses. An impulse generator
supplies the electronic pulses to the stimulator, and is surgically implanted under the collar bone. DBS of
4

the VIM has only been shown to reduce tremor, while DBS of both the STN and GPi have been shown to
have clinical benefits for the ailments of tremor, rigidity, bradykinesia, and gait disorder (National
Parkinson’s Foundation, 2010; Parkinson’s Disease Foundation, 2010).
The key to the effectiveness of DBS, as postulated by Rubin and Terman (2004), Guo et. al
(2007), and others, is that the high frequency stimulation forces the GPi to fire quick, tonic spikes,
effectively masking the synchronous, “ON/OFF” thalamic inhibition that is usually seen in PD. Another
study concludes that this is the case for DBS of the GPi, but in the STN, DBS simply eliminates thalamic
inhibition from the GPi, avoiding the problematic “ON/OFF” inhibitory waveform all together (Pirini et.
al, 2008).
Compared with lesioning and prescription drugs, DBS shows the most benefit for quality of life
(Deusch et. al, 2006; Weaver et. al, 2009). Combined with a traditional levodopa treatment plan, it makes
the “wearing off” period of levodopa (which increases in duration as the patient continues to rely on the
drug) seem more like the times when clinical benefits of the drug are fully felt. That being said, the
surgery is desirable for many patients, and is now covered by medicare (National Parkinson’s Foundation,
2010).
The downside to DBS is that it is a much more complicated procedure than lesioning, requiring
devices to be permanently imbedded in the patient’s body, and skilled hands to with which to do this.
The procedure presents a small chance of causing bleeding in the brain, producing a stroke, or an
infection to the brain, which may result in the entire DBS system having to be removed and re-implanted.
The stimulator device along with surgery can run a large fee, and for people not covered on a medical
plan the operation might not be realizable. DBS does not treat the underlying causes of PD or slow its
progression; like other treatments, its effect is to minimize the impact of neurodegeneration (Parkinson’s
Disease Foundation, 2010).

1.2 Motivation
As described in section 1.1.2.2, DBS is a promising treatment option in many cases. The present
stimulation pattern, however, is basic in nature. Stimulators apply high frequency, high amplitude pulses,
whose interactions with neurons disrupt the regular biological activity and force it into a regime that
allows for successful thalamic relay. This can be problematic for a number of reasons.
Firstly, and most obviously, sending high frequency pulses into the basal ganglia drains
stimulator batteries quickly. Even though the patient is allowed to turn stimulation on or off, batteries
typically last only 3 to 5 years, and must be surgically replaced when they wear out (Parkinson’s Disease
Foundation, 2010). Avoiding or decreasing the frequency of these surgical replacements would make the
DBS treatment option easier for patients. In addition, lower intensity of DBS current may reduce may
reduce the occurence of DBS side effects, which can take the form of hypersexuality, hypo-mania, and
most commonly depression (Burn and Troster, 2004). Lastly, some patients do not respond successfully
to high frequency DBS. A different stimulation pattern might add these patients on the list of those
benefitting from DBS( Okun et al 2005).
Thus it can be seen that the investigation of alternative DBS patterns presents several
opportunities for bettering the treatment. As PD is the most common neurodegenerative disease next to
Alzheimer’s, with approximately four million sufferers world-wide, improving the DBS treatment stands
to benefit many people (Parkinson’s Disease Foundation, 2010).

5

1.3 Goals of the Research
The primary goal of this work is to study DBS methodologies that are obtained via model-based
feedback control, in contrast to the open-loop, high frequency DBS schemes currently in place. The
control algorithms utilize a computational model of critical components in basal ganglia neuronal network.
The model was first developed by Rubin and Terman (2004), and later modified by Feng et. al (2007). A
slightly modified version of the model in Feng et. al (2007). Several DBS methodologies (hereafter
referred to as control strategies) are developed and tested on the model, and the results of each are
discussed.
In attaining this main goal, it was necessary to examine several issues that dealt with the
modeling and control of the basal ganglia system. The examination of each of these issues can be
classified as secondary, or incremental, goals. These incremental goals gave rise to key observations
about the dynamical behavior of the system and how it relates to computational modeling approaches.
Some of these issues are directly applicable to understanding the role that DBS plays in the dynamics of
PD. Others may find parallels in future neural control engineering efforts for other neural systems, and
their investigation and resolution may be applicable in these efforts as well.

1.4 Outline of Remaining Chapters
This paper is organized so as to clearly describe the computational modeling approach, and to
motivate and describe the control strategies employed, as well as deliver and interpret the simulation
results of each strategy. It does so as follows: Chapter 2 presents the network model and identifies all
important aspects of the dynamic system and how they are portrayed by the model. Chapter 3 covers the
first control strategy applied to the model, the reliability-based control strategy. Chapter 4 covers the
second control strategy applied to the model, the GPi synaptic conductance control strategy. Chapter 5
summarizes the work in the paper and the important conclusions reached, and gives closing comments on
the potential effectiveness of the control strategies.
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2. Overview of the Computational Model
2.1 The Network
The network model is adapted from Feng et. al (2007) and originated in Rubin and Terman
(2004). It includes 3 neuronal structures from the basal ganglia system; the STN, GPe, and GPi. The SN
and striatum are not given dynamic representations; rather, their effect comes into the network through a
constant applied bias current from the St to the GPe, representing the indirect pathway (the direct pathway
is not included in this model). This applied bias current is influential in switching the network from a
normal to a Parkinsonian state, as will be covered later. The original model of Rubin and Terman (2004)
includes 16 neurons in each of the STN, GPe, and GPi; the modeling approach of Feng et. al (2007),
wherein each of these structures contain eight neurons, was adopted because of its simplicity and faster
computation time.
The final destination of the synaptic interactions of the basal ganglia neurons is the thalamus,
which is tied to the basal ganglia network through synaptic inhibition from the GPi. Following Feng et. al
(2007), there are 2 TC cells representing the thalamus, and each of these TC cells receives inhibition from
4 distinct neurons within the GPi (i.e. half of the GPi outputs to one TC, and the other half of the GPi
outputs to the other TC). Note fewer TC cells are modeled because they do not actually affect the
components of the basal ganglia system; their output is only needed to gauge their ability to relay
sensorimotor stimuli.
The synaptic connectivity of the network is depicted pictorially in Fig. 2.1. The model follows
the same “structured, sparsely connected” arrangement as in Rubin and Terman (2004) and Feng et. al
(2007). In arranging the network, it is useful to give each cell in each structure a “cell number”; for
example the cells of the STN will have cell numbers STN1, STN2,…,STN8. This way, synaptic
connectivity between different sets of cells in different neuronal structures can be specified more clearly.
The following description uses this nomenclature.
The organization of the network is as follows:
1. 8 STN neurons. Each STN recieves inhibitory input from two GPe cells. The network is arranged
as in Feng et. al (2007), so that STN cells are tied to GPe cells ahead of them and behind them by
2; for example, STN cell 1 receives input from GPe cells 7 and 3, STN cell 2 receives input from
GPe cells 8 and 4, etc.
2. 8 GPe neurons. Each GPe neuron recieves excitatory input from a single corresponding STN cell
(e.g. GPe cell 1 recieves input from STN cell 1), and intrapallidal inhibition from the adjacent
two GPe cells (e.g. GPe cell 2 recieves input from GPe cells 1 and 3). All GPe neurons receive a
constant bias input from the striatum that is uniform across all neurons. Note that the GPe cells
on the boundary (numbers 1 and 8) require a GPe coupling that "wraps around" to the correct spot
in the state vector; these boundary cell couplings were carried out with seperate assignment
structures outside the main coupling loop.
3. 8 GPi neurons. Each GPi neuron gets excitatory input from a single corresponding STN neuron
and inhibitory input from a single corresponding GPe neuron.
7

4. 2 TC neurons. Each TC neuron receives inhibitory input from four GPi neurons. Specifically,
TC1 is tied to GPi1, GPi2, GPi5, and GPi6, and TC2 is tied to GPi3, GPi4, GPi7, and GPi8.

+
Stimulation
Figure 2.1: Left – A schematic showing the overall arrangement of the neuronal structures in the network. Modified from (Rubin
and Terman, 2004). Right – A diagram detailing the synaptic connectivity between cells from different neuronal structures. Notice
that each STN gets excitatory input from GPe cell numbers 2 before and 2 after it, and sends excitatory input to a single GPe and
GPi cells of the same number. Each GPe receives intra-structural inhibitory input from each adjacent GPe neuron, and sends
inhibitory input to a single GPi cell of the same number. Finally, each TC cell receives inhibitory input from 4 GPi neurons, as
well as an excitatory sensorimotor input that is the same for both cells. Modified from (Feng et. al, 2007).

2.2 Neuronal Models
2.2.1 Basal Ganglia Neurons
Each of the STN, GPe, and GPi neurons have models with essentially the same structure.
Actually, the GPi neurons are modeled exactly the same as the GPe neurons with the only differences
being in their Calcium pump rate constant kCa and applied bias current Iapp, to be defined shortly. The
STN and GPe/GPi have some more significant differences, with their neuronal parameters being different
and a few equation alterations. In light of this, only one set of general state equations for each structure in
the basal ganglia, with the slight differences among the structures enumerated. The TC neuronal model is
significantly different from the basal ganglia model, so it is described in a separate section.
Each of the neurons is governed by a set of state equations that account for the transmembrane
potential, the "openness" of the cell membrane to each type of ionic current (gating variables), the
concentration of calcium within the cell (which governs the activity of the “after hyperpolarization
potassium current"), and the readiness of the cell to deliver a synaptic current (synaptic conductance).
Note that in the following equations, subscripts Gi, Ge, and Sn refer to the GPi, GPe and STN,
respectively.
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These state equations are as follows:

Transmembrane Voltage, v:

𝐶𝐶𝑚𝑚 𝑣𝑣̇ = −𝐼𝐼𝐿𝐿 − 𝐼𝐼𝐾𝐾 − 𝐼𝐼𝑁𝑁𝑁𝑁 − 𝐼𝐼𝑇𝑇 − 𝐼𝐼𝐶𝐶𝐶𝐶 − 𝐼𝐼𝐴𝐴𝐴𝐴𝐴𝐴 − 𝐼𝐼𝛼𝛼 →𝛽𝛽 + 𝐼𝐼𝑎𝑎𝑎𝑎𝑎𝑎

where

(2.1)

•

Cm is the membrane capacitance, normalized to 1 in all cell models

•

Iαβ represents the synaptic current from presynaptic (“outputting”) structure α to
postsynaptic (“receiving”) structure β. It is through these synaptic currents that the
various neurons of the network are coupled. The current is given as
𝑗𝑗

𝐼𝐼𝛼𝛼→𝛽𝛽 = 𝑔𝑔𝛼𝛼→𝐵𝐵 (𝑣𝑣𝛽𝛽 − 𝐸𝐸𝛼𝛼→𝛽𝛽 ) � 𝑠𝑠𝛼𝛼
𝑗𝑗

(2.2)

where gαβ is the maximal channel conductance, Eαβ is the channel reversal potential, and sj is
the synaptic conductance of the jth cell in the presynaptic structure.
The terminology used in this expression can be a little confusing, so an example is used here to
clarify. Consider the voltage state equation on the GPi. The GPi receives synaptic input from
both the STN and GPe, so the synaptic current term in the generalized state equation accounts for
both of these inputs. The synaptic current term would then be
𝑗𝑗

𝑘𝑘
𝐼𝐼𝛼𝛼→𝛽𝛽 (GPi) = 𝑔𝑔𝑆𝑆𝑆𝑆 →𝐺𝐺𝐺𝐺 (𝑣𝑣𝐺𝐺𝐺𝐺 − 𝐸𝐸𝑆𝑆𝑆𝑆 →𝐺𝐺𝐺𝐺 ) � 𝑠𝑠𝑆𝑆𝑆𝑆 + 𝑔𝑔𝐺𝐺𝐺𝐺→𝐺𝐺𝐺𝐺 (𝑣𝑣𝐺𝐺𝐺𝐺 − 𝐸𝐸𝐺𝐺𝐺𝐺→𝐺𝐺𝐺𝐺 ) � 𝑠𝑠𝐺𝐺𝐺𝐺
𝑗𝑗

𝑘𝑘

•

Iapp is an applied bias current to induce firing properties similar to those observed in experiment.
Note that the Iapp term in the GPe voltage equation represents inhibitory input from the striatum
and is influential in the onset of Parkinsonian conditions.

•

The ionic currents are given as
o Leak Current:
o Sodium Current:
o Potassium Current:
o T-Current:

𝐼𝐼𝐿𝐿 = 𝑔𝑔𝐿𝐿 (𝑣𝑣 − 𝐸𝐸𝐿𝐿 )
3
ℎ (𝑣𝑣 − 𝐸𝐸𝑁𝑁𝑁𝑁 )
𝐼𝐼𝑁𝑁𝑁𝑁 = 𝑔𝑔𝑁𝑁𝑁𝑁 𝑚𝑚∞
4
𝐼𝐼𝐾𝐾 = 𝑔𝑔𝐾𝐾 𝑛𝑛 (𝑣𝑣 − 𝐸𝐸𝐾𝐾 )
3 (𝑣𝑣
𝑟𝑟 − 𝐸𝐸𝐶𝐶𝐶𝐶 )
𝐼𝐼𝑇𝑇 = 𝑔𝑔𝑇𝑇 𝑎𝑎∞
3 2 (𝑣𝑣
= 𝑔𝑔𝑇𝑇 𝑎𝑎∞ 𝑏𝑏∞ 𝑟𝑟 − 𝐸𝐸𝐶𝐶𝐶𝐶 )
2
(𝑣𝑣 − 𝐸𝐸𝐶𝐶𝐶𝐶 )
𝐼𝐼𝐶𝐶𝐶𝐶 = 𝑔𝑔𝐶𝐶𝐶𝐶 𝑠𝑠∞

𝐹𝐹𝐹𝐹𝐹𝐹 𝐺𝐺𝐺𝐺𝐺𝐺 𝑎𝑎𝑎𝑎𝑎𝑎 𝐺𝐺𝐺𝐺𝐺𝐺
𝐹𝐹𝐹𝐹𝐹𝐹 𝑆𝑆𝑆𝑆𝑆𝑆

o

Calcium Current:

o

Afterhyperpolarization Current: 𝐼𝐼𝐴𝐴𝐴𝐴𝐴𝐴 = 𝑔𝑔𝐴𝐴𝐴𝐴𝐴𝐴 (𝑣𝑣 − 𝐸𝐸𝐾𝐾 ) �[𝐶𝐶𝐶𝐶 ]+𝑘𝑘 �

[𝐶𝐶𝐶𝐶 ]
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1

(2.3)

Note that in all of the above equations “g” terms are constant conductance terms, and “E” terms
are constant reversal potential terms. The differences in the expression for the T current between
the GPi/GPe and STN make the rebound bursts of the STN more pronounced.

The gating variable steady state voltage dependences X∞, where X= m, a, s…etc., that appear in
the ionic current equations (2.3) (and below in the slowly operating gating variables) are defined by

𝑋𝑋∞ =

1

1 + exp �−

𝑣𝑣 − 𝜃𝜃𝑋𝑋
𝜎𝜎𝑋𝑋 �

(2.4)

where θX is the half-activation voltage and σX is the slope factor for gating variable X.
Note that the STN contains an additional steady-state gating variable, b∞ necessary in the T
current, IT formulation to emphasize rebound bursts, given as

𝑏𝑏∞ =

1

1 + exp �−

–

𝑣𝑣 − 𝜃𝜃𝑏𝑏
𝜎𝜎𝑏𝑏 �

1

𝜃𝜃
1 + exp �− 𝜎𝜎𝑏𝑏 �

(2.5)

𝑏𝑏

Slowly Operating Gating Variables h, n, and r:
For the slowly operating gating variables h, n, and r, dependence on time must be considered.
Each of these gating variables is assumed to have first-order kinetics that satisfy

𝑋𝑋̇ = 𝜙𝜙𝑋𝑋 (𝑋𝑋∞ − 𝑋𝑋)/𝜏𝜏𝑋𝑋

(2.6)

where ϕX is a constant, X∞, X = h, n, r is the steady state voltage dependence of the gating variable and is
given by the same expression as (2.4) above, and the time constant τX is given by
𝜏𝜏𝑋𝑋 = 𝜏𝜏𝑋𝑋0 +

𝜏𝜏𝑋𝑋1

1 + exp �−

𝑣𝑣 − 𝜃𝜃𝜏𝜏𝑋𝑋
�
𝜎𝜎𝜏𝜏𝑋𝑋

(2.7)

There is an important exception to this equation in the time constant for the gating variable r; τr
does not follow this equation in the GPi/GPe model. It is simply set to a constant. The STN's τr does still
follow this equation, however.
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The faster gating variables m, a, and s are taken as instantaneous and are not modeled with a
differential equation.

Calcium Concentration, [Ca]:
The calcium concentration [Ca] within the cellgoverns the afterhyperpolarization potassium
current IAHP and is modeled as
̇ = 𝜀𝜀(−𝐼𝐼𝐶𝐶𝐶𝐶 − 𝐼𝐼𝑇𝑇 − 𝑘𝑘𝐶𝐶𝐶𝐶 [𝐶𝐶𝐶𝐶])
[𝐶𝐶𝐶𝐶]

(2.8)

where ε is a constant that combines the effects of buffers, cell volume, and the molar charge of calcium,
and kCa is the calcium pump rate constant.
Note that in the model of [Feng], ε is multiplied by a constant labeled ϕCa that is not available from any of
the previous papers utilizing the model.
Synaptic Conductance Variable, s:
Each neuron is modeled with a synaptic conductance variable s that determines the amount of
synaptic current the cell is capable of outputting. The synaptic current variables satisfy a first order
differential equation of the form

𝑠𝑠̇ = 𝐴𝐴[1 − 𝑠𝑠]𝐻𝐻∞ �𝑣𝑣 − 𝜃𝜃𝑔𝑔 � − 𝐵𝐵𝐵𝐵

(2.9)

where A, B, and θg are kinetic parameter, and H∞ is a smooth approximation of the Heaviside step
function, given by
𝐻𝐻∞ (𝑥𝑥) =

1

1 + exp �−

𝑥𝑥 − 𝜃𝜃𝐻𝐻
𝑥𝑥
�
𝜎𝜎𝐻𝐻
𝑥𝑥

(2.10)

2.2.2 Thalamic Neurons
The model TC Neurons are much simpler in nature than the STN, GPe, and GPi neurons. They
do not output synaptic currents to any cells in the model, so they have no synaptic current variable. They
do not have an afterhyperpolarization current, so there is no calcium concentration in their state equation.
A standard reduction is used in the expression for their potassium current (Rinzel,1985), so they have no
potassium gating variable. That leaves them with just 3 states: voltage v, the sodium gating variable h,
and the T-current gating variable r. These states are given as follows:
11

Transmembrane Voltage, v:

𝐶𝐶𝑚𝑚 𝑣𝑣̇ = −𝐼𝐼𝐿𝐿 − 𝐼𝐼𝐾𝐾 − 𝐼𝐼𝑁𝑁𝑁𝑁 − 𝐼𝐼𝑇𝑇 − 𝐼𝐼𝐺𝐺𝐺𝐺→𝑇𝑇ℎ + 𝐼𝐼𝑆𝑆𝑆𝑆

where

(2.11)

•

Cm is the membrane capacitance, normalized = 1.

•

IGiTh is the synaptic current from the GPi to the TC cell in question. Note that IGiTh follows the
same form (2.2) as the other synaptic currents in the model, with α = Gi and β = Th (thalamus).

•

ISM is the sensorimotor input current. This represents command signals coming from sensory
receptors – each input ideally elicits a single action potential from the thalamic cell, so that the
signal is faithfully relayed to the cerebral cortex. The inputs are modeled as a periodic pulse
chain

𝐼𝐼𝑆𝑆𝑆𝑆 = 𝑖𝑖𝑆𝑆𝑆𝑆 𝐻𝐻(sin(2𝜋𝜋𝜋𝜋 ⁄𝜌𝜌𝑆𝑆𝑆𝑆 )) × [1 − 𝐻𝐻(sin(2𝜋𝜋(𝑡𝑡 + 𝛿𝛿𝑆𝑆𝑆𝑆 )⁄𝜌𝜌𝑆𝑆𝑆𝑆 ))]

(2.12)

where
o
o
o

The amplitude of the pulses, iSM = 5 pA/μm2 in all simulations
The period of the chain, ρSM = 50 msec in all simulations
The duration of the pulses, δSM = 5 msec in all simulations

and H is the Heaviside step function. Each pulse represents one sensorimotor input. Note that the
periodic pulse chain is used only for convenience of simulation; in reality, sensorimotor inputs
follow no such deterministic pattern.
•

The ionic currents are given as
o Leak Current:
o Sodium Current:
o Potassium Current:
o T Current:

𝐼𝐼𝐿𝐿 = 𝑔𝑔𝐿𝐿 (𝑣𝑣 − 𝐸𝐸𝐿𝐿 )
𝐼𝐼𝑁𝑁𝑁𝑁 = 𝑔𝑔𝑁𝑁𝑁𝑁 𝑚𝑚3∞ ℎ(𝑣𝑣 − 𝐸𝐸𝐿𝐿 )
𝐼𝐼𝐾𝐾 = 𝑔𝑔𝐾𝐾 [. 75(1 − ℎ)]4 (𝑣𝑣 − 𝐸𝐸𝐾𝐾 )
𝐼𝐼𝑇𝑇 = 𝑔𝑔𝑇𝑇 𝑝𝑝2∞ ℎ(𝑣𝑣 − 𝐸𝐸𝑇𝑇 )

(2.13)

The gating variable steady state voltage dependences X∞, X = m, p, follow the same form (2.4) as
for the basal neuronal models.
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Gating variables h and r:
These gating variables are modeled in the same first order form as in the basal ganglia neuronal
models,

𝑋𝑋̇ = 𝜙𝜙𝑋𝑋 (𝑋𝑋∞ − 𝑋𝑋)/𝜏𝜏𝑋𝑋

(2.6)

with the steady state voltage dependencies X∞ also following the form of (2.4). The time constants, τX, are
different however. For h,

𝜏𝜏ℎ =
with

and

1
𝑎𝑎ℎ + 𝑏𝑏ℎ

𝑎𝑎ℎ = .128exp
(−
𝑏𝑏ℎ =

4

1 + exp �−

𝑣𝑣 + 46
)
18

𝑣𝑣 + 23
�
5

(2.14)

For r,

𝜏𝜏𝑟𝑟 = .4(28 + exp �−

13

𝑣𝑣 + 25
�)
10.5

(2.15)

2.3 Stimulation in the Model
2.3.1 How Stimulation Comes Into the Model
Stimulation can be in the form of either a DBS current (for standard high-frequency DBS
simulations) or a control input stimulation current. From this point on, DBS currents will be given the
label IDBS, and control input stimulation currents with be given the label Ist. The stimulatory current enters
into the model through the voltage state equation, as all other currents do. Thus the voltage state equation
for a neuron in a structure receiving stimulation is modified as

𝐶𝐶𝑚𝑚 𝑣𝑣̇ = −𝐼𝐼𝐿𝐿 − 𝐼𝐼𝐾𝐾 − 𝐼𝐼𝑁𝑁𝑁𝑁 − 𝐼𝐼𝑇𝑇 − 𝐼𝐼𝐶𝐶𝐶𝐶 − 𝐼𝐼𝐴𝐴𝐴𝐴𝐴𝐴 − 𝐼𝐼𝛼𝛼→𝛽𝛽 + 𝐼𝐼𝑎𝑎𝑎𝑎𝑎𝑎 + 𝐼𝐼𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠

(2.16)

𝐼𝐼𝐷𝐷𝐷𝐷𝐷𝐷 = 𝑖𝑖 𝐷𝐷𝐷𝐷𝐷𝐷 𝐻𝐻(sin(2𝜋𝜋𝜋𝜋⁄𝜌𝜌𝐷𝐷𝐷𝐷𝐷𝐷 )) × [1 − 𝐻𝐻(sin(2𝜋𝜋(𝑡𝑡 + 𝛿𝛿𝐷𝐷𝐷𝐷𝐷𝐷 )⁄𝜌𝜌𝐷𝐷𝐷𝐷𝐷𝐷 ))]

(2.17)

𝐼𝐼𝑠𝑠𝑠𝑠 = 𝑖𝑖 𝑠𝑠𝑠𝑠 𝐻𝐻(sin(2𝜋𝜋𝜋𝜋⁄𝜌𝜌𝑠𝑠𝑠𝑠 )) × [1 − 𝐻𝐻(sin(2𝜋𝜋(𝑡𝑡 + 𝛿𝛿𝑠𝑠𝑠𝑠 )⁄𝜌𝜌𝑠𝑠𝑠𝑠 ))] + 𝐵𝐵𝑠𝑠𝑠𝑠

(2.18)

where Istim, the stimulatory current, can be either IDBS or Ist.
The DBS current, known for all time, is modeled as a pulse chain

where iDBS is the amplitude of the pulses, ρDBS is the period of the chain, δDBS is the duration of the pulses,
and H is the Heaviside step function. In all simulations, ρDBS = 7.7 ms corresponding to 130 Hz
stimulation, and δDBS = .6 ms.
The control current can take several forms, depending on the control strategy under examination.
It can take the form of a pulse, a steady “bias” (a prolonged non-zero current that does not rapidly switch
from ON to OFF) or a combination of the two. The general form of the stimulatory current is

where ist is the amplitude of stimulatory pulses, ρst is the period of stimulatory pulses, δst is the duration
of stimulatory pulses, and Bst is the amplitude of stimulatory bias. Bias refers to a depolarizing current
whose amplitude is either constant or changes gradually with time, in contrast to the abrupt stimulatory
pulses. It is important to note that this is a very loose description of the stimulatory current; the amplitude
and frequency of pulse-based stimulations may vary with due to adjustment by the control, and in many
cases the stimulatory waveform cannot be parameterized by a constant frequency. The duration of the
pulses δst, however, is taken at .6 ms in all simulations.
2.3.2 Choice of Stimulated Area
Since the approval of the STN and the GPi as DBS targets, these structures have been preferred
over VIM stimulation because of their effectiveness at treating a wider range of PD symptoms. At
present, however, the STN has become the dominant target for DBS, though it is unclear why (Anderson
et. al, 2005) concluded that the choice of area had little difference in results, and that the side effects of
GPi stimulation might actually be less severe than those resulting from STN stimulation.
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One recent computational study (Pirini et. al 2008) suggested an answer. The simulations in
Pirini et. al (2008) showed that DBS of the GPi may have a tendency to cause the thalamus to become
over-inhibited, in which case sensorimotor relay functionality would be shut down. DBS of the STN, on
the other hand, tended to shut the GPi down, and not threaten the ability of the thalamus to spike. At the
root of this is result that excitation of the GPi by forcing the GPi to fire high frequency, tonic spikes,
which directly translate into thalamic inhibition through the inhibitory synaptic current IGi-Th.
Stimulating at the STN also excites the GPi, but stimulating at this location excites the GPe as well. The
effect of exciting the GPe is to diminish the activity of the GPi through the inhibitory synaptic current
IGe-Gi, and in the simulations of Pirini et. al 2008, this inhibition overrides the excitation from ISn-Gi, and
the GPi is completely shut down.
Thus the key difference between DBS of the GPi and STN is perceived to be that in the GPi, DBS
alters the pattern of inhibition received by the thalamus. Synaptic inhibition to the thalamus actually
increases; the curative effect is that the high frequency spikes fired by the GPi replace the otherwise
problematic “ON/OFF” waveform of IGi-Th. In the STN, DBS diminishes the effect of the synaptic
inhibition to the thalamus. Instead of altering the waveform of IGiTh, it simply takes it out of the picture.
Thus the mechanism for Parkinsonian behavior is removed.
It is not clear whether or not this is truly the case, as the paper from which the of the model in
(Pirini et. al 2007) originated, (Rubin and Terman , 2004), claims that DBS of the STN has the same
effect as DBS of the GPi in (Pirini et. al, 2007); it replaces pathological rhythmicity in IGiTh with
continuous, high frequency firing, rather than shutting the GPi down. However, from a dynamics
standpoint, the main underlying aspect of PD that is the root of all thalamic relay problems is the low
frequency, “ON/OFF” rhythmicity that arises in the GPi during Parkinsonian episodes. The control
strategies in this paper are aimed at “correcting” the dynamics so that the thalamus behaves as it does
normally, even in a Parkinsonian state. As such, the simplest and most straightforward way to actuate
such an outcome is rearrange the dynamics of the GPi directly; each stimulatory input will (except in
special instances such as the absolute refractory period) warrant the desired effect of increasing the GPi
voltage, which will then affect the thalamic inhibitory waveform in the desired way to make it “better” for
the thalamic relay. Stimulating at the STN, on the other hand, might squash GPi inhibition to the
thalamus by deinactivating the GPe, or it may excite the GPi and cause it to fire an action potential,
depending on the state of the network. The effective elimination of GPi activity seen in DBS arises due to
the constant high frequency nature of the pulses; once there is some variance in the time between pulses,
the GPi will be allowed to recover and the effect of STN stimulation may or may not stomp it’s activity
out again. In addition to this observation, from a practical standpoint, the physical size of the GPi is
much greater than that of the STN, which could foreseeably make surgery easier and lessen the likelihood
of surgical mishaps.
In acknowledgement of the observations above, the GPi is chosen as the target for stimulation for
the control strategies in this paper. Whether or not these or other control strategies would be more
effective with STN as the stimulation target remains to be studied.
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2.3.3 Uniform vs. Nonuniform Stimulation
The simplest way to insert stimulation into the model is to simply let the value of Istim in (2.16),
determined either by the DBS waveform or the control algorithm, be the same in each neuron in the
structure being stimulated. This method, referred to generally as uniform stimulation, assumes that each
neuron receives the full magnitude of each stimulatory current.
In a human brain, however, this is not case. The neuronal structure that the stimulator electrode
will reside in will consist of many thousands or millions of neurons. Some neurons will be in direct
contact with the stimulator; others will be significantly removed. Neurons closer to the location that
injects stimulation will receive a larger portion of the applied current than neurons that are further away,
While this phenomenon cannot be modeled in full physical accuracy for practical reasons, it can be at
least qualitatively represented by distributing stimulation unequally across the neurons in the target region.
This method, referred to as nonuniform stimulation, assumes that stimulation distributes itself in a
Gaussian fashion across the GPi. Specifically, as the GPi has 8 cells, a Gaussian weighting function with
a mean of 4.5 and a standard deviation of (2/3 * mean) = 3 is used. The weights are varied by cell
number, so that cells closest to the center of the structure (4 and 5) receive almost all of each stimulatory
input, and cells at the periphery of the structure (1 and 8) receive about half of each stimulatory input.
This puts the peak amount of stimulation received halfway between the lower and upper cells on the GPi,
and lets stimulation fall off symmetrically across each half of the GPi. Since there are equal numbers of
GPi neurons coupled to each TC cell on either side of the halfway point, the effect on GPi inhibition to
each TC cell is equal for both TC cells.

1

2

3

4

5

6

7

Figure 2.2: Schematic showing weights on stimulation received by each cell in a nonuniform stimulation
scenario.
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2.4 Important Aspects of the Network
2.4.1 Switching the Model from Normal to Parkinsonian Behavior
As in (Rubin and Terman, 2004) and (Feng et. al, 2007), the change from normal to Parkinsonian
behavior is initiated with an increase in striatal inhibition to the GPe (i.e. Iapp in the GPe voltage equation
becomes more negative), and a decrease in the amount of the intrapallidal inhibition on the GPe (i.e. the
magnitude of gGeGe becomes smaller). These changes are reflected in experimental results (Stanford et.
al, 1999; Ogura 2000).

2.4.2 System Performance Evaluation Criteria
Despite the plethora of interactions taking place within the network as the system evolves with
time, in there is only one criterion which directly tells how well the patient is doing in regards to coping
with PD; the success of thalamic sensorimotor (SM) relay. If a TC cell elicits one, and only one, action
potential (AP) for each SM input (the individual pulses of the ISM function), then that SM signal can be
said to have been faithfully passed down towards the cortex. If a SM input causes a TC cell to fire more
than one AP, or no AP at all, then the information in that input is distorted and the cortex receives an
erroneous command, resulting in problematic motor behavior. Other metrics might indirectly estimate the
health of the patient, such as the correlation metric “Corr” introduced in (Feng et. al 2007). However, in a
direct, physical sense, the success of SM relay is what is of concern for patient health.
First introduced in (Rubin and Terman, 2004) and then used to gauge successfulness of new DBS
waveforms in (Feng et. al 2007), define the reliability, referred to from this point forward as Rel, of a TC
cell as
Rel = 1 −

𝑏𝑏 + 𝑚𝑚
𝑁𝑁𝑆𝑆𝑆𝑆

(2.19)

In this equation, b is the total number of “bad” spikes, m is the total number of “missed” spikes,
and NSM is the total number of SM inputs . “Bad” spikes refer to excess APs (i.e. more than one) fired by
the TC cell in response to a SM input, and “missed” spikes refer to instances where the TC cell does not
fire an AP at all in response to an SM input. If there are no bad or missed spikes from the thalamus, then
b and m in (2.18) go to zero, and Rel = 1. It is thus the goal of the control algorithms presented in this
paper to bring Rel as close to 1 as possible.
Rel is calculated by inspecting the ISM vector for pulses, and noting the AP output of the TC cell
within a probing window after that pulse. The length of time window wherein TC cells are allowed to
spike is set at 10 ms, as in (Rubin and Terman 2004; Guo et. al 2007). If the TC cell fires a single AP
(interpreted as passing the spiking threshold, set at -25 mV) within the 10 ms time window after the SM
input, no bad or missed spikes are recorded. If this event occurs and another spike is detected before the
next SM input, a bad spike is recorded, as this new spike is in excess. Similarly, if more than one AP is
fired within the 10 ms window, a bad spike is also recorded. Lastly, if no APs occur within the 10 ms
window, a missed spike is recorded. Note that the event of multiple bad spikes being fired in response to
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a single SM input (i.e. the thalamus fires more than two spikes for a single SM input) is still recorded as a
single bad spike. When the total number of SM inputs has been counted, the recorded erroneous spikes
are used to obtain Rel.
Though reliability of SM relay is the main concern of effective treatment, another quantity is also
of interest for obtaining the best stimulation method. Recall that the problem with high frequency DBS is
that it requires constant high frequency of stimulation to achieve clinical benefits, draining batteries and
presumably increasing the risk of side effects. If a new stimulation method uses similar amounts of
energy as DBS to obtain Rel scores in the normal range, then it is of little interest as the problems
associated with traditional DBS are not likely to be effected. However, if a stimulation method achieves
Rel scores similar to those of DBS while using a lower amount stimulation energy, then an improvement
over traditional DBS has been made. Thus it is also of interest to minimize the energy expeneded in
stimulation. The idea of judging stimulation schemes based on their energy expenditures was first
introduced in (Feng et. al 2007) where energy was added to a cost function to obtain an optimal
stimulation waveform.
The energy U expended in stimulation is calculated for the stimulatory current waveform based
on the simple discrete time relation
𝑈𝑈 = �|𝑓𝑓[𝑛𝑛]|2 .

(2.20)

𝑛𝑛

where f is the waveform whose energy is being calculated. Note that the energy of all stimulatory current
time histories is compared based on the same time span (3000 ms), and stimulatory currents deviating
from this time span are linearly interpolated to be compared on the same basis.

2.4.3 Units in the Model
The most important parameters in the model have dimensions of voltage, current, time, and conductance.
The model as developed in (Terman et. al, 2002) and (Rubin and Terman, 2004) is not derived so as to
take values of these quantities in standard SI units. Rather, the units of the model are those most
convenient to use at the neuronal scale. They are as follows:
Quantity Type

Voltage
Current
Time
Conductance

Standard Unit for Use in Model

mV
pA/µm2
msec
nS/ µm2
Table 2.1: Summary of units for important quantities in the
model

Any values of parameters used in the model should be entered using these units. Note that many
parameters, such as half-activations and slope factors, are not given a unit according to (Terman et. al,
2002).
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2.5 Preliminary Simulations
The purpose of this section is to show how the network behaves under standard conditions,
without any control input. Simulation results of the network in the normal, Parkinsonian, and DBS case
are shown, for future comparison with control simulations.
2.5.1 Normal Case
Figure 2.3 plots important quantities for the network in the normal case. In (A) and (B), both TC
cells can be seen to have nearly perfect reliability, with almost every SM input in (C) resulting in an AP
from each TC. (D) plots the average voltage of all GPi neurons coupled to TC1. Observe the erratic,
seemingly random nature of the waveform; it has some slightly unifying characteristics, such as being
high frequency. However, the frequencies of the waveform do not appear at all to be uniform across the
time history, and the amplitude of the waveform is subject to seemingly uncorrelated bursts.

A

B

C

D

Figure 2.3: Summary graphs for model in normal conditions. A and B: The voltage time history of TC cells 1
and 2, and C: Their corresponding sensorimotor input time history. Notice that Rel is near 1 for both TC
cells, with almost all SM inputs eliciting a single action potential. D: Close up GPi neuron voltage time
history, averaged over all GPi cells coupled to TC1. Notice that the waveform is seemingly random, without
having any one obvious frequency or amplitude.
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2.5.2 Parkinsonian Case
Figure 2.4 plots the network behavior in the Parkinsonian case. In (A) and (B), notice the bursty,
non-continuous spiking of the TC cells, and its corresponding low Rel scores. In contrast to the normal
case, (D) shows the GPi voltage to follow a very predictable, clustered firing pattern. According to
[RT2004], it is this low frequency, “ON/OFF” behavior that results in the poor thalamic reliability seen in
(A) and (B).

A

B

C

D

Figure 2.4: Summary graphs for model in Parkinsonian conditions. A and B: The voltage time history of TC cells
1 and 2, and C: Their corresponding sensorimotor input time history. Notice that Rel is below .5 for both TC cells,
which implies less than half of all sensorimotor information is relayed appropriately. D: Close up GPi neuron
voltage time history, averaged over all GPi cells coupled to TC1. Notice the low frequency, “ON/OFF” rhythm
that the cells fire in – it is this characteristic that brings on the sensorimotor relay problems leading to low Rel
values.
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2.5.3 DBS Case
Figures 2.5 and 2.6 plot the network characteristics for DBS of the STN and GPi, respectively,
with iDBS = 200 pA/μm2 and ρDBS = 7.7 ms in equation (2.17), corresponding to a 130 Hz, 200 pA/μm2
pulse chain. Note that uniform stimulation for stimulation was applied in both cases. For both
stimulation targets, thalamic functionality is essentially fully restored. Also note the amount U of energy
expended, U = 93.6 nA2/μm4 (same in both cases); this will be used as a baseline for comparison of other
stimulation
Notice the difference between the plots in figure 2.5 (D) and figure 2.6 (D); in DBS of the STN,
the GPi falls silent, effectively removing all inhibition from the thalamus. In DBS of the GPi, on the
other hand, the GPi fires continuously at high frequency, in place of the typical Parkinsonian clustered
“ON/OFF” firing. These results indicate that the model in this paper parallels that of [Pirini], wherein
DBS of the STN leads to effective shuts down GPi activity, and DBS of the GPi causes the GPi to fire
tonically at high frequencies.

A

B

C

D

Figure 2.5: Summary graphs for DBS of the STN. A and B: The voltage time history of TC cells 1 and 2, and
C: Their corresponding sensorimotor input time history. Thalamic relay is essentially fully restored. D: GPi neuron
voltage time history, averaged over all GPi cells coupled to TC1. The GPi is effectively shut off, due to increased
inhibition from the GPe, for the entire DBS period.
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A

B

C

D

Figure 2.6: Summary graphs for DBS of the GPi. A and B: The voltage time history of TC cells 1 and 2,
and C: Their corresponding sensorimotor input time history. Thalamic relay is essentially fully restored.
D: Close up GPi neuron voltage time history, averaged over all GPi cells coupled to TC1. The GPi fires
high frequency, tonic pulses, eliminating the “ON/OFF” behavior that is characteristic of Parkinsonian
states.

2.5.4 Note About Sensorimotor Inputs in Following Sections
In all the following sections, thalamic voltage plots will be shown without any sensorimotor input data.
The reason for this is that ISM always takes on the same general waveform, and it is easy to interpret where
SM inputs arrive based on thalamic spike times. Thus graphs of ISM become extraneous.
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Chapter 3 Reliability-Based Control
3.1 Motivation
As stated in section 2.4.2, the goal of all control algorithms is to maximize Rel, the reliability of
the thalamus, while exerting as little stimulation energy as possible. The simplest and most obvious way
to attempt this is simply to calculate the Rel, and when it is falling below a perceived “normal” threshold,
stimulate according to some control law to return its functionality. This is the subject of chapter 3.

3.2 Control Strategy Description
3.2.1 System Level Method
To obtain a reliability-based metric with which to calculate a control input, it is necessary to use
an altered form of the aforementioned definition of Rel. Rel calculates how well the thalamus performs
over the entire time history of a simulation. When corrective action is taken, it must be proportional to
how poorly the thalamus performs, and it should be based on recent time data of the thalamus. To obtain
such a metric, define the unreliability, Unrel, as
Unrel = 1 − Rel(last 10 SM inputs)

(3.1)

where Rel(last 10 SM inputs) denotes a reliability calculation ranging from the present time to 10 SM
inputs prior. Equivalently, Unrel can be written as
Unrel =

𝑏𝑏 + 𝑚𝑚
.
10

(3.2)

where b and m denote the number of bad and missed spikes in the past 10 SM inputs, respectively.
Instead of computing the percentage of successful SM relays, Unrel calculates the percentage that are
unsuccessful. In addition, it only uses the past 10 SM inputs, which corresponds to probing ~500 ms into
the past for an SM input period of 50 ms, so the diagnosis is relatively recent.
It is important to note here that in an actual thalamic neuron, SM inputs will never be known.
Thus, even if the voltage of the thalamus is observed, Rel and Unrel can never be calculated for the actual
physical system. In a real controller, Unrel would be calculated through first measuring the voltage on
the GPi, and subsequently estimating the average synaptic conductance sGi. This sGi would then be
assimilated into the thalamic model through the synaptic current equation (2.2) to account for IGiTh, with
the thalamus idealized as a single TC cell model, or several TC models receiving inhibition measured at
multiple different contact points in the GPi. The TC model(s) would then be run offline, with arbitrary
initial conditions and SM inputs; their purpose would not be to track the actual state of the TC, but to act
as “blank” cells, whose voltage responses would reveal when the actual thalamus is receiving problematic
inhibitory patterns, in which case Unrel of the model TC cells would increase and stimulation would
commence.
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In the simulations in this paper, the voltage and SM input time trace of the thalamus are simply
taken from the “online” TC cells in the model, because in essence these online TC cells correspond
exactly to the role that “offline” TC models will play in an actual controller. The difference is that instead
of measuring off of an actual brain, a computational model is producing the dynamics. Note that this
approach assumes exact knowledge of the state sGi on the GPi, however, instead of calculating it from GPi
voltage spike times.
Figure 3.1 shows a block diagram of the main controller components. The voltage measurements
vGi1… vGi8 on GPi cells 1through 8 are idealized as individual voltage readings from an electrode with
multiple contacts. The electrode is assumed ideal so that there is no noise in the voltage readings and no
amplification/attenuation of each voltage reading. The expert system shown in figure 3.1 is assumed to
take the voltage spike times of each GPi cell, and exactly reconstruct the corresponding synaptic current
variables sGi1 … sGi8. These actions represents the act of simply assuming the states sGi1 … sGi8 are
known, and taking them from the model to apply to the simulation of thalamic dynamics; this was the
procedure carried out for in the control algorithms simulated in this paper.
The sGi1 … sGi8 taken directly from GPi are used to calculate the synaptic current IGiTh to each
TC cell, allowing the dynamics of the TC cells to be simulated. From here, Unrel for each TC is
calculated (past TC voltage and SM inputs required for calculation not shown in diagram), and the
average unreliability, ��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈, is found and fed to the control law. The control utilizes some function
��������
𝑓𝑓(𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 ) for determination of the control input Ist, which is then applied to the GPi. It is important to
note that ISM and vTh are generated by TC models run offline, so their time histories are directly available
for use in calculations.

Figure 3.1: Block diagram of system level method employed in reliability-based control simulations. Quantities from GPi
neurons coupled to TC1 are shown in blue (dark), and quantities from GPi neurons coupled to TC2 are shown in red (light),
for clarity.
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This somewhat intricate control scheme was used in order to accommodate the way that synaptic
connectivity was laid out in the model. In a more general scenario, where the synaptic connectivity is not
known, the single-electrode scheme in figure 3.2 might be used. In this arrangement, the average voltage
𝑣𝑣̅𝐺𝐺𝐺𝐺 on the GPi is measured and passed to an algorithm that approximates the corresponding average
synaptic current variable 𝑠𝑠̅𝐺𝐺𝐺𝐺 , based on the spike times of 𝑣𝑣̅𝐺𝐺𝐺𝐺 . In order to elicit appropriate behavior from
the thalamic model, 𝑠𝑠̅𝐺𝐺𝐺𝐺 is scaled by 4, as the TC is modeled so as to receive synaptic inhibition from 4
GPi neurons. The thalamus is then idealized as one TC cell, whose dynamics indicate when the true
thalamus is behaving unreliably. The rest of the control system is arranged similar to that in figure 3.1.
Assuming that the average voltage reading 𝑣𝑣̅𝐺𝐺𝐺𝐺 is able to capture the clustered, “ON/OFF” firing
that occurs in Parkinsonian states, and that the approximation of 𝑠𝑠̅𝐺𝐺𝐺𝐺 is reasonable, the control system of
figure 3.2 retains the ability to detect when the GPi synaptic waveform becomes problematic for thalamic
relay. Introducing multiple TC cells, each operating under a different 𝑠𝑠̅𝐺𝐺𝐺𝐺 taken from a single contact on a
multiple contact electrode, might also be desirable. What this method loses is the extra precision obtained
from taking the exact GPi synaptic waveform from the exact GPi cells that are synaptically coupled to
𝑗𝑗

each actual TC cell. Instead, it is assumed that the sum of all synaptic current variables ∑𝑗𝑗 𝑠𝑠𝐺𝐺𝐺𝐺 in (2.2)

roughly averages out to a scaled version of 𝑠𝑠̅𝐺𝐺𝐺𝐺 , which may overlook some subtleties in the waveform.

Figure 3.2: Block diagram system level method that may be more practical to implement in a real brain, while still
preserving the main aspects of the reliability-based control method. Not used in the simulations in this thesis.

In any case, as a first attempt at reliability-based control, the first and more ideal control system
of figure 3.1 was implemented. Simulations were performed with a control algorithm speed of 100 Hz –
this fast run time was used for fair comparison with other control algorithms in this thesis, which require
blazingly fast execution. The system dynamics were integrated with a time step of .1 ms, which
corresponds to sampling vGi at 10 kHz.
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3.2.2 Stimulation Methods
The stimulation method designates to how the control input Ist will be calculated, given
�������� ) of the control law block in figures 3.1 and 3.2. In
measurements of Unrel. It is the function 𝑓𝑓(𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈
inventing these stimulation strategies, the key concept is the balance between the amount of stimulation
used and the level of Rel that can be maintained. DBS has shown that flooding the GPi with stimulation
will bring Rel up to very high levels; however, in order to improve upon open-loop stimulation, a sparser,
more intermittent form of stimulation that results in similar Rel scores must be discovered. Thus all
stimulation methods try to find ways to reduce the amount of stimulation applied when it is perceived to
be allowable to do so. The study starts with simple strategies, that linearly increasing either the amplitude
or frequency of stimulation as Unrel rises. Based on interpretation of the results of these simpler
strategies, more sophisticated strategies are developed.
It is important to note the following parameters of the stimulation waveform Ist given in equation
(2.18), as they will be referred to in the following stimulation strategies:
For stimulatory pulses:
• ist is the amplitude of stimulation
• ρst is the period of stimulation
• fst = 1/ ρst is the frequency of stimulation
• δst is the duration of stimulation. *In all simulations in this paper, δst = .6 ms.
For stimulatory bias:
• Bst is the amplitude of stimulation

3.2.2.1 Amplitude Variation

This stimulation strategy inserts a traditional 130 Hz pulse chain, whose amplitude linearly
increases in response to increasing Unrel after Unrel has risen above a threshold. Mathematically, it can
be described as

𝑓𝑓𝑠𝑠𝑠𝑠 = constant = 130 Hz
𝑖𝑖𝑠𝑠𝑠𝑠 = �

�������� ,
𝑘𝑘𝑃𝑃 × 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈
0,

��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 ≥ 𝑇𝑇
.
else

(3.3)

Here, kp is a proportional control gain, and T is the threshold beyond which ��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 has become
unacceptably high and stimulation commences. In control experiments, several thresholds, from low
(smaller T value) to high (larger T value) are examined, with multiple values of kP tried at each threshold.
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3.2.2.2 Frequency Variation

Instead of varying the amplitude of stimulation with a constant frequency, this stimulation
method varies frequency with a constant amplitude. In order to do this effectively, an amplitude of
stimulation is chosen that is perceived to be large enough to have clinical effects, and the frequency of
stimulation linearly increases with Unrel. Frequency dependence on Unrel is such that when Unrel
reaches a threshold, stimulation commences with a frequency in the low range of clinically effective DBS
frequencies, taken to be at 100 Hz. As Unrel rises beyond threshold, the stimulation frequency increases
linearly, until it reaches its limit at 150 Hz, above which the clinical effectiveness may become
questionable. The governing equations for this control law are

�������� < 𝑇𝑇
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈
�������� ≤ 𝑉𝑉
𝑇𝑇 ≤ 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈
�������� > 𝑉𝑉
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈

0,
�������� + 𝑏𝑏𝑓𝑓 ,
𝑓𝑓𝑠𝑠𝑠𝑠 = �𝑘𝑘𝑓𝑓 × 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈
150 Hz,

𝑖𝑖𝑠𝑠𝑠𝑠 = constant = 𝐴𝐴

(3.4)

where the gain kf is the “slope” taking the minimum value of fst at ��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 = T to the maximum value of fst
��������
at 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 = V,

𝑘𝑘𝑓𝑓 =

150 − 100
𝑉𝑉 − 𝑇𝑇

(3.5)

and bf is the offset necessary for the fst line to pass through the required points,

𝑏𝑏𝑓𝑓 = 100 − �𝑇𝑇 × 𝑘𝑘𝑓𝑓 �.

Figure 3.3 summarizes the layout of the control law.

Figure 3.3: Graphical interpretation of stimulation method
employed in frequency variation strategy.
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(3.6)

�������� value at which stimulation frequency
In the simulations in this paper, V, the limiting 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈
reaches its maximum, was taken to be .5 in all simulation – i.e., once only half of SM inputs to the
thalamus are successfully relayed, stimulation is turned on full strength.

𝑉𝑉 = .5

(3.7)

T, the threshold at which stimulation commences, as well as A, the stimulation amplitude, were the
parameters varied in simulation.

3.2.2.3 Adaptive Bias

This control strategy departs from the previous two, in that stimulation is not applied via pulses.
Rather, stimulation takes the form of a constant bias current that increases linearly with unreliability, and
gradually turns off as unreliability comes back down. In contrast to stimulatory pulses which inject a high
amplitude current for a short period of time, bias is always on, at less extreme amplitude which goes to
zero as ��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 goes to zero. Bias stimulation is applied according to

�������.
𝐵𝐵𝑠𝑠𝑠𝑠 = 𝑘𝑘𝐵𝐵 × 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈

(3.8)

The motivation for the creation of such a control strategy is given in section 3.4.2.
The gain parameter kB was varied in simulation. Note that in an actual controller, it might be of
use to define a threshold below which bias turns off, in order to save energy; however, due to the short
simulation times and inherently lower amplitudes of Bst as ��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 gets small, this phenomenon did not
have a sufficient chance to significantly impact the energy expended, and was left out of the control law.
3.2.2.4 Frequency Variation with Adaptive Bias

This control method combines the high amplitude, high frequency stimulation scheme of 3.2.2.2
with the adaptive bias of 3.2.2.3. The motivation for the creation of such a control strategy is given in
section 3.4.4. The control law is formulated using both (3.4) and (3.8), and separating their areas of action
with a threshold:
�������� < 𝑇𝑇
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈
��������
𝑇𝑇 ≤ 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 ≤ 𝑉𝑉
��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 > 𝑉𝑉

0,
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 + 𝑏𝑏𝑓𝑓 ,
𝑓𝑓𝑠𝑠𝑠𝑠 = �𝑘𝑘𝑓𝑓 × ��������
150 Hz,

𝑖𝑖𝑠𝑠𝑠𝑠 = constant
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𝐵𝐵𝑠𝑠𝑠𝑠 = �

𝑘𝑘𝐵𝐵 × ��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 , ��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 < 𝑇𝑇
��������
0,
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 > 𝑇𝑇

(3.9)

�������� is greater than the threshold T, pulse-chain stimulation commences whose frequency is
Thus, when 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈
linearly proportional to the level of ��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 beyond threshold, as in the control law of 3.2.2.2. As this
��������
pulse-chain pulls 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 below T, a gentler constant bias takes over, rather than abruptly shutting off
stimulation all together. As ��������
𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 goes to zero, all stimulation stops.
In simulation, bias gain kB as well as the bias-to-pulse threshold T were experimented with. The
amplitude of the pulses A was taken as 100 pA/µm2, based on results seen of the frequency variation
control strategy, and the upper frequency limit threshold V was taken as .5, as before.

𝑖𝑖𝑠𝑠𝑠𝑠 = 100 pA/µm2 ,

𝑉𝑉 = .5

(3.10)

3.3 Results
*Special Note: All time histories plotted in this section start at a value of t ~500 ms, to allow for
sufficient time to elapse to perform an Unrel calculation (10 SM inputs) on which each algorithm depends.
�������� is made throughout the explanations, because
In addition, no differentiation between Unrel and 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈
��������
what affects Unrel on one TC ultimately affects 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 as well.
3.3.1 Amplitude Variation

The Rel and U values resulting from application of the amplitude variation control strategy to the
Parkinsonian system is shown in figure 3.4 for various values of proportional gain kp and stimulation
threshold T. As would be expected, increasing the value of the proportional gain increases the energy
expended, seeing as the curves in (C) and (D) shift upwards as kp is increased. Additionally, the plots in
(A) and (B) also follow a general trend of shifting upwards as kp is increased, indicating that on average,
Rel increases with the amplitude of corrective stimulation. Note that this stimulation is capped at an
amplitude of 200 pA/µm2, which limits the ability of GPi inhibition to go so high as to “shut down” the
thalamus, which would result in additional missed spikes.
The plots (A) and (B) also show that, in general, low thresholds on Unrel tend to yield better
results for reliability. In almost all cases, Rel scores are highest when T is in the range of .1 to .2. The
energy expended U does not appear to have any such correlation to T, however; it may decrease or
increase as T becomes lower.
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Figure 3.4: Plots of resulting thalamic reliability and stimulation energy over the course of 3000 ms simulation
for varying proportional Unrel gain kP and the Unrel stimulation threshold T. A and B – Thalamic reliability,
uniform and nonuniform cases, respectively. C and D – Stimulation energy, uniform and nonuniform cases,
respectively.

To further examine the effect that the threshold T has on control algorithm effectiveness, figure
3.5 plots voltage and stimulation current time traces for a TC cell with both a low threshold and high
threshold. Notice that in (D), stimulation applied with a high (T = .25) threshold control setting is much
sparser than that applied in the low (T = .1) threshold case of (C); there are more areas where stimulation
is turned off. This leads to a lower Rel value as seen in (B) when compared to (A), which noticeably
occurs because of longer periods where the controller is not active. Common sense would infer that, in
turn, less energy would be consumed by the controller with the highr threshold; that there would be a
trade-off between using less energy and losing reliability as the controller became less and less active as
the threshold was heightened. Despite the fact that this may be true in some cases, figure 3.2 argues
against this hypothesis. The energy expended by the controller with T = .25 is actually greater than that
expended by the controller with T = .1. Thus, there may be “sweet spots” wherein the system is
consistently kept at low Unrel values by a controller with a low threshold. The controller will be active
most of the time, but on average will use less energy because it will not shut off and let Unrel accumulate
for long period (as would be seen with a highr threshold), which would lead to a severe amount of energy
expended trying to bring Unrel back to an acceptable level.
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Figure 3.5: Comparison of low and high threshold results. Both plots show results for uniform stimulation, kp =
400 pA/µm2. A and B - thalamic voltage responses for an Unrel threshold of .1 (low) and .25 (high),
respectively. C and D – the corresponding low and high threshold stimulation time traces. Observe that the plot
in (D) shows more intermittent stimulation than in (C), which leads to a noticeably lower Rel value. However, the
intermittent stimulation in (C) does not yield a lower energy expenditure, as would be expected.

The difference in the effectiveness of the algorithm when stimulation is assumed uniform is
drastic. Rel scores see huge increases, with each kp curve jumping approximately .2 units upwards from
(B) to (A). U also increases a noticeable amount, but not enough to offset the gains in Rel. Thus this
stimulation strategy becomes more preferable when the area of stimulation is well-aligned with stimulator
contacts, and the majority of stimulation is felt by all neurons upon excitation.
Overall, the stimulation strategy calls for energy expenditures at a minimum of ~30 pA/µm2 to
reach reliability levels of around 90%, and this is only in the case where stimulation is assumed uniform.
The more biologically sound nonuniform stimulation case never sees Rel > .8. Thus the effectiveness of
this stimulation strategy is questionable.

3.3.2 Frequency Variation
Figure 3.6 plots the system performance criteria Rel and U for all values of ist and thresholds T
swept. Agreeing with intuition, more energy is expended when a higher stimulation amplitude is used, as
indicated by the huge height difference of the ist = 100 and ist = 200 curves in (C) and (D). (A) and (B)
show that Rel may or may not increase with higher amplitude stimulation; in general, it may suffice to say
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that higher amplitude stimulation does better than lower amplitude stimulation at higher Unrel thresholds
(>.15). This is probably a result of the fact that at high thresholds, stimulation is turned off more often,
and when it is turned on, Unrel has accumulated to a high level compared to that that would be seen with
a lower threshold. When this occurs, higher amplitude stimulation allows the corrective effect of the
stimulation to take hold of the system more readily, allowing for quicker re-adjustments to proper
thalamic behavior that is seen under high frequency stimulation. Lower amplitude stimulation may have
more difficulty in penetrating through to the undesirable behavior of the thalamus, because the effect on
GPi inhibition may not be as powerful as with higher amplitude stimulation.
As in the case of amplitude variation, there is a glaring difference between the results for uniform
and nonuniform stimulation, with uniform resulting in higher Rel scores as well as higher energy
expenditures. Thus this stimulation method too does well when the implanted electrode is precisely
coupled to neurons in its area of stimulation.
Also concurring with the results of the amplitude variation stimulations, lower thresholds tend to
result in better reliability than higher thresholds. If the threshold is chosen correctly, lower amplitude
stimulation may prove as effective as higher amplitude stimulation, yielding large reductions in energy
expenditure.

Figure 3.6: Plots of thalamic reliability and stimulation energy obtained over the course of 3000 ms simulations for
varying the amplitude of stimulation ist and the stimulation threshold T. A and B – Thalamic reliability, uniform and
nonuniform cases, respectively. C and D – Stimulation energy, uniform and nonuniform cases, respectively.
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An exemplary plot for the system behavior under different thresholds is shown in figure 3.7.,
along with a plot of the average unreliability for interpretation of the stimulation time trace. Observe that,
as with amplitude variation, stimulation at highr thresholds is more intermittent. However, it becomes
more difficult to assert how the intermittency of stimulation affects energy expended in this case. In the
case of amplitude variation, with low thresholds at times of low Unrel, the amplitude of stimulation sank
to a “watchdog” level wherein stimulation was still being applied, but at low amplitudes in order to keep
the thalamus near the Unrel threshold. At high thresholds, on the other hand, stimulation was completely
shut off until thalamic unreliability rose to high enough levels to trigger stimulation, which then had to be
rushed in at high amplitudes in order to quickly re-orient the thalamus. In the case of frequency variation,
however, the frequency can roll off, but each pulse injected is predetermined to be of significant
amplitude and exert a substantial amount of energy. In addition, for a given Unrel value, the frequency
stimulated with at lower thresholds will always be greater than that with a highr threshold. These aspects
may make the energy exerted with frequency variation control generally greater at lower thresholds.

Figure 3.7: Voltage, stimulation current, and Unrel time traces for the examination of the effect of stimulation
threshold on system behavior. A, C, and E – Low (T = .1) threshold system behavior. B, D, and F – High (T = .25)
threshold system behavior.
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With this approach, Rel scores may reach near-DBS levels with the selection of an appropriate
low stimulation threshold, with possibly lower energy expenditures than the amplitude variation method
(~20 pA/µm2). Once again, however, this is only the case where stimulation is assumed uniformly
distributed across all neurons. Rel scores in the nonuniform stimulation case still do not cross .9, which
makes the applicability of this method questionable as well.

3.3.3 Adaptive Bias

3.3.3.1 Calibrating Bias

In contrast to pulse chain stimulation, whose parameters have been studied in (Rubin and Terman
2004), and also reviewed in other studies (Feng et. al 2007), (Pirini et. al 2008), stimulation based on a
constant bias has yet to be explored for its clinically effective parameter ranges. Luckily, there is only
one parameter of interest; the amplitude of the bias Bst. To explore how thalamic reliability fairs under
different levels of bias, simulations were performed in which a constant level of stimulatory bias is
maintained throughout the entire time course.
Figure 3.8 summarizes the results. In (A) and (B), at a bias amplitude of 10, very little is done to
affect the unsightly behavior of the Parkinsonian thalamus, for both uniform and nonuniform stimulation.
As bias is increased, thalamic reliability rises more and more, until a “sweet spot” is found at Bst = 40
pA/µm2 for uniform stimulation and Bst = 60 pA/µm2 for nonuniform stimulation. (C) and (D) plot the
thalamic responses in these uniform and nonuniform cases, respectively. For amplitudes of bias in these
vicinities, the thalamus acts as it does under high-frequency DBS, with Rel values nearing perfection.
Note that the energy expended in stimulation is higher than for DBS, however, unless stimulation is
assumed uniform. As bias increases beyond these optimal regions, thalamic reliability again begins to
decrease. In this case, the rather than not having enough strength, stimulation has become too strong to
allow for good thalamic relay; the large amount of GPi inhibition prevents the thalamus from spiking. (E)
and (F) show the cases where Bst = 80 pA/µm2 for uniform stimulation and 110 pA/µm2 for nonuniform
stimulation in which the activity of the thalamus has been substantially reduced by GPi over-inhibition,
resulting in many missed spikes.
From figure 3.8 it can be concluded that in order for bias-based stimulation to be clinically
effective, it should be able to rise to the range of Bst = 30-40 pA/µm2 when thalamic reliability is
dwindling, and possibly slightly higher than this in the case where stimulation is not assumed uniform.
The following studies experiment with the proportional gain kB to test how varying Bst across these
ranges for a given level of Unrel fairs for thalamic reliability, in addition to testing levels of Bst that may
be to slight or too large, for completeness.
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Figure 3.8: Summary of bias levels to shift the thalamus into different regimes of reliability. A and B – Thalamic
responses to a level of bias too low to have any noticeable effect. Bst = 10 pA/µm2 in both uniform and nonuniform
in (A) and (B), respectively. C and D – Thalamic responses with bias near a level optimal for thalamic reliability.
Bst = 40 pA/µm2 in the uniform case in (C) and Bst = 60 pA/µm2 in the nonuniform case in (D). E and F – Thalamic
responses with bias level so high as to cause overi-nhibition of the thalamus, resulting in frequent misses and
reduced reliability. Bst = 80 pA/µm2 in the uniform case in (E) and Bst = 110 pA/µm2 in the nonuniform case in
(D).

3.3.3.2 Simulation Results

Figure 3.9 plots thalamic reliability and energy expended in stimulation taken over a 3000 ms
time course for varying the proportional bias gain kB. As with the bias calibrating experiments, one can
see that Rel reaches a high point at some particular level of bias, and then drops off as bias goes greater
than this point. U, on the other hand, monotonically increases. The increase is gradual at first, but past a
certain value of kB, U grows at a tremendous rate.
Notice that Rel peaks at kB = 80 pA/µm2 in the uniform case, which is considerably lower than the
kB = 150-200 pA/µm2 in the nonuniform case. This results in substantially lower energy expenditures
needed to reach optimal results in the uniform case as compared with the nonuniform case. In addition,
the peak Rel value in the uniform case is larger. Thus this is yet another reliability-based stimulation that
performs the best when stimulation is uniformly distributed across its target neurons.
35

Figure 3.9: Plots of thalamic reliability and stimulation energy obtained over the course of 3000 ms simulations for
varying the proportional bias gain kB. A and B – Thalamic reliability, uniform and nonuniform cases, respectively. C
and D – Stimulation energy, uniform and nonuniform cases, respectively. Note higher limits on kB are tested in the
nonuniform stimulation case due to its lower sensitivity to stimulation, which makes it harder to drive the thalamus to
over-inhibition.

Figure 3.10 portrays three cases of Bst levels (nonuniform stimulation case used for example); one
with an insubstantial kB, one with kB near its optimal value, and one with kB causing thalamic overinhibition. From the stimulation current time trace in (B), one can see that for kB too small, Bst hovers
around subtherapeutic amplitudes, which results in the unreliable thalamic behavior in (A). When kB is
near its optimal value, Bst takes on values near the “sweet spot” levels of 40-60 pA/µm2 found in section
3.3.1 for nonuniform stimulation for most typical values of Unrel, as can be seen in (D). The therapeutic
benefits of such a well-tuned level of responsive stimulation are apparent from the voltage time trace in
(D). When kB rises beyond its optimal value, bias increases to levels that result in thalamic overinhibition, which result in the thalamic response in (G) with numerous missed spikes.
Plots (G)-(I) in figure 3.10 give insight into why energy expended increases so abruptly at kB
values higher than the optimum; when kB is too high, bias amplitude in response to moderate Unrel values
becomes very large. When this happens, instead of restoring thalamic functionality, as is intended, the
high level of stimulation starts to over-inhibit the thalamus, resulting in missed spikes. These missed
spikes build up a higher Unrel value, which in turn makes the controller exhibit even higher amplitudes of
stimulation. Now the thalamus becomes even more inhibited, and elicits even more missed spikes. The
36

Figure 3.10: Thalamic voltage response, and its corresponding stimulation current time trace and Unrel time trace. All
plots taken from nonuniform stimulation scenarios. A, B, and C – Case where kB is not sufficiently large for therapeutic
benefits (kB = 40 pA/µm2). D, E, and F – Case where kB is near an ideal value for therapeutic levels of bias (kB = 200
pA/µm2). G, H, and I – Case where kB is so high as to cause over-inhibition of the thalamus (kB = 300 pA/µm2). All plots
are of the nonuniform stimulation scenario.

algorithm works against itself in trying to raise stimulation when Unrel heightens, because that increased
level of stimulation simply results in more missed spikes and greater Unrel values. Thus, the stimulatory
bias “runs away”, expending high amounts to try to lower Unrel, and in effect only worsening it.
Overall, this stimulation method achieves suboptimal results while expending energy amounts
similar to those arising from simply leaving the bias at a constant “sweet spot” level which would result
in perfect reliability, as found in section 3.3.1. True, at the beginning of simulation, Unrel is high, which
forces high amplitudes and therefore high amounts of energy to be output by the controller, which may be
skewing the results slightly so as to make energy expended seem higher than usual. However, even if
energy expenditures were cut in half at the kB values that yield peak Rel scores in both the uniform and
nonuniform case, the suboptimality of the Rel scores would still not be enough to offset the reductions in
energy expended. Thus, just as amplitude and frequency variation see inferior results compared to simple
high frequency DBS, the adaptive bias method sees inferior results compared to simply leaving a constant
bias applied.
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3.3.4 Frequency Variation with Adaptive Bias
The Rel and U results for the frequency variation with adaptive bias strategy across multiple bias
gains kB are plotted in figure 3.11. Comparing plots (A) and (B) in figure 3.11 to plots (A) and (B) in
figures 3.4, 3.6, and 3.9, it is apparent that Rel tends to do better with this stimulation strategy than all
previous strategies, except in cases where these previous strategies expend much larger amounts of
energy. Even in the nonuniform case, where most of the previous strategies were not able to attain Rel in
the .8 to .85 range, the frequency variation with adaptive bias strategy sees Rel between .85 and .9 in
multiple cases, while exerting similar or even lower amounts of energy.
In the case of T = .2 in (C) and (D), U grows drastically as kB is increased past certain levels, as
seen in the adaptive bias strategy. Thus, like adaptive bias in section 3.3.2, it may be that bias in this
stimulation strategy “runs away” as well, building up its amplitude to try to mitigate Unrel, but in effect
only increasing it by causing over-inhibition of the thalamus. This effect is more or less absent from the
T = .1 curve in (D), however.

Figure 3.11: Plots of thalamic reliability and stimulation energy obtained over the course of 3000 ms simulations for
varying the proportional bias gain kB in the frequency variation with adaptive bias strategy. A and B – Thalamic
reliability, uniform and nonuniform cases, respectively. C and D – Stimulation energy, uniform and nonuniform cases,
respectively. Note that the uniform case was not tested with a threshold of T = .1 as the nonuniform case was, because
with T = .2 the uniform case was already seeing near-optimal results.
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Figure 3.12: Thalamic response and corresponding stimulation time traces for inspection of how bias affects thalamic
reliability in the off periods of high frequency stimulation. A and B – Thalamic responses in the uniform and
nonuniform stimulation cases, respectively. C and D – The corresponding uniform and uniform stimulation currect time
traces.

For interpretation of how supplementing the off periods of high frequency stimulation with
adaptive bias affects thalamic behavior, figure 3.12 plots the thalamic responses and corresponding
stimulation time traces for kB = 100 pA/µm2 in the uniform case with the unreliability threshold T = .2 and
the nonuniform case with T = .1. In both (A) and (B), most unreliable spikes arise in the periods where
high frequency stimulation has turned off and adaptive bias has taken over. However, in the case where
stimulation is assumed uniform, the severity of thalamic misbehavior in these regions is noticeably lower
than in the off regions of amplitude and frequency variation. In the nonuniform case, the effect of bias is
less successful, only avoiding a few extra unreliable spikes when high frequency stimulation shuts off.
Thus the adaptive bias does help to curb the poor thalamic response seen in times where high frequency
stimulation switches from on to off, but unless stimulation is assumed uniform the amplitude of bias will
have to be relatively high in order make a deep impact.
All things considered, of all reliability-based control strategies, frequency variation with adaptive
bias comes closest to being practically implementable. It can perform with Rel near .9 even when
stimulation is not assumed uniform, which may be sufficient to alleviate most Parkinsonian behavior. In
addition, with appropriate threshold and bias gain tuning, its energy expenditures may become lower than
the 100 pA/µm2 amplitude DBS that resulted in perfect thalamic reliability (U might be in the range of
~18 nA2/µm4 as compared with 23.4 nA2/µm4 in 100 pA/µm2 DBS). However, from a practical point of
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view, prolonging battery life by reducing energy by a factor of 25% or so may not be worth sacrificing the
consistently successful thalamic relay seen in DBS. Thus, in its current form this stimulation
methodology may find practical implementation unattainable as well.

3.4 Discussion
3.4.1 The Weakness of Pure Amplitude and Frequency Variation
As stated in sections 3.1 and 3.2, the amplitude and frequency variation methods sees suboptimal
results as compared with traditional high frequency DBS, which makes their applicability questionable.
The reasoning behind this statement is that both stimulation methods see consistently lower Rel scores,
especially in the more realistic nonuniform stimulation scenario, and U values that are not sufficiently low
to offset the decrease in Rel. There are some simulations that seem to make these stimulation strategies
show promise; one such simulation is the 100 pA/µm2 amplitude, .1 Unrel stimulation threshold run of
the frequency variation strategy with assumed uniform stimulation. In this run, Rel = .979,and U = 24.81
nA2/µm4, which means Rel is close to that seen in high-frequency DBS, with energy costs reduced by
almost a factor of 4.
For a qualitative justification, recall that in PD, the firing of the GPi becomes rhythmic, resulting
in low frequency “ON/OFF” firing episodes (refer to figure 2.4 for a depiction of this behavior). From
the stimulation time trace in (B), notice there are periods where stimulation is being applied full strength,
interspersed with periods where stimulation has been completely shut off. Obviously, the GPi will be
firing in the periods where stimulation is applied, and will become silent (more silent, though possibly not
completely so) in the periods were stimulation is turned off. Thus, turning stimulation on and off based
on the criteria that Unrel must be below some particular threshold replicates the “ON/OFF” GPi firing
pattern seen in PD to a mild extent.
To determine the effectiveness of amplitude and frequency variation runs such as these once and
for all, traditional 130 Hz DBS of the GPi was performed at a lower amplitude (100 pA/µm2), to discover
if straight high frequency DBS at lower energy levels was superior to trying to trying to make that
stimulation amplitude or frequency adaptive. Figure 3.13 plots the results for both uniform and
nonuniform stimulation scenarios. It is easy to see that even with this lower amplitude of stimulation,
GPi high frequency DBS out-performs both amplitude and frequency variation, while expending similar
amounts of energy. Thus the proposition of using either of these stimulation methodologies can be laid to
rest.
To diagnose what the weaknesses of these stimulation strategies, figure 3.14 plots the thalamic
response under generic cases of amplitude and frequency variation. Examine the areas of plot (A) where
thalamic response becomes poor in the case of amplitude variation; compare these regions to the times in
(B) where stimulation comes to a halt because Unrel has fallen below threshold. It is easy to see that
these coincide almost perfectly. A primitive explanation of why this is can be obtained by simply noting
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Figure 3.13: Thalamic response to lower amplitude (100 pA/µm2) high frequency DBS of the GPi, for assessing the
effectiveness of the proposed feedback-controlled stimulation strategies. A and B – Thalamic response with uniform and
nonuniform stimulation, respectively. C and D – The respective DBS current time traces.

that a Parkinsonian brain doesn’t function properly unless stimulation is turned on, so every time
stimulation comes to a stop the thalamus will resume unreliable behavior. This explanation is vague,
however; following this reasoning, one cannot attempt to find a way to alter the high-frequency DBS
waveform to obtain a stimulation method that is more efficient, because as soon as stimulation departs
from a high frequency pulse-chain, it is assumed that the thalamus will lose functionality.
For a more concrete, physical explanation of why areas of poor thalamic relay coincide with areas
where stimulation falls silent, we turn to figure 3.14 (C) and (D) and the conclusions reached in Guo et. al
2007. Figure 14 (C) plots a close-up of a thalamic response under frequency variation control during a
period where stimulation goes from on to off, and then back off again. The corresponding time window
in the stimulation current time history is shown in (D). In (C), notice that the thalamus is spiking reliably
as time approaches the 1700 ms mark, while the stimulation current in (D) is applying high frequency
stimulation. Near the 1700 ms mark, stimulation shuts off because Unrel has fallen below threshold.
When this occurs, the thalamus fires with intense rebound bursts, and fires multiple other burst spikes
throughout the off phase, while only eliciting a few reliable spikes. Now skip ahead to near 2000 ms
where high frequency stimulation turns back because of the decrease in Unrel seen from the bursts fired
in the off phase. Now, instead of firing burst spikes, the next SM input results in a missed (“dwarf”)
spike slightly past 2000 ms. After this the thalamus resumes the reliable spiking seen in times of high
frequency stimulation.
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Figure 3.14: Generic amplitude and frequency variation responses for examination of the weak points in these control
strategies. A and B – Thalamic response and stimulation current time trace, amplitude variation control with kP = 400
pA/µm2 and T = .2. C and D – Close-up of thalamic response and stimulation current time trace, frequency variation
control with ist = 100 pA/µm2, T = .15.

To shed light on this sequence of events, consider the results found in Guo et. al 2007. In part of
this computational study, a TC cell with nearly exactly the same mathematical model as that used in this
thesis was employed to study the effect of GPi inhibition on the successfulness of thalamic relay.
Specifically, the experiments sought to determine what the typical characteristic of the GPi inhibitory
waveform was in preface to each of the three kinds of thalamic SM input responses; successful spikes,
bad spikes, and missed spikes. Figure 3.15 (reproduced from their paper) shows their results. The figure
plots the time course of the GPi synaptic conductance sGi (s1 in their paper), which determines the
magnitude of the inhibitory synaptic current IGiTh, averaged over all TC responses observed in the missed,
bad, and successful spike cases. The trend is obvious; in the case of missed spikes, GPi synaptic
inhibition tends to be increasing up until the SM input arrival time at 20 ms. On the other hand, bad
spikes typically result when GPi synaptic inhibition is decreasing prior to the SM input arrival time.
Finally, GPi inhibition is relatively constant when successful spikes occur.
Interpreting this in terms of the dynamics of the GPi and thalamus, (Guo et. al 2007) note that
when inhibition on the thalamus noticeably increases, the deinactivating gating variables h and r on the
thalamus do not operate on fast enough time scales to build up to the point where the thalamus could
spike given a SM input, in the face of this now-stronger GPi inhibition holding the thalamus down. Thus
when the next SM input arrives, there is insufficient deinactivation and the thalamus fires a missed spike.
This explains the missed spike at the re-onset of high frequency stimulation in figure 3.14 (C) near 2000
ms. After this spike, however, h and r have had sufficient time to adapt to the higher inhibition level, and
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Figure 3.15: Results of study in Guo et. al 2007. At time 0, 20 ms before
each SM input arrived, recording of GPi synaptic inhibition to the thalamus
(here labeled s1) was begun. Averaged over numerous SM inputs and
corresponding thalamic responses, the figure shows that GPi inhibition
leading up to a missed spike is generally increasing, that GPi inhibition
leading up to a bad spike is generally decreasing, and that GPi inhibition
leading up to successful spikes is relatively constant.

we see reliable continuous spiking again. Now considering the bad spike case, Guo et. al (2007) explain
that when GPi inhibition drops a substantial amount, the opposite problem arises; thalamic deinactivation
has risen to a level that allows for response to SM inputs in the midst of a higher GPi inhibition level.
Once that GPi inhibition level drops, there is so much deinactivation that the thalamus fires more than
once when a SM input arrives, resulting in bad spikes. This justifies the burst spikes seen near 1700 ms
in figure 3.14 (C) when high frequency stimulation turns off. Lastly, a relatively constant level of
inhibition, as would be seen in the case of a high frequency pulse-chain injected in GPi, avoids the
problems with either of these failed responses, allowing for successful thalamic relay.
To ascertain whether or not the behavior seen in figure 3.16 is resulting from the conclusions of
(Guo et. al 2007) , figure 3.16 plots the time courses of average GPi synaptic conductance sgi for the GPi
neurons coupled to TC1 in the same case of frequency variation, along with the thalamic response for
comparison. Indeed, once stimulation shuts off near time = 1700 ms, GPi inhibition plummets, meaning
the bursts that occur when stimulation stops are related to GPi inhibition to dropping from higher too
lower levels. Also, we see that when stimulation resumes near time = 2000 ms, GPi inhibition rises to
back to near where it was before stimulation turned off, so the missed spike at the onset of stimulation is
related to GPi inhibition rising from lower to higher levels.
Thus the conclusions of (Guo et. al 2007) are verified in this model, and pin down the problem
with pure amplitude and frequency variation; when stimulation goes from on to off, the GPi sees a drastic
drop in inhibition levels, resulting in the thalamus firing bad spikes, and when stimulation goes from off
to on, the GPi sees a drastic rise in inhibition levels, resulting in the thalamus firing missed spikes.
Subsequent strategies try to minimize this effect.
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Figure 3.16: Close-up of thalamic response under frequency variation
control seen in figure 3.14 (C), this time depicted with the average GPi
synaptic conductance sGi to TC1 for comparison with the results of (Guo et.
al 2007). A – Thalamic response, and B – its corresponding GPi inhibition
time trace.

3.4.2 Motivating the Adaptive Bias Strategy
The problem with high frequency pulse-chain based stimulation is that once stimulation turns off,
the thalamus must shift the operating regimes of its gating variables to adapt to the new level of inhibition.
One way to try to avoid this effect is to, instead of using a pulse-chain with gaps in between one
stimulation time to the next, employ an excitatory stimulation current that is always turned on – a bias.
This way, it is certain that stimulation will never shut off abruptly, throwing the thalamus into a brand
new operating regime and causing the negative effects discussed in section 3.4.1.
Specifically, the bias in this control strategy was designed to “follow” the value of Unrel; as
Unrel increases, the level of bias increases, to induce tonic firing of the GPi with more certainty. As
Unrel decreases, bias levels off, so as to avoid exerting excess energy when the thalamus is performing
reliably.
The hallmark of this strategy is that the shifts in stimulation are gentle; bias is left at a constant
level for the duration of each control period, can only change by a small amount from control action to
control action, since Unrel is constrained to change only by one successful/failed spike per control action.
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The gradual increases and decreases are sought to eliminate the bursts/misses associated with aggressive,
high frequency stimulation switching from on to off and back again.

3.4.3 The Inadequacy of Adaptive Bias
As concluded in section 3.3.3, adaptive bias yields Rel scores that are inferior to those obtained
from simply keeping bias on at a constant optimal “sweet spot” level, especially when stimulation is not
considered uniform. For insight into why this is, figure 3.17 compares the system response to a constant
optimal level of bias as found in section 3.3.1 in comparison to the adaptive bias run which yielded the
highest Rel score (nonuniform stimulation scenarios used for example). This time, however, not only the
thalamic responses and stimulation time traces are plotted; the average synaptic conductance of the GPi
neurons tied to the TC under consideration is also shown, for interpretation of the effect of stimulation in
terms of the dynamics of the network.
Observe the differences in the sGi time traces in (C) and (D); with a constant level of bias in (C),
GPi inhibition always hovers around an elevated level without any noticeable excursions. With an
adaptive bias in (D), GPi inhibition for the most part remains around a constant level, but there are indeed
instances where inhibition drops noticeably below this level. Looking at (F), one can see that these
instances correspond to times where bias has dropped below the experimentally determined “sweet spot”
area, and looking at (B) one can see that these instances make up nearly the entire collection of unreliable
thalamic spikes.
Physically, what these observations mean is that once bias drops below the experimentally
determined region that gives optimal thalamic reliability, bias becomes incapable of inducing the
continuous GPi firing that leads to a relatively constant level of inhibition of the thalamus. As a result,
GPi inhibition drops off when the adaptive bias moves out of the optimal region in response to lower
Unrel values, which suddenly switches the level of inhibition seen by the thalamus . The thalamus
responds with bursts, and then misses as bias picks back up in as Unrel increases (for a description of
why this occurs, please see section 3.4.1). It is only when bias reenters the optimal stimulation region
that thalamic reliability is restored.
Thus it is concluded that reliability-based stimulation utilizing a stimulation current that is purely
bias is not capable of fully handling the task of restoring functionality to a Parkinsonian thalamus. Unless
Bst nears, and remains near, optimal amplitudes for the duration of control, bias is inadequate to keep GPi
inhibition of the thalamus at a constant level, and sees problems with GPi inhibition fluctuating too
drastically which gives way to the unsuccessful thalamic spiking described in section 3.4.1. Since to keep
bias near these optimal levels requires more stimulation energy to be expended than in high frequency
DBS (even if stimulation is assumed uniform, U = 47.9 nA2/µm4, which is greater than the energy
expended in 130 Hz, 100 pA/µm2 DBS), the practical application of such a method can be ruled out.
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Figure 3.17: Plots of optimal levels of constant bias and adaptive bias for comparison of how the adaptive bias strategy
fairs against simply leaving bias on at a constant level. A and B – Thalamic responses in the constant and adaptive bias
cases, respectively. C and D – Average synaptic current variable sGi of the GPi neurons coupled to the TC cell whose
response is plotted in (A) and (B), respectively. E and F – Stimulation current time traces for the TC cell responses in (A)
and (B), respectively.

3.4.4 Motivating the Frequency Variation with Adaptive Bias Strategy
As covered in section 3.4.1, the key issue leading to suboptimal Rel scores in the amplitude and
frequency variation strategies was that high frequency stimulation could not go turn on or off without
throwing the thalamus into a substantially inhibition level operating regime, causing the thalamus to
behave poorly when transitions between on and off took place. Thus it became necessary to always leave
at least some amount of high frequency stimulation turned on, which caused energy expenditures to near
those seen in DBS.
In addition, section 3.4.3 deduced that an adaptive bias whose level decreased as Unrel decreased
was inadequate to fully combat Parkinsonian behavior, because below certain amplitude regions where
bias caused an optimal amount of GPi excitation, bias could not cause the GPi to fire in a fast, tonic
manner. GPi inhibition fluctuated too much, and as a result the problems with failed thalamic spiking
discussed in section 3.4.1 occurred.
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We know that high frequency pulse-chains can maintain a nearly constant level of inhibition
while expending less energy than bias. However, if these pulse-chains are not turned off or reduced in
intensity at some point, they become, more or less, the same approach as traditional DBS. The problem
with switching from on to off and off to back on again is that inhibition to the thalamus shifts too rapidly.
If some lower amount of inhibition could be applied in times where high frequency stimulation switches
from on to off and vice versa, this additional stimulation might ease the thalamus into the new inhibition
regime resulting from the switch. This is the idea behind this strategy.
Specifically, high frequency pulse chains based on the frequency variation method (chosen for its
seemingly greater effectiveness at lower energy expenditures as compared to amplitude variation), are
applied once Unrel has risen past some threshold. Below this threshold, an adaptive bias taking the same
form as in section 3.2.2.3 turns on, in order to “catch” the GPi inhibition level that would otherwise fall
off drastically. As Unrel decreases this adaptive bias also decreases to minimize energy expenditures,
and as Unrel increases back towards the pulse-chain stimulation threshold the adaptive bias increases, in
order to ease the thalamus into the oncoming higher level of inhibition.

3.4.5 Interpreting the Effect of Supplementing High Frequency Stimulation with Bias
The results of section 3.3.4 showed that insertion of an adaptive bias while high frequency
stimulation is halted does indeed increase the successfulness of thalamic relay, as compared to the
amplitude and frequency variation strategies where bias simply shuts off completely. For a clear physical
view of what happens during these periods where high frequency stimulation shuts off, figure 3.18 plots
the same scenarios as figure 3.12 of section 3.3.4, but this time the average synaptic conductance of GPi
neurons coupled to the thalamic cell under examination is plotted as well. All plots show close-ups of
regions where high frequency stimulation has shut off and bias has commenced, for more visibility in
these key regions.
Judging by the synaptic time trace in (C), it appears as though the bias current does cause
sufficient excitation within the GPi to smooth out the abrupt changes in inhibition level that are seen
without any bias present. When high frequency stimulation stops around 1400 ms, the mean of the GPi
inhibititory waveform gradually decreases, until it hits a low point in the middle of the period where bias
has taken over, and then slowly increases again as bias moves back upwards in response to unreliable
spikes at the low point. Once high frequency stimulation commences at around 2000 ms, GPi inhibition
has already been raised significantly by the bias current, so as to make the jump in inhibition level less
drastic. The bump up in inhibition level from bias is not enough to avoid the missed spike at the onset of
high frequency stimulation, however.
Plot (F) shows a less impactful bias current. In this plot, stimulation is not assumed uniform, so
the excitatory effect of bias on GPi neurons is not as powerful. Thus, when high frequency stimulation
shuts off around 1050 ms, GPi inhibition plummets, resulting in the burst spikes seen in (D). In contrast
to the smoother movement of the mean inhibition level seen in (C), GPi inhibition rises and falls
dramatically during the time where bias has taken control. This quicker up and down movement of the
central value of the inhibitory waveform is indicative of the lower bias value taking longer times to cause
the GPi to spike, resulting in more intermittent inhibition which is not preferable from a reliability point
of view. Thus, in order to have a substantial impact and yield results more like those seen in (C), adaptive
bias will have to assume higher amplitudes when the uniform stimulation assumption cannot be employed.
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Figure 3.18: Thalamic responses, stimulation time traces, and average GPi synaptic conductance time traces for
interpretation of how bias affects thalamic reliability when high frequency stimulation halts, in terms of the resulting
synaptic waveform. A, B, and C – Thalamic response, stimulation current, and average synaptic conductance,
respectively, for the case of uniform stimulation with T = .2 and kB = 100 pA/µm2. D, E, and F – Thalamic response,
stimulation current, and average synaptic conductance, respectively, for the case of nonuniform stimulation with T = .1
and kB = 100 pA/µm2. E and F show a close-up of a time window in which high frequency stimulation has shut off, for
more detail into these key regions.

These high bias amplitudes may cause energy expenditures to rise above those in 100 pA/µm2 DBS, as
seen for the most reliable cases of nonuniform frequency variation with adaptive bias (kB = 200, 250
pA/µm2). If this is the case, then the practical utility of such a stimulation strategy disappears.
Lastly, to tie up a loose end from the frequency variation with adaptive bias results; in section
3.3.4, it was noted that energy expenditures in the frequency variation with adaptive bias method increase
by a drastically greater amount for a given increase in kB, once certain limits of kB have been reached (see
figure 3.11). At a first glance, it may seem that this stimulation strategy is seeing problems with the “run
away” bias uncovered in the adaptive bias strategy, wherein bias amplitude rises to the point of overinhibition of the thalamus, resulting in frequent missed spikes which increase Unrel further aggravate the
bias amplitude. To determine if this is the case, several stimulation time traces are plotted and compared
in figure 3.19. (A) and (B) compare time traces with threshold T = .2, which is where the seemingly “run
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Figure 3.19: Stimulation current time traces in different scenarios, for interpretation of resulting system behavior. A
and B – Uniform stimulation case with Ist time traces for low and high values of kB, respectively. Stimulation threshold
T = .2 in both cases. C and D - Nonuniform stimulation case with Ist time traces for low and high values of kB,
respectively. Stimulation threshold T = .1 in both cases.

away” bias results are present. It can be seen that, although bias is more prevalent in the case of plot (B)
where kB is higher than in plot (A), bias is still straddled by high frequency stimulation on both sides in
(B), and does not completely take over stimulation. Thus the reason that energy increases drastically
beyond particular kB values is because both the amplitude and duration of bias tend to increase as kB
increases, and the energy expended in stimulation goes as the square of the current expended in the
waveform. Notice the U plots for T = .2 in figure 3.11 (C) and (D) look roughly parabolic.
To examine the lack of dramatic increase in U with increasing kB beyond a certain point when T
= .1, figure 3.19 (C) and (D) plots stimulatory waveforms in the case where T = .1 for low and high values
of kB as well. From these plots too it can be seen that bias amplitude and duration tends to increase as kB
increases when T = .1; however, the prevalence of bias is not as drastic as seen in the case where T = .2,
due to the fact that high frequency stimulation will be engaged more often because of the lower Unrel
threshold on its cessation. Thus the energy expended due to bias is less dominant, and as kB increases it
will have less of an impact on the energy expended.
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4. GPi Synaptic Conductance Control (sGi-Based Control)
4.1 Motivation
An important aspect of the network model is that, despite its great size and complexity, in the end
the area whose behavior is of practical importance, the thalamus, is coupled to the rest of the model
through only one equation and one state. The coupling comes in the term IGi-Th in equation (2.11),
𝐶𝐶𝑚𝑚 𝑣𝑣̇ 𝑇𝑇𝑇𝑇 = −𝐼𝐼𝐿𝐿 − 𝐼𝐼𝐾𝐾 − 𝐼𝐼𝑁𝑁𝑁𝑁 − 𝐼𝐼𝑇𝑇 − 𝐼𝐼𝐺𝐺𝐺𝐺→𝑇𝑇ℎ + 𝐼𝐼𝑆𝑆𝑆𝑆

and the coupled state from the outside network is the s variables of the GPi neurons, as given by the
synaptic current equation (2.2),
𝑗𝑗

𝐼𝐼𝐺𝐺𝐺𝐺→𝑇𝑇ℎ = 𝑔𝑔𝐺𝐺𝐺𝐺→𝑇𝑇ℎ (𝑣𝑣 − 𝐸𝐸𝐺𝐺𝐺𝐺→𝑇𝑇ℎ ) � 𝑠𝑠𝐺𝐺𝐺𝐺
𝑗𝑗

(4.1)

where α = Gi and β = Th have been substituted into equation (2.2) obtain equation (4.1). All ionic
currents require no relation to the model outside the thalamus; they all act solely based on the state of the
thalamus. The SM input current is a user-prescribed function meant to test thalamic response, which
means it is also not affected by the outside model. When the thalamus is simulated alone, the dynamics
of these currents cause the thalamus to behave normally (i.e. reliability is near 1). It is only when the
thalamus is tied to full network that its behavior can become unreliable.
Thus the observation can be made that the sole cause for thalamic success or failure is in the
synaptic current from the GPi, IGi-Th, or more specifically, in the GPi synaptic variables sGi. If sGi is
controlled to result in a synaptic conductance waveform that the thalamus can handle, thalamic reliability
will be good. On the other hand, if sGi behaves in a way that distorts the dynamics of the thalamus,
reliability will be poor.
The next question is: what constitutes good sGi behavior? As discussed for the case of reliability
based control in section 3.4.1, problems with thalamic reliability surfaced when high frequency
stimulation of the GPi went from on to off, and back again. Recalling the results of (Guo et. al 2007), the
key physical reason why such unreliable behavior occurred was traced to the fact that when stimulation
switched from on to off or vice versa, the activity level of the GPi changed drastically. As a result, the
synaptic inhibition level of the GPi to the thalamus changed drastically (note the positive correlation
between voltage and s in equation (2.9)), which led to an incapability of thalamic inactivating variables to
cause successful spiking. Thus the take-away from the reliability-based control experiments and from
(Guo et. al 2007) is that a well-behaved sGi is one that does not have any sudden changes, and remains
relatively constant.
Seconding this conclusion is the work in Rubin and Terman (2004). In this study, Rubin and
Terman simulate a reduced thalamic cell isolated from the network, in which they prescribe sGi as a
known function of time. In the normal case, they take sGi to be a small positive constant. In the
Parkinsonian case, they take sGi to be a periodic square wave, that fluctuates between on and off
approximately every 400 ms. In the DBS case, they take sGi to be a larger positive constant. So in order
to reconstruct the cases where thalamic relay is reliable (normal and DBS), sGi is imposed as a constant.
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In order to reconstruct the case where thalamic relay is unreliable (Parkinsonian), sGi fluctuates drastically
in amplitude. Thus, possibly indirectly, Rubin and Terman (2004) claim that sGi is constant under the
condition of good thalamic reliability.
It appears that if sGi could be kept at a constant level, all thalamic relay problems would disappear.
However, short of continuous excitation via a high frequency pulse train or high amplitude bias, each of
which expend considerable amounts of energy, there is no clear way to keep GPi inhibition at relatively
constant level. To explore the prospect controlling the sGi waveform so as to keep Rel scores high,
without having to keep sGi at a constant level, the average sGi input to a single thalamic cell in both the
normal and Parkinsonian cases was examined.
Figures 4.1 and 4.2 depict a comparison of the average sGi in the normal case to that in the
Parkinsonian cases. In the normal case in figure 4.1, sGi tends to fluctuate with low amplitude around a
mean of about .36, with larger amplitude excursions occurring occasionally. The fluctuation is seemingly
without pattern, as is concurrent with the observations in RT2004. In contrast, the Parkinsonian sGi time
trace in figure 4.2 stays around its mean for some short periods of time, but in most cases it is straying far
away from the mean, in either deep troughs or high peaks. Moreover, these peaks and troughs tend to
appear in a rhythmic manner. This rhythmic, high amplitude oscillation appears to be the main
differentiating qualitative factor between the normal and Parkinsonian sGi waveforms.

Figure 4.1: Normal case sGi time traces. (A) shows the sGi state averaged over all GPi cells coupled to TC1,
and (B) shows the sGi state averaged over all GPi cells coupled to TC2. Notice that average sGi fluctuates
around the mean in a seemingly random manner with only a few slight blow outs.
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Figure 4.2: Parkinsonian case sGi time traces. (A) shows the sGi state averaged over all GPi cells coupled to
TC1, and (B) shows the sGi state averaged over all GPi cells coupled to TC2. Notice that sGi oscillates
between very low values and very high values in a noticeably rhythmic manner. Also notice that the mean in
the Parkinsonian case is slightly less than that in the normal case, but they are fairly similar – the key
difference is in the rhythmic oscillations.

The disordered fluctuations of the normal case make it appear as though sGi is a noisy signal
oscillating around some offset. The key to this observation is that the fluctuations do not have to take any
one form; they look random. If they can be kept close to the mean for most of the time, and do not occur
in a clearly rhythmic form, then sGi might behave similar to the normal case. And as concluded above,
this would result in the thalamus behaving similar to the normal case, resulting in high reliability.
To test this hypothesis, several sGi waveforms of the same qualitative form as the normal case
were input to the thalamus, in place of the sGi generated by the dynamics of the full model. That is,
predefined signals known for all time were substituted for sGi in the IGi-Th expression in the thalamic
voltage state equation, and the thalamic model was run with those signals to note the effect on its
dynamics. The signals are summarized in figure 4.3.
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Figure 4.3: Predefined GPi synaptic conductance sGi signals and corresponding thalamic response for examining
possibility of alternate GPi waveforms for good thalamic reliability. Rel = .98 in both cases. A - Thalamic response to
sGi signal in (B) that took the form of a triangle wave with additive Gaussian noise that was offset by the normal case
mean, .36.
C - Thalamic response to sGi in (D) that took the form of a Gaussian random process that was offset by the
normal case mean, .36. These graphs show that most any type of random fluctuation about the mean in the sGi signal will
make for good thalamic reliability.

Examining figure 4.3, one can see that sGi signals that fluctuate about the normal case mean in a
random manner result in good thalamic reliability. Similar simulations with varying levels of noise in the
sGi waveform, and different runs for different random number generation, all yielded near perfect
reliability. How random does the fluctuation have to be? Notice that the noisy triangle wave in (B) has
some obvious rhythmicity, but that this rhythmicity is occurring at high frequencies with an amplitude
that is not too drastic, when compared with the Parkinsonian oscillations in figure 4.2 that lead to poor
thalamic reliability. Taking these observations into account, it can be concluded that as long as sGi is not
rhythmic at low frequencies (Rubin and Terman 2004 put frequencies in the 2-8 Hz range in the “low
frequency” category) with large excursions from its mean value, thalamic reliability is unaffected.
The above analysis motivates the following proposition:
If the average synaptic conductance over all GPi cells can be controlled so as to fluctuate around an
experimentally validated mean, in any manner that does not have low frequency, prolonged, high
amplitude excursions from that mean, then the thalamus can function reliably.
This proposition is the basis of the control strategy.
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4.2 Control Strategy Description
*Special Note: For simplicity, in the rest of this chapter the average sGi signal over all GPi neurons
coupled to the TC cell of interest is referred to as sa.
4.2.1 System Level Method
In order to keep s within a reasonable distance of the mean, ideally the high amplitude peaks and
troughs of the sa signal in the Parkinsonian case would be eliminated by the control. However, a
controller can only add excitatory current that will increase sa; it is not able to exert an inhibitory stimuli
that would diminish sa. Thus a controller with the ability to constrict sa from peaking too high above the
mean is practically attainable. In light of this, the control strategy is based solely on trying to eliminate
the low frequency troughs in the Parkinsonian sa time signature.
Since we are trying to keep sa from going too far below the mean, define the error as
𝑒𝑒(𝑡𝑡) = 𝑠𝑠̅ − 𝑠𝑠𝑎𝑎 (𝑡𝑡)

(4.2)

𝐶𝐶𝑚𝑚 𝑣𝑣̇ 𝐺𝐺𝐺𝐺 = −𝐼𝐼𝐿𝐿 − 𝐼𝐼𝐾𝐾 − 𝐼𝐼𝑁𝑁𝑁𝑁 − 𝐼𝐼𝑇𝑇 − 𝐼𝐼𝐶𝐶𝐶𝐶 − 𝐼𝐼𝐴𝐴𝐴𝐴𝐴𝐴 − 𝐼𝐼𝐺𝐺𝐺𝐺→𝐺𝐺𝐺𝐺 − 𝐼𝐼𝑆𝑆𝑆𝑆 →𝐺𝐺𝐺𝐺 + 𝐼𝐼𝑠𝑠𝑠𝑠 ,

(4.3)

where 𝑠𝑠̅ is the mean that we desire to keep sa near, and 𝑠𝑠𝑎𝑎 (𝑡𝑡)is the present sa. Note that 𝑠𝑠̅ must be
experimentally determined for each patient before application of the control strategy, making it an
additional parameter that must be tuned upon implementation of an sGi-based the control algorithm.
We seek to control s by minimizing the error through use of control input stimulation Ist, which
appears in the voltage state equation on the GPi,

which is taken from equation (2.17) with the appropriate synaptic currents applied. The alteration of vGi
through Ist in turn affects s through equation (2.9):
𝑠𝑠̇ = 𝐴𝐴[1 − 𝑠𝑠]𝐻𝐻∞ �𝑣𝑣 − 𝜃𝜃𝑔𝑔 � − 𝐵𝐵𝐵𝐵

Thus the controller is actuating sa by first affecting the GPi voltage, which then goes on to affect sa.
Figure 4.4 shows a block diagram of how the control strategy is carried out. Notice first that only
the voltage states on GPi neurons 1,2,5 and 6 are measured, in contrast to the reliability-based method in
which all GPi neurons were recorded from. The reason for this is that GPi neurons 1,2,5 and 6 are the
neurons synaptically coupled to TC cell 1, and the model is organized so as to have the net synaptic
activity to each thalamic correlated, producing Parkinsonian “ON/OFF” behavior when the necessary
parameter settings are in place. If the activity of GPi neurons coupled to TC1 is overlapped with activity
of those coupled to TC2, the Parkinsonian rhythmicity of the combined waveform flattens out. Thus in
order to study the effect of stimulation on a Parkinsonian thalamus, the GPi neurons coupled to TC1 must
be kept separate from those coupled to TC2. As a result, this control strategy is structured off of
controlling the input to one TC cell only, TC1. Results from TC2 are inconsequential and are left out of
simulation results.
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Figure 4.4: Block diagram conveying the GPi synaptic conductance control method.

After ideally measuring the voltage on each of the GPi neurons coupled to TC1 (again idealized as
an electrode with multiple contacts), these measurements are fed to an expert system that performs the
same operation as the expert system in the reliability-based control method; the synaptic conductances of
each GPi neuron are reconstructed exactly. The average synaptic conductance is then taken to obtain sa,
which is then fed to the controller.
Note that this sequence of events corresponds to simply taking the sGi states directly from the
model, as was done in simulation. As before, this method neglects any error in the calculation of the
synaptic conductances from the GPi spike times. This methodology might also be simplified in a similar
manner to that presented in figure 3.2, wherein a sensor with multiple contacts does not have knowledge
of the synaptic connectivity. As a first experiment with synaptic conducatance level control, the more
ideal case was employed.
Simulations were performed with a control algorithm frequency of 200 Hz – such a miraculously
fast frequency is necessary because, rather than calculating some metric over time, as with Unrel in
reliability-based control, the control input is calculated based on the present state of the system. In order
to affect the sGi waveform on a spike-to-spike basis, and the corresponding affect on thalamic inhibition
levels, stimulation must keep up with these fast-moving dynamics. A lower control algorithm frequency
may suffice, but in all experiments in this thesis the control frequency was taken to be 200 Hz. The
system was dynamics were integrated with a time step of .1 ms, which corresponds to sampling vGi at 10
kHz.

4.2.2 Stimulation Methods
All stimulation methods in this control strategy are variations of the commonplace PID control
law (for an introduction to PID control, see (Golnaraghi and Kuo, 2009)). The primary means by which
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stimulation is applied are pulses, whose amplitude ist is linearly related to the error term by the
proportional gain kP, in addition to being linearly related to the derivative of the error term by the
derivative gain kD where derivative action is employed. As in the reliability-based control experiments,
the duration δst of all pulses is taken at .6 ms. The frequency of stimulation fst loses all meaning, because
pulses are applied in response to the state of the system, rather than with a predetermined frequency.
It is important to note that voltage affects s through a continuous Heaviside step function H∞,
which means that as high-amplitude pulses are input to depolarize the GPi neurons, the resulting effect on
s will be extremely jumpy; once voltage grows past the half-activation voltage θg in the argument of H∞ in
equation (2.9), s will grow very rapidly. Thus considerable overshoot of the mean 𝑠𝑠̅ by the sa response is
to be expected.
In addition to pulse-based stimulation, several strategies include a bias component of stimulation.
The purpose of the bias current is to supplement the higher amplitude pulses, so that thalamic inhibition
levels do not change too drastically in long periods where pulses are absent. This is similar to the role
that the adaptive bias played in the frequency variation with adaptive bias control strategy, discussed in
section 3.4.4. In all methods employing integral action, the integral term does not affect the amplitude of
stimulatory pulses; rather, it is linearly proportional to the amplitude Bst of the bias current. Bias is also
applied as a simple constant depolarizing current in one case.
Before going on to define each stimulation method, it must be noted that stimulation cannot be
applied so as to constrain sa such that sa is always above the mean; under normal operating conditions sa
can go below the mean value. It is only when sa goes dangerously below the mean, to a point not often
seen in the normal case, that corrective action must be taken. That is to say, stimulation should not be in
nonstop attempt to drive the error to 0; stimulation should only be applied when the error has risen
beyond some threshold, past which sa has drifted too far from the mean. Define the threshold T as the
experimentally determined value of sa where a Parkinsonian-type large excursion is likely to be oncoming.
For clarity, the parameters of the stimulation waveform Ist in equation (2.18) are restated here:
For stimulatory pulses:
• ist is the amplitude of stimulation
• δst is the duration of stimulation. *In all simulations in this paper, δst = .6 ms.
For stimulatory bias:
• Bst is the amplitude of stimulation
Note that the period and frequency of pulses are not defined for this control strategy, because rather
than then being known as a function of time, as in high frequency pulse chain stimulation, pulses are
applied based on the instantaneous state of the system.
The PID-based stimulation control laws are defined in the following subsections.
4.2.2.1 Proportional Control (P Control)

𝑖𝑖𝑠𝑠𝑠𝑠 = �

𝑘𝑘𝑝𝑝 𝑒𝑒(𝑡𝑡),
0,
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𝑒𝑒(𝑡𝑡) > 𝑇𝑇
𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒

(4.4)

where the proportional gain kP > 0. The simplest of all methods, proportional control inserts an excitatory
pulse whose amplitude is determined by kP into the GPi when e(t) has risen above threshold,. This
strategy was tested for several values of kP.
4.2.2.2 Proportional + Constant Bias Control (PB Control)

𝑖𝑖𝑠𝑠𝑠𝑠 = �

𝑘𝑘𝑝𝑝 𝑒𝑒(𝑡𝑡),
0,

𝑒𝑒(𝑡𝑡) > 𝑇𝑇
𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒

𝐵𝐵𝑠𝑠𝑠𝑠 = 𝑏𝑏 = constant

(4.5)

This stimulation strategy augments the proportional control strategy with a constant level of
depolarizing bias. The bias helps to fill in the gaps where pulse-based stimulation is not present, to help
diminish the effects of abrupt changes in GPi inhibition levels discussed in section 3.4.1 and (Guo et. al
2007). Simulations were carried out for multiple values of proportional gain kP and the level of bias b.
4.2.2.3 Proportional + Integral Bias Control (PI Control)

𝑖𝑖𝑠𝑠𝑠𝑠 = �

𝑘𝑘𝑝𝑝 𝑒𝑒(𝑡𝑡),
0,

𝑒𝑒(𝑡𝑡) > 𝑇𝑇
𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒

𝐵𝐵𝑠𝑠𝑠𝑠 = 𝑘𝑘𝑖𝑖 � 𝑒𝑒(𝑡𝑡)𝑑𝑑𝑑𝑑

(4.6)

𝑅𝑅

where the time span of integration R determines how many past errors will be included in the integral, and
the integral gain ki can be greater than or less than 0. Rather than applying a constant depolarizing bias,
the PI control law alters the amplitude of bias as errors accumulate, in order to encourage faster
convergence towards the desired mean value 𝑠𝑠̅. Integral action as applied for determination of pulse
amplitude was not investigated in this thesis. Note that bias is always applied, unless the steady state
error is zero so that the integral in (4.6) goes to zero. The integral was approximated via the rectangle
rule. Simulations tested various values of the integral gain ki and the integration time span R, with kP
taken at a nominal value found in proportional control experiments.
4.2.2.4 Proportional Control + Derivative Control (PD Control)

𝑖𝑖𝑠𝑠𝑠𝑠 = �

𝑘𝑘𝑝𝑝 𝑒𝑒(𝑡𝑡) + 𝑘𝑘𝐷𝐷 𝑒𝑒̇ (𝑡𝑡),
𝑒𝑒(𝑡𝑡) > 𝑇𝑇
0,
𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒
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(4.7)

where the derivative gain kD < 0. This stimulation strategy incorporates a derivative component for
determining pulse amplitude, which has the effect of subtracting away amplitude as the sa waveform
decreases more rapidly. The waveform of the s variable in the model has a very characteristic profile,
wherein the slope of the waveform decreases as the value of s decreases. Such a waveform is portrayed in
figure 4.5. Introducing a variation in amplitude that is dependent on such a slope causes pulses which are
inserted when sa is closer to threshold be cut down in amplitude, while pulses inserted when sa is
substantially below threshold are boosted in amplitude. Thus this derivative action affects the sa
stimulation waveform in the same manner as the proportional term, but it does so by affecting pulses
through reductions in their amplitude, rather than scaling pulse amplitude directly with error. Also note
that this strategy is generally not concerned with how derivative action affects stimulation when sa is on
the rise; figure 4.5 shows that anytime sa falls below threshold, and is returned to threshold with an
excitatory pulse (as in the three large spikes in the middle of the graph), sa rises sharply and suddenly.
The increase is so fast that sa reaches from below threshold to near its max value of 1 in around a
millisecond. Thus, with any control algorithm operating at a reasonable speed, the chances of resolving
such an upturn are slim.
kD was the parameter varied in simulation, with derivatives taken every control action (i.e. 5 ms),
and kP taken at a nominal value found in proportional control experiments. Note that unlike those in the
normal error term, sa values used in the derivative calculation were low-pass filtered prior to being used to
obtain a discrete-time derivative. A butterworth low-pass filter with a cutoff frequency of 50 Hz was
implemented using the Matlab command “butter” for this purpose.

Figure 4.5: Close-up of a typical sa time
trace, for interpretation of the effect of
derivative action.

4.2.2.5 Proportional + Integral Bias + Derivative Control (PID Control)

𝑖𝑖𝑠𝑠𝑠𝑠 = �

𝑘𝑘𝑝𝑝 𝑒𝑒(𝑡𝑡) + 𝑘𝑘𝐷𝐷 𝑒𝑒̇ (𝑡𝑡),
𝑒𝑒(𝑡𝑡) > 𝑇𝑇
0,
𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒

𝐵𝐵𝑠𝑠𝑠𝑠 = 𝑘𝑘𝑖𝑖 � 𝑒𝑒(𝑡𝑡)𝑑𝑑𝑑𝑑
𝑅𝑅
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(4.8)

This last control law seeks to combine the smoothing action and faster steady-state convergence
desired of integral bias action with the additional pulse amplitude tuning desired of derivative gain. In
this strategy, the integral gain ki and the derivative gain kD were simultaneously altered to find the settings
for maximum reliability. As before, kP was taken at a nominal value found in proportional control
experiments. All methods of calculation of the integral and derivative terms are the same as in the PI and
PD strategies, respectively.

4.2.3 Special Note About Parameters
At this point it is important to note that there are many parameters to be varied and examined for
their effectiveness in this control strategy; to simplify the variation of these parameters, the desired mean
value 𝑠𝑠̅ and the error threshold T were determined at the start of the parameter sweep process, and kept
constant throughout the rest of the simulations.
𝑠𝑠̅ was selected as the normal case mean of ~.36, as seen in the figure 4.1. Several values around
this one were experimented with for simulations of the proportional control law; all yielded similar results
or less desirable results.
𝑠𝑠̅ = .36 in all simulations

(4.9)

𝑇𝑇 = .115 in all simulations

(4.10)

T was selected based on inspection of the time trace of sa in the normal case, to note a value that
oscillations about the mean did not typically fall below, which would thus differentiate normal excursions
from the mean from pathological excursions from the mean. The chosen value was T = .115. Other
values around this one were experimented with for simulations of the proportional control law; all yielded
similar or less desirable results.

4.3 Results
4.3.1 Proportional Control
Figure 4.6 plots Rel and U resulting from application of the P control method with varying
proportional gains kP. From (A) and (B), it can be seen that the Rel scores in both uniform and
nonuniform stimulation tend to fall in the low .8’s to high .7’s range, which is considerably suboptimal.
However, from (C) and (D), energy expenditures are much lower than in the case of any reliability –based
control method with comparable Rel scores. These energy expenditures increase with the value of kP,
which is to be expected, but all result in more or less single digit U values, which has yet to be seen.
Comparing figure 4.6 (A) and (B), a remarkable turn of events surfaces; in contrast to reliabilitybased control, where uniform stimulation consistently resulted in higher Rel scores, for this stimulation
strategy reliability is better when stimulation is not assumed uniform, for every tested of kP value. This
59

Figure 4.6: Plots of thalamic reliability and stimulation energy calculated over the course of
3000 ms simulations for varying proportional gain kP. A and B – Thalamic reliability, uniform
and nonuniform stimulation cases, respectively. C and D – Stimulation energy, uniform and
nonuniform cases, respectively.

phenomenon will be considered in each sGi control section before being dissected in the discussion section,
to allow for sufficient evidence of its substantiality.
Another interesting aspect of the plots in (A) and (B) is that, although increasing kP at lower gains
tends to result in higher Rel scores, past some point, heightening kP results in a decreased Rel score. To
examine this trend, figure 4.7 plots the thalamic response and stimulation time traces for the lowest (kP =
300 pA/μm2) and highest (kP = 1000 pA/μm2) values of kP tested (nonuniform stimulation case used for
example). Comparing the stimulation time traces in (C) and (D), it is obvious that the amplitude of
stimulatory pulses is greater with higher kP. The drop in reliability at higher values of kP may be arising
as a result of the amplitude of these pulses going too high. However, stimulation seems more evenly
spaced in (D), while in (C) pulses are fired in clusters, reminiscent of the “ON/OFF” firing seeing in
Parkinsonian states. This would be expected to weaken reliability at lower kP values, despite the fact that
Rel scores do indeed drop at higher kP with more evenly spaced pulses.
While Rel scores that result from this stimulation strategy are probably not high enough to make a
substantial impact on patients’ PD symptoms, the amount of energy saved in stimulation is at the point
where the controller may make a tangible impact on efficiency of the stimulator. Thus while it may not
be directly implementable, the sGi P control strategy is of more practical utility than the reliability-based
stimulation methods which show little to no energy savings when compared to traditional DBS.
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Figure 4.7: Thalamic response and corresponding stimulation time traces for interpreting how the
system behavior changes at higher and lower proportional gains. A and B – Thalamic response, kP =
300 pA/µm2 (low) and kP = 1000 pA/µm2 (high), respectively. C and D – The corresponding
stimulation time traces for low and high kP, respectively.

4.3.2 Proportional + Constant Bias Control
4.3.2.1 Calibrating Bias

In order to successfully integrate a constant level of bias with error-responsive pulse-based
stimulation, some experiments must first be done on the appropriate range of bias to use. To explore this,
biases ranging from Bst = 10 pA/μm2 to 40 pA/μm2 were applied along with a proportional controller with
kP = 500 pA/μm2, a fairly safe value as seen in section 3.3.1. Figure 4.8 plots the results. At 10 pA/μm2,
stimulatory pulses are already sparse. At 20 pA/μm2, there are next to no pulses, and beyond 30 pA/μm2
all pulses disappear.
The implications of figure 4.8 are clear; unless one would like to negate the effect of stimulatory
pulses, and expend much more energy in doing so, Bst should be kept below 10 pA/μm2 . Note that these
higher levels of bias did not see any substantial Rel increases, except in the case where Bst = 40 pA/μm2.
Also note that although only the uniform case is examined here, experiments with Bst > 10 pA/μm2 in the
nonuniform case also proved to result in very sparse stimulatory pulses.
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Figure 4.8: Running the PB control strategy with several different levels of bias to determine optimal
regions of Bst for use in the control law. A, B, C, and D, show stimulation current time traces for Bst =
10, 20, 30, and 40 pA/µm2, respectively.

4.3.2.2 Simulation Results

Figure 4.9 plots Rel and U for Bst ranging from1 to 8 for several proportional gains. In (A) and
(B), notice that for the proportional gains tested in section 3.3.1, the addition of a constant bias to P
control law allows higher Rel values to be reached than just the bare P control is employed. Surprisingly,
energy expenditures need not rise substantially to meet these higher Rel scores. Comparing (C) and (D)
in figure 4.9 to (C) and (D) in figure 4.7, for many Bst values U is actually slightly lower in the PB control
strategy than in the P control strategy for the same value of kP, while Rel is higher. Thus these plots
indicate that the addition of a constant bias can augment not only the clinical effectiveness of the bare
proportional control strategy, but result in similar or lower energy expenditures.
A practical issue arises when looking at the Rel scores in figure 4.9 (A) and (B), however. The
data has a high amount of scatter, with a variation in Bst of only 2 pA/μm2 often resulting a drastic change
in reliability, whose effect is seemingly unpredictable as to being positive or negative. What this means is
that when implementing a PB controller, extreme care must be taken in the tuning of the bias amplitude,
or it may do more harm than good to the lone P control law. In addition, with level at which neuronal
networks are rearranging on a day-to-day basis, a Bst value that is successful one day may end up being
detrimental the next.
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Figure 4.9: Plots of thalamic reliability and stimulation energy calculated over the course of 3000 ms simulations for
varying the constant bias amplitude Bst with several proportional gains kP. A and B – Thalamic reliability, uniform and
nonuniform stimulation cases, respectively. C and D – Stimulation energy, uniform and nonuniform cases,
respectively.

Here it is briefly noted that Rel fairs better in the case where stimulation is not assumed uniform,
following the results of section 3.3.1, in order to keep track of whether or not this result is consistent
throughout all sGi control methods.
To view how bias interacts with the proportional control pulses, figure 4.10 plots the thalamic
response and stimulation current time traces for particular proportional gain, with both a low (2 pA/μm2)
and higher (6 pA/μm2) value of Bst (nonuniform stimulation case used for example). Notice that, even
with a modest increase from 2 to 6 pA/μm2 in figure 4.10 (C) to (D), the amplitude of Bst significantly
alters the stimulatory waveform. In particular, the pulse clustered in the higher amplitude Bst case are
spaced significantly further apart, allowing for more “off” time between pulses. While this might be
thought of as detrimental from pathological rhythmicity point of view, indeed, the case with higher bias
amplitude scores a higher Rel value than with lower bias amplitude. In addition, energy expenditures
actually decrease when the higher amplitude bias is applied.
Though still probably not effective enough to warrant medical application, the PB control strategy
shows that the addition of a constant bias to a nominal P control strategy presents the possibility of
significantly inflating Rel scores past those seen with P control alone. As an added benefit, energy
expenditures are not affected significantly, in many cases actually decreasing relative to their
corresponding P control levels. Thus the use of low-amplitude bias currents in addition to stimulatory
pulses to augment the ability of those pulses to maintain inhibition at a relatively constant level appears
viable, with considerable tuning of the constant bias.
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Figure 4.10: Thalamic response and corresponding stimulation time traces for interpreting how the system behaves
differently at higher and lower bias amplitudes. A and B – Thalamic response, Bst = 2 pA/µm2 (low) and Bst = 6
pA/µm2 (higher), respectively. C and D – The corresponding stimulation time traces for low and higher Bst,
respectively. Nonuniform stimulation case used for example.

4.3.3 Proportional + Integral Bias Control
*Special Note: Plots depicting results of PI control simulations may start from time instances after 0,
which is necessary for sufficient time to elapse to perform the integration in equation (4.6). For
substantially long periods of integration (R > 800 ms), simulations were run for longer periods of time to
allow for fair consideration against other control strategies.
4.3.3.1 Finding an Appropriate Integration Time Span

In addition to tuning the gain term ki, integral action also requires tuning of the region of
integration, R, for inclusion of appropriately many past errors. The approach taken to obtain optimized
parameters for the integral action was to first establish an appropriate R value, after which ki was
optimized for that particular R. Multiple optimal solutions most likely exist for various ki and R other
than the ones tested; to find all of these optimums, an extremely lengthy optimization routine would have
to be carried out. The results of section 4.3.3.2 show fairly desirable values of the system performance
criteria Rel and U, however, which means that it may be acceptable to avoid a highly involved
optimization.
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The first step to finding an appropriate R was to first determine how R affects the value of the
integral in equation (4.6). In order to do this, the value of the integral in (4.6) (before being scaled by ki)
was plotted discretely at all control action time instants from the results of P control simulations for
various R, to see how this value changed as R varied. Note that the P control case used for examination
because the integral action will be added to proportional action. Also note that only one kP (value was
experimented with to simplify parameter sweeps; kP = 500 pA/μm2 was chosen because of its satisfactory
Rel scores with moderate energy costs in sections 4.3.1 and 4.3.2.
Figure 4.11 shows stem plots for various example cases of R in both the uniform and nonuniform
stimulation cases. In the left-hand column of figure 4.11, which plots the results for the uniform
stimulation P control simulation, notice in (A) that at a relatively short integration period of 20 ms, there
integral in (4.6) takes on a considerable amount of both positive and negative values throughout the
simulation, though negative values are more prevalent. As R increases in duration from figure 4.11 (A) to
(D), negative values of the integral become more and more dominant. By R = 50 ms in (B), at barely any
control actions does the integral evaluate to a positive number, and by R = 100 ms in (C) practically all
evaluations of the integral result in a negative number. It also becomes obvious looking from (B) to (C)
to (D) that as the integration period gets larger, the size of the integral becomes greater in the negative
direction; in (B), the average value of the integral is somewhere around -.5 to -1, while in (D) the average
value is closer to -6 or -7.
Also examined in figure 4.11 is the effect of R on the integral in (4.6) in the case where
stimulation is not assumed uniform, to note the differences that may arise from the application of integral
action in each stimulation case. In figure 4.11 (E), notice again that the integral takes on both positive
and negative values with R = 20 ms, with negative values still being slightly favored. By R = 50 ms in
figure 4.11 (F), negative values have become more dominant, but not to the point in (B) where positive
values of the integral were nearly completely wiped out. Then in (G) and (H) it can be seen that integral
values become increasingly negative as R grows. Thus, the trend is the same as when stimulation is
assumed uniform, though the severity of the trend is not as great. This probably arises from the fact that
in nonuniform stimulation, the full magnitude of stimulation is not received by all GPi neurons, which
means that for a given amplitude of stimulation, less neurons are likely to fire. If less neurons fire, then sa
will not travel as high above the mean (recall that sa is averaged over all neurons), resulting in lower
values of negative error (as error is defined as the distance below the mean).
In any event, the trend is clear; once the integration period becomes sufficiently long, very few
positive values result from the integral in (4.6). Because the integral term is applied as a bias, which can
only take on positive values, taking ki as a positive number will greatly diminish the amount of integral
bias applied by the stimulator, or remove it from the control law completely. Thus, for substantially large
R, ki must be taken as negative. The critical value of R at which ki switches from positive to negative was
taken at R = 50 ms. At 50 ms in the uniform stimulation scenario, most all values of the integral, as seen
in figure 4.11 (B). In the nonuniform stimulation scenario, there are still a fair amount of positive integral
values; however, the negative values have clearly become dominant and therefore a negative ki will have
a greater impact.
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Figure 4.11: Values of the integral term in equation (4.6) at discrete control action time instants, unscaled by any gain.
A, B, C, and D – Plots of the integral term for R = 20, 50, 100, and 500 ms, respectively, uniform stimulation case.
E, F, G, and H - Plots of the integral term for R = 20, 50, 100, and 500 ms, respectively, nonuniform stimulation case.
Notice the trend of increasing dominance of negative errors as R is increased. Note that the prolonged zero value at the
beginning of the plots results from the delay necessary to gather enough data points for the sum in the integral action.

With an approximate view of what the integral term will look like across various values of R, it
came time to pick an appropriate ki for each value of R simulated. Gains ki for each value of R were
selected to try to keep Bst in the 2-8 pA/μm2 range, as was found to be the ideal range to complement
proportional control spikes in section 3.3.2, by judging the general amplitude region that the integral in
equation (4.6) fell into. This was done in an attempt to bring out the most of the PI control strategy at
each value of R; again, there were most likely better values of ki that could have been used at each R, but
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to determine the absolute best would take an impractically long amount of time. Thus, the decision for
which value of R to use was made solely on its simulation results with its chosen ki.
Table 4.1 shows the system performance criteria Rel and U resulting from application of the PI
control strategy across various R, with the chosen ki for each R listed alongside it. Notice that peak levels
of Rel are scattered throughout the data, seemingly without pattern. One general trend does stand out
however; Rel values are never at their highest for moderate values of R (100 ms < R < 600 ms). It is only
at extreme values of R (R > 600 ms, R < 100 ms) where Rel reaches its high points. In this range of
values, there are not many criteria in table 4.1 with which to judge the optimal value of R. Rel sees peaks
values at both extremes, for both the uniform and nonuniform cases. Energy expenditures appear to be a
little higher at greater extremes of R, but this might change quickly with a different integral gain. Thus, in
order to give both extremes of R fair chance to show their effectiveness, optimization of the integral gain
was carried out with a gain chosen from both extremes. In the lower extreme (R<100 ms), R = 30 ms was
selected for ki optimization, where ki would take on positive values. In the upper extreme (R> 600 ms), R
= 1000 ms was selected for ki optimization, where ki would take on negative values.

R (ms)
20
30
40
50
100
200
400
600
800
1000
1500

ki (pA/μm2-ms)
15
18
20
-3.5
-2.5
-1.5
-.8
-.667
-.5
-.35
-.3

Uniform Stimulation
Rel
U (nA2/μm4)
.783
3.18
.833
3.03
.733
3.18
.883
3.12
.689
3.95
.768
7.7
.75
6.5
.794
19.2
.875
13.2
.767
5.35
.86
3.45

Nonuniform Stimulation
Rel
U (nA2/μm4)
.833
3.599
.8833
3.74
.933
3.22
.8
3.61
.793
3.72
.768
4.05
.788
4.14
.808
5.65
.828
4.43
.9
3.08
.76
4.49

Table 4.1: Results of preliminary simulations to gauge the effectiveness of the PI control strategy at different values of R. The
values of R along with the gain that was estimated to bring out good performance with each R is listed, along with the resulting
Rel and U values in the uniform and nonuniform stimulation cases (R and ki tested were same for both uniform and nonuniform
stimulation).
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4.3.3.2 Simulation Results with Chosen Integration Time Span

The Rel and U results for simulation with various integral gains with R = 30 ms and R = 1000 ms
are shown in figure 4.12 and figure 4.13, respectively. Note that separate plots are generated for each R
because the region of optimized ki values is drastically different between the low and high values. What
immediately stands out from plots (A) and (B) in both figures is the high level of reliability seen in for
many choices of ki; for many tested gains for both long and short integration periods, Rel falls within
the .85 to .9 region. In some cases, most notably for lower magnitudes of ki in figure 4.13 (B), Rel
reaches levels comparable to that seen in a non-Parkinsonian brain. Amplifying this success is that
energy expenditures are not only drastically lower than DBS energy expenditures; for low and
intermediate values of ki U is often lower than other sGi control strategies that were seen to be less
effective. Thus this control strategy sees the best results of any so far.
An issue arises in the case where R = 1000 ms, however; notice in plots (C) and (D) in figure 4.13
that at past certain magnitudes of ki, energy expenditures become tremendous when compared with those
seen at lower magnitudes. This is problematic, because the energy efficiency of the PI control strategy
will dwindle, lowering its efficacy compared to that of high frequency DBS. For insight into why this
occurs, figure 4.14 plots thalamic responses and their corresponding stimulation time traces, at low and
high values of ki to note the difference in the way stimulation is carried out (nonuniform stimulation case
used for example). Comparing figure 4.14 (C) to figure 4.14 (D), the reason for the jump in U becomes
clear; the PI control strategy experiences the same problem with “runaway” bias seen in the reliabilitybased adaptive bias control strategy in section 3.3.3.2. As negative errors build up (i.e. stimulation has
been sufficiently intense to keep sa above 𝑠𝑠̅ most of the time), the integral in (4.6) grows increasingly
negative each subsequent control action. As the integral grows negative, the bias amplitude Bst grows
more positive, as ki is taken at a negative number. The increasing bias in turn causes more negative errors,
since the higher level of excitation will promote sa > 𝑠𝑠̅ more often. Thus the effect feeds on itself, with
bias increasing more and more in response to negative errors that it itself is promoting. The only
difference between the “runaway” bias seen in the adaptive bias control strategy is that, observing the
latter time instances of figure 4.14 (B), the takeover of bias results in mainly tonic, reliable spikes, in
contrast the frequent missed spikes seen in section 3.3.3.2. Given more time, however, Bst might reach a
level sufficient to over-inhibit the thalamus. This coupled with the drastic increase in energy expenditures
dictate that the “runaway” bias effect must be avoided in order for the PI control strategy to be successful.
Similar to the effect of varying the amplitude of constant bias b in the PB control strategy,
varying ki in the PI control strategy results in a considerable amount of scatter in its Rel scores. However,
the variations in ki relative to the variations b in section 3.3.2.2 are more substantial, and there do appear
to be some narrowing criteria for the selection of ki in comparison to the criteria for selecting b. For
example, ki must be sufficiently small to avoid the “runaway” bias effect, Rel tends to do best for low
values of ki when R = 1000 ms, etc. In addition, the integral bias gain is adaptive, which means that as
time goes on it will change to best suit the system, rather than remaining at a constant level which may be
good in some instances and bad in others. Taking these observations into consideration, while tuning the
integral gain still requires considerable care, it may be slightly less painstaking than tuning the constant
bias in the PB control strategy.
Here again it is noted that this stimulation method sees better Rel scores when stimulation is not
assumed uniform, as in the past two control strategies.
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Figure 4.12: Plots of thalamic reliability and stimulation energy calculated over the course of
3000 ms simulations for varying integral gain ki with R = 30 ms and kp = 500 pA/µm2. A and B
– Thalamic reliability, uniform and nonuniform stimulation cases, respectively. C and D –
Stimulation energy, uniform and nonuniform cases, respectively.

Figure 4.13: Plots of thalamic reliability and stimulation energy calculated over the course of
3000 ms simulations for varying integral gain ki with R = 1000 ms and kp = 500 pA/µm2. A and
B – Thalamic reliability, uniform and nonuniform stimulation cases, respectively. C and D –
Stimulation energy, uniform and nonuniform cases, respectively.
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Figure 4.14: Thalamic response and corresponding stimulation time traces for discerning the cause of the jump in
energy expenditures past certain levels of ki at R = 1000 ms. A and B – Thalamic response, ki = -.15 pA/µm2
(small) and ki = -.65 pA/µm2 (larger), respectively. C and D – The corresponding stimulation time traces for low
and higher ki respectively. It is clearly seen that PI control with ki too great will see problems with the “runaway”
bias effect of section 3.3.3.2. Nonuniform stimulation case used for example.

The results of this stimulation strategy are encouraging; while utilizing only a small fraction of
the energy exerted in DBS (recall U = 23.4 nA2/μm4 when low amplitude DBS is used), PI control can
achieve reliability levels near the those seen in the normal case. Depending on the extent to which the
behavior of this model parallels the behavior of a patient’s brain, the PI control strategy comes the closest
to feasibility of implementation out of all control strategies so far. If implementation is considered,
however, care must be taken to avoid the “runaway” bias effect seen in figure 4.14 (D).
Before leaving this control strategy, it is necessary to select an integration time span R for use in
PID control simulations; running the PID control simulations with both values of R considered here will
make the parameter space of the PID control strategy overly large. Though high Rel values were seen in
both the R = 30 ms and R =1000 ms cases, R = 1000 ms is chosen because of the extraordinary Rel scores
seen in the nonuniform stimulation case, as nonuniform stimulation is taken to be more accurate from a
biological standpoint.
𝑅𝑅 = 1000 ms in all PID simulations
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(4.11)

4.3.4 Proportional + Derivative Control
*Special Note: Proportional gain was taken at kP = 500 pA/µm2 in all simulations, as in section 4.3.3.
Again this was because its apparent effectiveness in the preceding control strategies.
Figure 4.15 plots the Rel and U results of the PD control strategy for all derivative gains tested.
Note that the overlapping values at the far right of the kD axis are -100 and -50, respectively. Looking at
plot (B), it can be seen that in the nonuniform stimulation case, derivative action also considerably
augments the levels of reliability attainable with lone P control, as did integral action in section 4.3.3.2.
Indeed, several Rel scores are above .9, which approaches levels seen in the normal case. However, after
taking into account the Rel scores in plot (A), it can be seen that derivative action yields no such boost in
reliability when stimulation is assumed uniform. Thus, yet another stimulation strategy does better in the
nonuniform case when compared to the uniform case, though in this strategy the difference is more
drastic than in previous stimulation strategies, which at least offered the possibility for slightly higher Rel
scores than with just lone P control.
One thing to note about plots (A) and (B) in figure 4.15 is the more repeatable, less scattered Rel
results compared to those seen in PB and PI control strategies. Notice that the axes in (A) and (B) fit
lower around the data than in the same Rel result plots (A) and (B) in figures 4.8, 4.12 and 4.13,
signifying that Rel tends to fall in a more predictable range. Also notice that from kD value to kD value in
figure 4.15, Rel does not jump more than about .05, except in one case in (B). Contrast this with figure
4.8 (A) and (B) where changing Bst can cause a jump in Rel of ± .1 or more, with seemingly no

Figure 4.15: Plots of thalamic reliability and stimulation energy calculated over the course of 3000 ms simulations
for varying integral gain kD with kp = 500 pA/µm2. A and B – Thalamic reliability, uniform and nonuniform
stimulation cases, respectively. C and D – Stimulation energy, uniform and nonuniform cases, respectively.
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predictability in of the direction or magnitude of the jump based on the region of Bst the data point falls
into. Figures (4.12) and (4.13) for PI control show similar, but less severe, jumps in their Rel data points.
Thus, a PD controller might be easier to tune and yield more repeatable results than control laws with a
bias component.
To view how the addition of derivative action affects the behavior of the system, figure 4.16 plots
thalamic responses and their corresponding stimulation time traces for both a low and high value of kD
(nonuniform stimulation case used for example). Surprisingly, no significant differences in the general
form of the stimulation time traces stand out in figure 4.16 (C) and (D), unlike the differences seen
between low and high values of kP in section 4.3.1, and low and high values of Bst seen in sections 4.3.2
and 4.3.3. Thus, the effect of derivative action is more subtle and will be examined in more detail in the
discussion section 4.4.5.
The PD control strategy, like the PI control strategy, presents the potential to significantly inflate
Rel scores seen with P control alone. Max Rel scores are not quite as high as those seen in the PI control
case, but for more intense parameter sweeps they might be. In addition, Rel scores appear more
repeatable than in previous control laws where bias terms are used, and the problem of “runaway” bias
seen with the PI control law need not be dealt with. Thus the PD strategy supplies another route for
possible successful implementation of the sGi control method.

Figure 4.16: Thalamic response and corresponding stimulation time traces for viewing the effect of the
magnitude of kD on system activity. A and B – Thalamic response, kD = -200 pA/µm2 –s (small) and kD = -1200
pA/µm2 –s (larger), respectively. C and D – The corresponding stimulation time traces for low and higher kD
respectively. No significant difference is apparent between the two time traces. Nonuniform stimulation case
used for example.
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4.3.5 Proportional + Integral Bias + Derivative Control
*Special Note: Because the PID control law implements an integral term, its simulation result plots too
must start at later time instants, as in section 4.3.3. Note that all starting time will be from t = 1000 ms,
since R was chosen to be 1000 ms in section 4.3.3.2.
Unlike the PD and PI control laws, in which imposing a constant proportional gain of kP = 500
pA/μm allowed for alteration of only one gain, imposing a constant kP in the PID control strategy still
requires experimentation with two gains, which significantly increases the amount of simulation required.
Thus, rather than perform the parameter sweep manually, an optimization routine was employed to
automate the process.
The objective function for the optimization routine was solely in terms of Rel; U was left out of
the optimization. The reasoning behind this was that in the end, the performance of the controller is
gauged in terms of Rel; the energy expended in stimulation only puts limits on its practical application.
As a first experiment with the PID control, it was thought more desirable to note the regions of the
parameter space that maximized performance, even if they did require higher energy expenditures. Future
optimizations may seek to add U to the objective function.
The minimization problem took the form
2

min(1 − Rel(𝐤𝐤))
𝐤𝐤

(4.12)

where the vector k contains the gains ki and kD. The function 1-Rel(k) gives how far away Rel is from 1;
thus its minimization brings perfect reliability. Note that Rel was calculated over a 3000 ms time span for
each k for each optimization iteration. Initial ki for the optimization was selected at -.05 and -.15 pAs/µm2 for the uniform and nonuniform cases, respectively, and initial kD was selected at -800 and -1500
pA/µm2 –s, respectively. These initial guesses were chosen based on ki and kD that resulted in the highest
reliability in the PI and PD control simulations, respectively.
The optimization was carried out using the routine “fminsearch” in the Matlab optimization
toolbox, which employs a derivative-free optimization algorithm. Derivative-free methods are desirable
for this case because the dependence of Rel on k is nowhere near being analytic, and the direction of
steepest ascent of the surface of optimization is most likely very hard to characterize. In addition, each
objective function evaluation requires running the model for 3000 ms, which can take anywhere from 6 to
12 hours. Thus gradient history will be destroyed after only a few function evaluations, unless the model
is allowed to run for several days, which renders the work done by the algorithm to probe for directions of
steepest ascent essentially useless.
Figure 4.17 plots the Rel and U results of the optimization algorithm, for all (ki, kD) points
selected by the algorithm. Note that only approximately 20 data points were tested in both the uniform
and nonuniform stimulation cases; the vertices between these points were found with linearly
interpolation using the Matlab function “gridfit.” In plot (B) in figure 4.17, one can see that Rel scores
are consistently above .9 in the nonuniform stimulation case, and in many cases reach near-normal levels.
In addition, figure 4.17 (A) shows that in some cases, Rel may reach near-normal levels even in the
uniform stimulation case. This is surprising because no previous sGi control stimulation strategies ever
attained Rel > .9 when stimulation was assumed uniform, unless an unreasonable amount of energy was
expended, as seen in PI simulations exhibiting the “runaway” bias phenomenon in section 4.3.3.2.
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Figure 4.17: Rel and U results of the optimization routine performed on ki and kD, over all (ki, kD ) points tested by the
optimization routine. kp = 500 pA/µm2 in all cases. Note that vertices of the surfaces between actual values of (ki, kD)
points were obtained through linear interpolation to enable plotting of the surfaces. A and B – Thalamic reliability,
uniform and nonuniform stimulation cases, respectively. C and D – Stimulation energy, uniform and nonuniform cases,
respectively.

A last positive comment is that, observing plots (C) and (D) in figure 4.17, U values are consistently
between 1.3 and 1.8 nA2/μm4, which is below the typical range of 2-4 nA2/μm4 seen in preceding sGi
control strategies.
The optimization results convey that the PID algorithm shows equal or greater potential for
practical application when compared to the PI or PD algorithms, whose effectiveness was commented on
in sections 4.3.3.2 and 4.3.4, respectively. In PID, Rel scores are consistently in the .95 range when
stimulation is applied nonuniformly, and can even see Rel > .9 when the uniform stimulation assumption
is employed. Energy expenditures are lower in the PID strategy as well.
While showing the potential effectiveness of PID control, the simulation does not give very much
insight as to how to choose the values of ki and kD for successful implementation of the control strategy.
The reason for this is that generating a single Rel score in one iteration of the optimization routine takes
between 6 and 12 hours; for the duration of the research in this thesis, sufficient time was allowed only
for approximately 20 iterations. Thus, the optimization routine was not able to fully explore the
parameter space in terms of ki and kD, let alone the effect of altering kP as well. This can be seen in figure
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4.17, wherein ki only varies over a range of ~.04 pA /μm2-s and kD only varies over a range of ~ 400 pA s/μm2. In order to more decidedly characterize the gain selection process, multiple optimization routines
with several different initial k values are necessary. If the PID strategy is pursued, this may be one issue
that is looked into further.

4.4 Discussion
4.4.1 Considerations for Selecting a Proportional Gain
In section 4.3.1, it was noted that at higher values of proportional gain kP, stimulation pulses tend
to become more evenly spaced out. At lower kP, pulses tend to become clustered, with multiple pulses
occurring in rapid succession, followed by an extended period without stimulation. According to the
observations in section 3.4.1 and Guo et. al 2007, this clustered stimulation would be thought to weaken
reliability, because it causes GPi inhibition to the thalamus to abruptly alternate between high and low
levels; when a cluster of pulses are fired, GPi inhibition jumps upwards, which one would expect to result
in missed spikes. When pulses cease, the previously high GPi inhibition is quickly returned to its
originally lower level. When pulses are applied with more uniform spacing, as seen in the case of higher
kP, there is less time between pulses for GPi inhibition levels to drop substantially, which would keep the
overall sa waveform more constant, which would make for good thalamic relay.
In light of this result, one would expect lower kP values to perform poorly for reliability in
comparison to higher values of kP. However, as seen in figure 4.7, high kP values for which stimulation is
more uniformly spaced actually perform worse than at the more bunched stimulation seen at lower kP.
For investigation of why this occurs, figure 4.18 plots the same time traces as shown in figure 4.6,
but this time the sa profile is shown as well. Notice in plot (F) that for high kP, the synaptic conductance
time trace frequently overshoots the mean 𝑠𝑠̅ = .36 by a substantial amount, with sa commonly reaching
the .8 - .9 range. Contrast this with the synaptic conductance profile in plot (C) for lower kP; though sa
still overshoots the mean, the severity of this overshoot is significantly lower than in (F). The lower kP
value makes the sa waveform stick more tightly around the mean.
With this new observation in hand, a biological conclusion can be drawn about the differences
seen in controller behavior from low to high kP. When kP is high, the resulting high amplitude pulses can
quickly turn around GPi inhibition level that has dropped below threshold, simply because the sheer
magnitude of the pulse causes more GPi neurons to fire. This results in only a few pulses being fired at
each time where sa has dropped below threshold. However, because of the severity of excitation, sa often
rises to undesirably high levels. Then as sa sees its peak level, the waveform plummets downwards as all
the GPi neurons that just fired enter into the refractory period, which prompts the controller to apply more
pulses. Thus GPi inhibition sees sharp oscillation between high and low values of sa, and the detrimental
result on thalamic relay is reflected in the Rel score. Fewer pulses are fired each time sa falls below
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Figure 4.18: Thalamic responses, stimulation time traces, and average GPi synaptic conductance time traces for
inspection of the effect of the magnitude of kP on stimulator behavior. A, B, and C – Thalamic response, stimulation
current, and average synaptic conductance, respectively, for the kB = 300 pA/µm2 (small). D, E, and F – Thalamic
response, stimulation current, and average synaptic conductance, respectively, for the kB = 1000 pA/µm2 (larger).
Nonuniform stimulation case used for example.

threshold, and the gap between times where pulses are applied is shortened by the quick return of sa back
below threshold as the highly-excited GPi falls into the refractory period. As a result, the stimulation
waveform looks more evenly spaced, with pulses only occurring a few at a time, and shorter gaps
between them.
At lower kP, the resulting lower amplitude pulses have a milder effect on inhibition, often
necessitating multiple pulses to be fired to bring sa back above threshold in times when it has fallen below.
However, because of the milder excitation of the lower amplitude pulses, GPi inhibition does not reach
such drastic levels as seen with higher amplitude pulses; the return to threshold occurs more gradually,
with each successive pulse in a cluster causing more GPi neurons to fire, rather than having all GPi
neurons fire at once, as with a higher amplitude pulse. The result is less significant excursions from the
mean, which is desirable for thalamic reliability as discussed in section 3.4.1 and Guo et. al 2007. The
downside is that stimulation occurs in more burst-like phases, with the longer off periods allowing more
time for the deinactivating gating variables h and r on the thalamus to adjust to a different level of GPi
inhibition, which is undesirable.
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From a control systems design point of view, the implication of this conclusion is that it puts
constraints on how the designer will choose kP. Specifically, a balance must be struck between a kP that
is too low and will yield overly clustered stimulation profile, and a kP that is too high which will cause
GPi inhibition to fluctuate excessively. In layman’s terms, kP must be chosen to be high enough to ensure
quick enough plant response, which will otherwise require multiple stimulation pulses to be bunched
together, and low enough to limit overshoot of 𝑠𝑠̅, which will result in GPi inhibition fluctuating too
rapidly.
4.4.2 The Effect of Bias on Pulse-Based Stimulation
Instead of interchanging the activity of stimulatory pulses and stimulatory bias, with one type of
stimulation taking over when the other turns off, as in the reliability-based frequency variation stimulation
strategy, the stimulation strategies in sGi-based control directly combine stimulatory pulses with
stimulatory bias. The results of this combination were examined in section 4.3.2.2 for the PB control
strategy. As shown in figure 4.9, this has the effect of decreasing the amount of pulse stimulation used,
making stimulation time traces appear more clustered as the amplitude of bias Bst is increased. While the
more clustered nature of higher Bst settings might be thought to liken stimulation to the “ON/OFF” GPi
firing seen in Parkinsonian states, indeed figure 4.8 shows that many control laws with higher bias
amplitudes yield higher Rel scores.
To determine why unifying pulses with bias changes the stimulation time history as such, and can
also result in more effective control, figure 4.19 plots the same data shown in figure 4.9 in section 4.3.2.2,
but this time sa time traces are plotted as well. In addition, the bare P control case where kP = 500 pA
/μm2 is shown to compare the extreme where no bias is applied. sa time traces are shown magnified for
close inspection of their details.
First observing plots (D), (E), and (F) in figure 4.19, it is obvious that pulses are sparser when Bst
= 2 pA /μm2 compared to when there is no bias, and when Bst = 6 pA /μm2 compared to when Bst = 2
pA/μm2. This further confirms the effect of bias to thin out the amount of stimulatory pulses. Turning to
plots (G), (H), and (I), it is first apparent that higher values of bias elevate the mean value of the sa
waveform. After looking a little more closely at the plots, another relationship shows itself; consider plot
(G), where there is no bias. Notice how the waveform always seems to be oscillating, with peaks and
troughs significantly removed from the mean. Now look at plot (H). Notice that although the sa
waveform still appears to be oscillating, there are instances where the high amplitude excursions halt, and
the signal remains close to the mean. Finally, turn to plot (I). In this case, the patches of time over which
no high amplitude excursions are taking place become more prevalent. Instead of looking like a signal
that is always oscillating with high amplitude, each high amplitude excursions appears as a distinct event,
taking the waveform away from its mean.
These observations bring about the following conclusion; when bias is applied, the continuous
excitation it inserts into the GPi causes the sa signal to shift upwards, becoming more reluctant to fall
below threshold. When sa does fall below threshold and excitatory pulses are applied, the excitation
caused by bias helps minimize the extent to with which the sa waveform downturns when the GPi neurons
that just fired enter into the refractory period. In turn, fewer or no subsequent pulses must be applied
when the sa waveform bottoms out, as bias helps to keep the value at the trough closer to threshold. Thus,
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Figure 4.19: System behavior at different levels of constant bias in the PB control strategy, for interpretation of the effect
of bias on stimulatory pulses. The left-hand column corresponds the case where proportional control is used without any
bias, the central column corresponds to the case where Bst = 2 pA/µm2 (low), and the right-hand column corresponds to
the case where Bst = 2 pA/µm2 (higher). kP = 500 pA/µm2 in all cases. A, B, and C – Thalamic voltage responses in each
case. D, E, and F – Stimulation current time traces in each case. G, H, and I – sa time traces in each case.

fewer pulses are necessary at each event where sa falls below threshold, and the space between pulses
increases.
In essence, the purpose bias serves is to “catch” the sa waveform when it is returning from an
upwards excursion caused by a high amplitude pulses. The end effect is that GPi inhibition levels
fluctuate less and are kept at more consistent levels. This is in contrast to cycle of events that take place
without any bias, wherein sa shoots up in response to a pulse, then back down as the GPi neurons recover
from that pulse, which prompts another pulse because sa has fallen below threshold, and so on and so
forth. This cycle of events results in the seemingly constantly oscillating waveform of lone P control in
figure 4.19 (G), which is undesirable since the idea behind the sGi control strategy is to keep sa
constrained as tightly around the mean as possible, in order to achieve good thalamic relay. Bias seeks to
curb these oscillations by attenuating their low point, allowing a more constant value of sa to be restored
with greater ease.
Unfortunately, though the results of this model can give insight into how bias plays into the
dynamics of Parkinson’s, relatively little can be said about whether higher or lower amplitudes are
desirable. Higher amplitudes may keep the GPi synaptic waveform steady for more of the time, but an
amplitude too high may cause unacceptably long delays been pulses, which could lead to a drastic switch78

up in inhibition every time pulses are applied. In addition, they might save on energy, because the extra
energy required to implement the bias might be overshadowed by the energy saved by using fewer pulses.
The opposite may happen, however, wherein the energy saved by exerting fewer pulses is less than that
required to apply the bias. Thus, in the end, all that can be said about bias from a control systems point of
view is that it has the potential to augment the Rel score of a simple P control, but it must be tuned
accordingly, whether it be a constant bias amplitude b in the PB control strategy, or an integral bias gain
ki in the PI control strategy.

4.4.3 Sensitivity to Bias
For the PB control strategy in section 4.3.2.2, it was noted that Rel scores were highly scattered
across various values of the bias amplitude b. It was also observed that the integral bias gain ki of the PI
control strategy in section 4.3.3.2 saw high variation in Rel scores, though not quite to the extent seen
when using a constant bias. This result may prove important for control systems design if any of the PB,
PI, or PID control strategies are sought after; bias parameters must be tuned very carefully, as slight
changes can result in significant boosts or downturns in reliability. This important result deserves
attention, and explanation in terms of the dynamics of the system, for if the scatter in the data is just a
chance occurrence resulting from the parameters chosen for simulation, then the control systems design
approach may be drastically altered.
After some consideration, a seemingly plausible explanation becomes apparent. The key fact to
realize about bias stimulation is that it is always on. It is a constant excitatory force, always slightly
nudging GPi neurons towards higher activity levels. Pulse-based stimulation, on the other hand, comes in
short, intense bursts. In most cases, the high amplitudes of pulses are enough to make at least a few GPi
neurons fire. While increasing the pulse amplitude causes GPi neurons to fire with more certainty, it is
mainly the timing of the pulse that matters, as whenever a pulse arrives GPi inhibition levels are almost
certain to increase, if only slightly.
Bias results in no such jump in inhibition levels. Rarely does it cause the GPi to fire on its own
(at least for the amplitudes < 10 pA /μm2 used in these control strategies); rather, it affects how the GPi
inhibition waveform behaves in the periods between pulses. All the while pulses are not present, bias is
softly altering the gating variables on the GPi neurons. But realize that, even in episodes of high
frequency pulses, pulses are absent the majority of the time (recall that the pulse width δst = .6 ms in all
simulations, and the period between control actions = 5 ms for the control algorithm speed of 200 Hz used
for sGi control laws). Thus, when the next pulse arrives, the deinactivating gating variables of the GPi
neurons have been under the influence of bias for a considerable period of time. The determination of
whether or not each GPi neuron fires in response to the pulse will be heavily dependent on the state of
these variables.
Thus bias works its way into the dynamics of the GPi by “setting up” the state of the GPi before
each pulse. The reason that such a small variation in the amplitude of bias can lead to such a different
GPi response profile is because bias acts on the GPi for such an extended period of time in comparison to
pulses, so the cumulative effect of small changes in amplitude gets large quickly. Couple this with the
fact that neurons fire on an all-or-nothing basis, with bias only having to raise deinactivating variables
past a key point for a drastically different GPi response, and one can percieve that slight changes in bias
amplitude may yield extremely different GPi behavior indeed.
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4.4.4 Negatively Correlating Integral Bias and Error
In section 4.3.3.1 where the time span R of the integral bias was calibrated, it was note that for R
greater than about 50 ms, the integral of error with respect to time in the PI control law (4.6) took on
predominantly negative values. As a result, the integral gain ki was chosen to take on a negative value for
R > 50 ms in the R calibration simulations, simply out of necessity for the integral action to have any
noteworthy effect. This is slightly counterintuitive from a control systems point of view; one would think
that, because positive error implies that sa is below the mean, one would want to turn up the amplitude of
bias when error becomes positive, in order to cause more excitation of the GPi and raise sa accordingly.
However, the choice of negative ki turns up the amplitude of bias when sa is above the mean, and the
further it is above the mean the more Bst is increased. Despite its seemingly flawed logic, the PI and PID
control simulations using negative correlated bias and error resulted in some of the highest Rel scores
seen in any simulations.
Figure 4.20 plots a close-up view of key system dynamic parameters from a typical PI simulation
in a time window chosen so as to illustrate the efficacy of integral action that is negatively correlated to
error. As usual, thalamic voltage response and stimulation current time traces are plotted, along with the
sa time trace. However, figure 4.20 also plots the T-current gating variable r on the TC cell under
consideration, as the activity of this gating variable can signal the onset of a double spike. Specifically,
under normal conditions, r tends to fluctuate rather regularly, rising between SM inputs, peaking just
before the SM input, and falling after the SM input arrives. In the case of a double or triple spike,
however, r often rises higher than its past peak values before the SM input arrives, and when the SM
input does arrive r plunges downward more drastically, often falling too lower levels more abruptly than
seen when a reliable spike is fired.
At the start of the span of time shown in figure 4.20, notice in plot (B) that multiple pulse are
fired by the control from a times ~ t = 2880 to 2915 ms (full amplitude of pulses not shown). This results
in a jump in GPi inhibition levels, as seen in plot (C). The jump in inhibition adds negative errors to the
integral in the PI, control law (4.6) so the negatively correlated bias amplitude rises to a higher level and
maintains that level in response to the pulses, as visible in the left half of figure 4.20 (B). Now, turning to
the r gating variable time trace in plot (D); one can see that T-current deinactivation builds up over the
time course of ~ t = 2880 to 2915 ms where pulses are applied, and that near time t = 2920 where the next
SM input arrives (note that plot (A) shows that an SM input arrives around t = 2920 ms, where the
thalamus voltage spikes) it has reach a level higher than at the previous several peaks. When the r
waveform downturns in response to the SM input, notice it does so more sharply than in the other cases
visible in (D); this signals the onset of a double spike, as the T current deinactivation is diminishing
quickly, meaning that more Calcium ions are entering the cell than usual and the cell membrane is
becoming less permeable to them. The extra Calcium ions depolarize the TC cell significantly, and will
bring the TC cell past threshold once again after the SM pulse dies off. This postulation is seconded by
the “hiccup” in the TC voltage waveform in (A) after the spike near t = 2920 ms. This hiccup indicates
that the TC cell deinactivated in order to spike again, but could not pass the spiking threshold. What was
holding it back? The step-ups of bias in plot (B) quickly return the sa waveform in plot (C) back to
normal levels, from the low points they saw after the spikes at the beginning of the graph. The inhibition
level is just high enough to cause the quick drop in T-current deinactivation to abate, as seen in the kink
in the curve of the r waveform in (D) where the downwards slope becomes less drastic.
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Figure 4.20: Plots of important system dynamic parameters at a critical time
instant for interpreting the effect of negative ki values. Nonuniform PI control
with ki = -.25 pA /μm2-s used for example. A – Thalamic voltage response. B
– Stimulation current time trace. C - sa time trace. D – Time trace for Tcurrent gating variable r, which plays an important role in determining when
the thalamus fires bad spikes.

Thus the reason that a negatively correlated integral action may work to increase reliability is
because it is more complementary to stimulatory pulses. When bias is negatively correlated to error, each
time a pulse is applied, bias will increase in amplitude due to the overshoot of 𝑠𝑠̅ caused by the pulses.
Thus, when the sa waveform comes back down after the pulse is applied, bias has pre-heightened itself in
order to add more excitation to the GPi, making the drop in inhibition less drastic. This may result in a
general lower amount of fluctuation of the sa waveform, saving the thalamus from bad spikes that occur
when inhibition drops from high to low after stimulatory pulses, and in turn yielding higher reliability
results. Integral bias that is positively correlated to error, on the other hand, is supplementary to
stimulatory pulses. It aids in the attempt of pulses to return sa to the mean, rather than attempting to make
up for the high variation in the GPi waveform caused by the pulses. While both methods of integral
action may see successful results (recall that Rel scores were above .9 in some case with R = 30 ms in
section 4.3.3.2, which implemented positive values of ki), the results of the simulations in this thesis are
slightly more in favor of negatively correlated error and integral bias.
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4.4.5 The Effect of “Backwards” Derivative Action
It is interesting to note that the derivative action defined in equation (4.7) works in a manner
opposite to the derivative action on a typical controller; the gain kD usually takes on a positive value, so
that when the sa waveform is decreasing sharply, derivative action exerts more excitation to try to turn the
signal around, and when the sa waveform is increasing sharply, derivative action exerts less excitation to
try to keep the signal from overshooting 𝑠𝑠̅. The derivative action in the control laws in this thesis reduces
the amount of excitation when the amount of excitation applied as the sa waveform decreases more
sharply, and raises the amount of excitation as the sa waveform increases more sharply. Despite the fact
that this “backwards” derivative action would appear to aggravate the effects of proportional control,
resulting in a wildly behaved system response and poor controller performance, the PD control simulation
results in section 4.3.4 show that it can achieve substantially higher Rel scores than those seen with
proportional control alone (as long as stimulation is not assumed uniform).
The results of section 4.3.4 found the effect of derivative action on controller activity seemingly
unintelligible, with few differences apparent between system behavior at lower and higher kD values in
figure 4.16. For a closer look at the effect of this “backwards” derivative action, figure 4.21 plots the
same cases depicted in figure 4.16, though this time the results of lone P control are plotted alongside the
PD control cases, and the sa time traces are plotted as well. Inspection of plots (G), (H), and (I)
of the sa signal in each case reveals that higher levels of derivative action do tend to make the sa response
more aggressive, with higher overshoot obvious in plot (I) as compared to plots (G) and (H). Next
observe the close-up views of the stimulation current time traces in plots (D), (E), and (F). Notice in plot
(F) that stimulatory pulses appear less clustered at a higher magnitude of kD than in (D) and (E). This is
reminiscent of the more uniform pulse spacing that results as the value of kP is increased in a proportional
controller, as discussed in section 4.4.1.
These observations agree well with the postulation that “backwards” derivative action will
aggravate the effects of lone P control. Increasing the magnitude of kD increases the overshoot seen in the
waveform, as would result from increasing kP. In addition, the spacing of pulses becomes more uniform
and less clustered when the magnitude of kD is increased, as was found to occur for increasing kP in
section 4.4.1. Thus “backwards” derivative action directly supports the activity of the proportional
control component, and may also aggrandize the effects seen at extreme values of kP.
The question is then, why did the PD control experiments show such potential for increasing Rel
past the levels seen with just proportional control? The answer most likely lies in the way that derivative
action affects pulse amplitude. Contrary to the proportional term, which raises pulse amplitude as sa falls
further below threshold, derivative action can only reduce pulse amplitude, since the sa will be almost
always be decreasing when it has fallen below threshold. Again this comes from the characteristic of the
sa waveform to rise extremely fast when the GPi receives a stimulatory pulse, as discussed in section
4.2.2.4. As a consequence of the characteristics of the sa waveform (please refer to figure 4.5 for a closeup view of s variable activity), the extent to which stimulation is reduced becomes lower as sa falls further
below threshold. Thus instead of directly increasing pulse amplitude in response to increased error,
derivative action indirectly increases pulse amplitude by lessening the amount by which it cuts that
amplitude down. This adds another layer of complexity to the control law. In addition, derivative action
follows the slope profile of the sa curve, which may, for some values of kD, result in a redistribution of the
pulse timing which is received by the system in a positive manner. Although it cannot be said with
analytical certainty, these two phenomena may be the cause for higher Rel scores seen in PD control.
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Figure 4.21: System behavior at varying levels of derivative action, to uncover the result of incorporating
“backwards” derivative action. The left-hand column corresponds the case where proportional control is used without
any derivative action, the central column corresponds to the case where kD = -200 pA-s/µm2 (lower derivative action),
and the right-hand column corresponds to the case where kD = -1200 pA-s/µm2 (higher derivative action). kP = 500
pA/µm2 in all cases. A, B, and C – Thalamic voltage responses in each case. D, E, and F – Stimulation current time
traces in each case. G, H, and I – sa time traces in each case. Note that thalamic response and stimulation current time
trace plots shown close-up to show in detail how altering the derivative gain affects stimulator action.

It must be noted from a practical standpoint that since derivative action mimics the effect of
proportional control, some of the kD values experimented with may have simply tweaked the level of
proportional control in the system to a “sweet spot” where high Rel values were obtainable. This is may
be doubtful, however, considering that consistently higher Rel scores were obtained with the addition of
derivative action, at both extremes of the magnitude of kD.
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4.4.6 Increased Efficacy of Nonuniform Stimulation
In contrast to reliability-based control, sGi-based control generally does better when stimulation is
let remain nonuniform, which means the inherent biology of the system may work it its advantage. This
is because, rather than simply applying high frequency stimulation to keep the GPi firing tonically and
eliminate the pathological rhythmicity seen in PD, sGi based control uses stimulation to keep GPi
inhibition at some nominal level by attempting to avoid large departures from this level. Thus, in essence,
sGi based stimulation attempts to “juggle” GPi inhibition around some level; it does not attain positive
results through the simple cancellation of “ON/OFF” behavior with high frequency firing.
Why nonuniform stimulation helps this approach then becomes clear; if the full magnitude of
stimulation is felt by all neurons in the GPi, then they will most likely all fire, resulting in the max
possible inhibition to the thalamus; i.e., the sa will assume a value near 1. Immediately following this
peak inhibition, all GPi neurons will then drop to low s values, because each of them just fired, meaning
that they all now experience a refractory period. Now sa will suddenly drop very low. Thus, when
stimulation is assumed uniform, control pulses result in a more drastic alteration of sa, causing it to swing
up to very high magnitudes with each pulse, then drop to very low magnitudes after that pulse. It then
becomes harder to achieve the “juggling” of inhibition around some mean value, since each pulse is
raising inhibition far beyond that mean value, and subsequently dropping it far below that value. If not all
GPi neurons feel the full magnitude of stimulation, then at each stimulatory pulse, it is less likely that all
GPi neurons will fire. The neurons that do not fire drag down the value of sa that results after the pulse,
causing it to overshoot the desired mean value to a lower extent. In addition, after the pulse, not all GPi
neurons will have their s variables crash as a result of the refractory period, so the drop in sa after each
pulse is less severe. Thus nonuniform stimulation makes the “juggling” approach of sGi-based control
work more readily.
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5. Conclusion
This thesis examined the possibility of obtaining a more efficient method by which to alleviate
symptoms of Parkinson’s Disease through the use of model-based feedback control to selectively apply
electronic stimulation. This approach contrasts with present DBS techniques, which achieve clinical
benefit through application of high frequency pulse chain currents, without any knowledge of the
behavior of the system which is receiving stimulation.
A computational model of the basal ganglia system based on the models in Rubin and Terman
2004 and Feng et. al 2007 was developed in Matlab for computational simulation of control strategies as
they apply to the basal ganglia. The area chosen for stimulation was the GPi, as its synaptic relationship
to the thalamus lends itself well to the goals of each strategy. The effectiveness of each strategy was
gauged by its resulting Rel score, which measured the reliability of the thalamus, and U value, which gave
the energy expended in stimulation. Each control strategy was simulated with its stimulatory current
applied both uniformly, wherein all GPi neurons were assumed to receive the full magnitude of
stimulation, and nonuiformly, where each GPi neuron in the model received only a portion of the full
magnitude of stimulation, as determined by a Gaussian weighting function. In the evaluation of each
control strategy, nonuniform stimulation results were favored over uniform stimulation results, because of
the poor biological accuracy of the uniform stimulation assumption.
Two control strategies were tested; reliability-based control and GPi synaptic conductance (sGibased) control. Reliability-based control utilized a running measure of the recent unreliability of thalamic
relay, defined as Unrel, which prompted the application of stimulation by the controller as it grew higher.
sGi-based control attempted to keep the synaptic inhibition from the GPi to the thalamus at a reasonably
constant level, to avoid high amplitude, low frequency fluctuations of GPi inhibition levels, which were
postulated by Guo et. al 2007 and others to be the main cause of thalamic unreliability seen in Parkinson’s
Disease.
Each control strategy had within it several stimulation methods, or control laws. These laws
defined how, given the variable used for control, the stimulation current Ist would be applied. Reliabilitybased control laws focused on how to modulate the stimulation waveform based on the level of Unrel
present in the system, so as to minimize Unrel while expending as little energy as possible. These control
laws included: increasing the amplitude of high frequency pulse chain stimulation as Unrel increased
(amplitude variation), increasing the frequency of high frequency pulse chain stimulation as Unrel
increased (frequency variation); following Unrel with a bias current whose amplitude increased as Unrel
increased (adaptive bias); and fusing the frequency variation control law with an adaptive bias, that took
over stimulation when high frequency pulses ceased as Unrel fell below a threshold. The control laws in
the sGi-based control strategy were all variations of the PID control law, with proportional and derivative
action determining the amplitude of stimulatory pulses, and integral action applied as a bias.
All reliability-based control laws making use of high frequency pulse chains incorporated an
Unrel threshold, which caused the termination of high frequency pulses when Unrel fell sufficiently low.
This was included to try to restrict high frequency stimulation from always being turned on, as if this was
the case then the control laws bore increasing resemblance to traditional DBS. The results of reliabilitybased control simulations show that in general, lower thresholds, which require that Unrel reach a lower
value before stimulation shuts off, tend to yield higher Rel scores, without necessarily increasing U. The
key observation made regarding on/off thresholds, however, is that they tend to weaken the performance
of the controller; switching high frequency pulse chain stimulation from on to off or vice versa results in a
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drastic change in the level of inhibition from the GPi to the thalamus. As postulated by Guo et. al 2007
and verified in section 3.4.1, the gating variables of the thalamus cannot function properly in the face of
the new level of inhibition, causing the thalamus to fire unreliable spikes while they adapt to the change
in inhibition. Thus the use of on/off thresholds on regular stimulatory waveforms is discouraged.
The results of the adaptive bias control law show that, on its own, a purely bias stimulatory
current cannot harness the power to cause the amount of GPi excitation necessary to restore thalamic
relay capabilities, without expended more energy than that expended in typical high frequency DBS.
Thus, any stimulation method seeking real implementation must use some combination of stimulatory
pulses and stimulatory bias, or purely stimulatory pulses.
The results of the frequency variation with adaptive bias control law show that, indeed, the
application of a bias current when high frequency stimulation shuts off can reduce the severity of the
transition in inhibition level that the thalamus experiences. This reduced severity resulted in consistently
higher Rel scores than seen in the strategies whose high frequency pulses simply turned on and off
without any bias. In addition, some energy may be saved by applying a bias when pulse chain stimulation
shuts down, since in the phase where pulses are turned off, Unrel does not accumulate as quickly,
resulting in less intense action needed to be taken when pulse chain stimulation recommences. Thus if a
reliability-based controller is pursued, its stimulation strategy will most likely utilize some combination
of pulse-chain stimulation and bias.
Turning to the sGi-based control strategy, when experimenting with the proportional gain kP, it
was observed that, if the value of kP is too low, stimulation gets clustered, with many pulses being fired in
rapid succession, that are then followed by an extended period of inactivity. Higher kP values were seen
to result in more uniform spacing between pulses, but kP values that were too high caused the excitation
of the GPi by stimulation to become too strong, leading to drastic fluctuations in the level of inhibition
received by the thalamus. Thus it was concluded that the designer must choose a kP that is sufficiently
high to mitigate clustered pulses, but sufficiently low to avoid high amplitude fluctuations of GPi
inhibition.
In control laws implementing a stimulatory bias in addition to stimulatory pulses, bias was seen to
have a positive effect in that it provides some level of excitation to the GPi that is always applied. This
ever-present excitation helps to soften the blow of the large excursion that the GPi average synaptic
conductance sa sees each time a pulse is applied. On the downstroke of the sa waveform after the
termination of a pulses, the excitation caused by bias can help reduce the level to which sa drops, allowing
for less fluctuation and also decreasing the likelihood of another pulse having to be applied. In addition
to this realization, it was also noticed that the effectiveness of control laws implementing a bias can be
highly sensitive to the amplitude of bias. This was explained taking into account the fact that bias is
always applied, so the cumulative effect of small changes in amplitude can drastically alter the state of a
GPi neuron before each stimulatory pulse arrives, which will play an important role in determining how
the GPi fires. The practical implication is that any parameters correlated bias in a control law will require
more careful tuning than the rest.
For simulations utilizing integral action, it was found that an integration period R taken from a
range of values at a longer extreme (R > 800 ms) was preferable for controller performance, though the
difference in efficacy from R values taken at shorter extremes (R <50 ms) was slight. These longer
integration periods require a negative value for the integral gain ki due to the fact that the integral of errors
over time instances longer than ~500 ms almost always evaluates to a negative number when some type
of control is applied. This renders a positive ki useless, as the calculated value of bias will frequently take
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on negative values, and stimulation can only be applied positively. Contrary to what might be expected
of negatively correlating bias amplitude and error, it was found that the choice of negative ki often
boosted system performance. The underlying reason was postulated to be that a negatively correlated
integral bias increases in amplitude when a pulse is applied, allowing bias a greater hand in reducing the
drop off of GPi inhibition after the pulse terminates. Thus, while short integration periods with bias
positively correlated to ki may prove to be successful as well, it is recommended that any first attempt at
implementing a control strategy that uses integral bias make use of longer integration periods and
negative ki values.
Contrary to the derivative action in most controllers, which attempts to return system to its
desired value when error is changing too rapidly, the derivative action in this paper made use of a
“backwards” approach by choosing derivative gain kD < 0. As a result, the amplitude of stimulation was
reduced as the speed of the sa characteristic increased in the negative direction, which is the opposite of
what common sense would dictate should be done to return a decreasing GPi inhibition level back to
threshold. Though counterintuitive, the “backwards” derivative method allowed for the achievement of
substantially higher Rel scores than in the simple proportional case. It was reasoned that the “backwards”
derivative action plays a role very similar to proportional action, but adds an extra layer of complexity to
the controller because of the way it realizes that role. Thus it may be harnessed with sufficient tuning to
reach significantly higher Rel levels than those seen with just proportional control.
To conclude on the level of success of the control strategies, and their promise for real
implementation, it is clear that the sGi-based control strategy is superior to the reliability based control
strategy. sGi-based control sees Rel scores near that of a normally functioning thalamus for U around 1/7
(possibly as low as 1/20) of its value in traditional high frequency DBS with a 100 pA /μm2, which is a
conservatively low estimate of the energy expended in DBS. To attain Rel levels this high, reliabilitybased control strategies consistently expend nearly as much or more energy as 100 pA /μm2 DBS. In
addition, Rel scores almost never cross the .9 mark in unless stimulation is assumed uniform in reliabilitybased control, which further diminishes its practical utility.
The underlying reason behind this result is that reliability-based control methods operate by
calculating the metric Unrel, whose value tells the controller how poorly the thalamus has been doing in
the past ~500 ms. The controller then applies some amount of stimulation with the expectation that that
stimulation will help to reduce the level of Unrel by correcting the behavior of the thalamus. In sGi-based
control, on the other hand, stimulation is dependent on the current state of the system, not some metric
which is calculated over time. Thus it has the ability to respond directly to what the system requires at
each control instant, rather than applying stimulation solely based on the perception that there is
something wrong in the system because reliability is not high enough. The result is quicker response time,
and a fundamental difference in how stimulation yields curative effects; in reliability-based methods,
stimulation is turned on or adjusted in order to cancel unreliable behavior of the thalamus by replacing the
present activity of the GPi with high frequency, tonic spikes. Thus, the curative effect it utilizes is the
same as that utilized by DBS. sGi-based control applies stimulation not to replace GPi activity with high
frequency firing, but rather to alter the sa waveform so that it fluctuates less severely. This is more
adaptive, less clumsy because the controller does not have to completely rearrange GPi activity every
time it wants to have any effect on thalamic relay.
That being said, the sGi-based control strategy may be suitable for real implementation, after
further development. Of the different control laws simulation, PI and PD show performance levels
comparable to traditional DBS, and upon further exploration may made even better. The control law that
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stands out the most for practical implementation, however, is the PID law. Its Rel scores are comparable
to or higher than those seen in PI or PD, and energy expenditures are lower than any control law tested.
In addition, the optimization in section 4.3.5 showed that the PID control law can see Rel > .9 even in the
uniform stimulation case, which was not attained by either the PI or the PD control simulations. This
may be indicative that PID is robust to variations in the spatial topology of the brain, as these variations
would change the percentage of stimulation received by each neuron. If PID is pursued further, the next
logical step would be to explore its vast parameter space, either manually or with optimization algorithms,
in order to better understand how to structure the control law. In addition, les optimal scenarios, such as
the case where the sGi states are not known, must be confronted.
The practical barrier to the implementation of an sGi-based control strategy is that it requires an
incredibly fast execution speed. The 200 Hz control algorithm frequency used in this research might be
higher than is necessary, but to keep up with fluctuations in GPi inhibition levels, which operate on time
scales in the tens of milliseconds, the speed will need considerable. Since the sGi variables can be
estimated from GPi voltage spike times, the activity of the full GPi model does not have to be
reconstructed, which will reduce computation time noticeably. However, making an algorithm elegant
enough to run at the necessary speed will be a big challenge in bringing an sGi-based controller to the
market.
Lastly, a perhaps most importantly, it must be stressed that the simulations in this paper come
nowhere near exactly representing the effect of the proposed control strategies on the dynamics of the
brain. In a real brain, there will not just be a handful of neurons in each structure of the basal ganglia;
there will be millions. Some will be strongly synaptically connected to neurons in one region, and others
will be weakly connected to neurons that region, or not synaptically connected at all. In addition, the
synaptic organization, and the neuronal parameters of the model, will vary tremendously from one patient
to the next, and perhaps from one day to the next in a single patient. To come anywhere close to
modeling the true effect a control algorithm on such a vast, complex, and highly variable system is
impractical to the point of being unattainable. The model in this paper presents mathematical relations
that generate activity similar to those seen of real neurons. What simulation does is give a crude view of
how the general behavior of a real brain will unfold under the influence of each control strategy, for
noting things about each strategy that may work and may not work. This thesis showed that there are
controlled stimulation strategies which may be capable of replacing DBS that may work in a real brain,
but before claiming that they do work, much practical experiment remains to be done.
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